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DB2 Version 8 for
z/OS and XML

By  A l l e n  J a q u e s

CAN
IBM’s flagship relational database management system,
DB2 for z/OS Version 8, be an effective platform for stor-

ing, managing, and processing XML text and documents? This article
will examine the XML-related features in DB2 for z/OS Version 8 that
make it particularly well suited for such a purpose.

What is XML? XML stands for “eXtensible Markup Language” and
it has become the accepted standard for data interchange. Born in 1996,
it is derived from the more elaborate SGML (Standard Generalized
Markup Language), and is designed for interoperability with HTML.
XML captures not only the data for a particular application, but also the
data structure itself. This key aspect of XML allows a relatively pain-
less interchange of data between disparate applications and computing
platforms. The structured data format of XML allows it to store com-
plex data that may originally be in textual, binary, or object-oriented
form. It is a metalanguage, meaning it is a language for describing
other markup languages. This is accomplished by defining a set of tags
for each specific markup language. XML tags represent the logical
structure of the data and because of this they can be interpreted and
used in numerous ways by applications.

IBM introduced direct support of XML back in DB2 Version 7 via the
DB2 XML Extender™. DB2 Extenders are available for data in XML,
Image, Audio, and Video format. They automatically capture and main-
tain a variety of attribute information, and provide a group of sophisticated
API’s. Each of the Extenders defines a distinct type, and for each distinct
type, a set of user-defined functions for use with its objects.

The DB2 XML Extender provides two methods for storing and
accessing XML data in DB2: XML column method, and XML collec-
tion method. The XML collection method composes and decomposes
the contents of XML documents with one or more tables. The XML
column method stores XML documents internally as column data or
externally in a file. This method extracts the XML element or attribute
value and stores it in side tables. Side tables are indexed subtables
designed for high speed searching. Storing the XML documents as col-
umn data allows the following:

▼ Fast searches can be performed on XML elements or attributes
that have been extracted, stored in side tables, and indexed;

▼ The contents of an XML element or the value of an XML
attribute can be updated;

▼ XML elements or attributes can be extracted dynamically using
SQL queries;

▼ XML documents can be validated when they are inserted and
updated;

▼ Structural-text searches can be performed via the DB2 Text
Extender1.

The XML Extender provides two basic storage and access methods
for integrating XML documents into DB2. They are the XML column
method and the XML collection method. The column method enables
complete XML documents to be stored in DB2. This method works
well for relatively static situations, such as archiving and data ware-
housing. The documents are inserted whole into columns that are
XML-enabled, and can be updated, retrieved or searched. Element and
attribute data can be mapped to indexed side tables to enable fast
search. IBM recommends using the column method if any of the fol-
lowing conditions can be met:

▼ The XML documents already exist.
▼ The XML documents are primarily read-only.
▼ Update performance is not critical.
▼ There is a business need to store the documents outside of DB2.
▼ The elements or attributes that will be frequently searched are

known in advance.

It is not mandatory to enable an XML column in a DB2 table. If a
DAD (Document Access Definition) file has not been created, then the
XML column in the table is not enabled. A document can, however, still
be stored in an XML column, but this document will not be validated
and no side table will be created, thus limiting search performance. If a
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DAD file has been created for an XML column, the DB2 XML Extender
must be told which XML column and which DB2 table this file relates
to. Enabling an XML column causes the XML Extender to perform the
following actions:

▼ The DAD file gets parsed;
▼ Side tables are created with columns corresponding to the

elements and attributes in the XML documents;
▼ Triggers are created on the user table or XML table containing

the XML column to synchronize with associated side tables;
▼ A new entry is added to the DB2XML.XML_USAGE table,

which was created when the database was XML enabled.
▼ If the XML document was validated, the USAGE_COUNT

column in the DTD_REF table is incremented2.

When a database has been enabled for XML, the XML document
can be written to a new table, created with an XML column, or to an
existing table that has been ALTERed to add an XML column. There
are three UDTs (User Defined Types) provided by IBM. They are:

▼ XMLVarchar, which allows an XML document with a maximum
size of 3 KB to be stored in the database.

▼ XMLCLOB, which also allows an XML document to be stored
in the database, but with a maximum size of 2 GB.

▼ XMLFILE, which allows the XML document to reside in a local
file, not in DB2 itself.

The XML collection method maps XML document structures to
DB2 tables. This way documents can be composed from existing DB2
data, or documents can be decomposed with the untagged data stored
in DB2 tables. This method is popular with data interchange applica-
tions where the XML content tends to be more volatile. IBM recom-
mends using the collection method for any of the following conditions:

▼ There is data in existing DB2 tables and there is a need to
compose XML documents based on a specific DTD.

▼ XML documents exist that need to be stored with collections of
data that map to DB2 tables.

▼ There is a need to create different views of the DB2 data using
different schemas.

▼ The XML documents come from other, non-DB2 data sources.
▼ Some XML documents need to be updated often and

performance is critical.
▼ All of the data of an XML document must be stored but only a

subset retrieved.
▼ The XML documents physically exceed two gigabytes in size

and therefore must be decomposed.

DTDs (Document Type Definitions) can be stored as well via the
XML Extender. When a DB2 subsystem is enabled for XML, a DTD
repository table named DTD_REF is created. Each row of the table rep-
resents a DTD and additionally contains metadata information. The
DTDs are used to validate the structure of documents. They define the
elements that can or must appear in the document. DTDs also define
how often the elements can appear and how they can be nested. Default,
allowable and required elements are also defined by DTDs. There are
limitations, however, in that DTDs allow for limited conditional check-
ing by specifying a domain of allowed values. For example, with DTDs

it is not possible to check that an element which should contain a cer-
tain type of value (e.g. date) actually does contain the proper value. The
use of DTDs with XML is optional, not mandatory.3

XML schemas can be used in place of a DTD, or as a DTD exten-
sion, to define XML document content. Schemas are a newer, more
robust way to construct such definitions, and are better than DTDs for
expressing data type semantics for element and attribute content. They
use XML syntax, unlike DTDs, to define document structure.
Everything that can be defined via DTD can be defined using schemas,
but not vice versa. Schemas allow the specification of more complex
semantic rules than are possible with DTDs alone, and also provide
type checking within an XML document. While DTDs are generally
easier to code, schemas do have many advantages as listed below:

▼ XML schemas are themselves valid XML documents that can be
processed by such tools as IBM’s own Websphere Studio
Application Developer.

▼ XML schemas support a set of data types like those used in
common programming languages.

▼ XML schemas support regular expressions to set constraints on
character data, which is not possible using DTDs.

▼ XML schemas provide better support for XML namespaces.

A namespace is used when there is a need for elements or attributes
of the same name to take on a different meaning depending on seman-
tic context. For example, a tag called <TITLE> takes on different
meanings depending on whether it is applied to a book or person. If
both entities need to be referenced in the same document, e.g. in a
library entry that associates a book with its author, there must be a
defined mechanism to distinguish between the two and apply the
proper semantic description to the <TITLE> tag whenever it is used in
the document. Namespaces provide this mechanism that allows the
writing of XML documents which contain information that may be per-
tinent to several software modules.4

Document Access Definition (DAD) files, mentioned earlier, specify
how the XML Extender will process structured XML documents. The
DAD file itself is an XML document that maps the document structure
to a DB2 table. DAD files are used when storing XML documents in
column form, and are also used when composing or decomposing
XML data. The DAD file specifies whether documents are stored using
the XML column method, or if an XML collection is defined for com-
position or decomposition.5 With the XML column method, the DAD
file is required only if there is a need to validate documents before stor-
ing them, or if there is a need to index elements or attributes in side
tables for improved performance while performing searches. Before
creating the DAD file, it must be determined which elements or attrib-
utes will be searched most often. For each element or attribute that
should be indexed in a side table, the following must be defined:

▼ The location path to represent it, which maps the elements and
attributes to columns within a DB2 table.

▼ The data type that each element or attribute should be converted to.
▼ Consideration must be given if there are multiple occurrences6.

Elements and attributes that do not occur multiple times, but are at
the same level of the document, can be extracted into columns in the
same side table. For each element or attribute that does occur multiple
times, a new side table must be created to extract their value for index-
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ing. It must be determined whether validation is to occur. The follow-
ing issues must be considered:

▼ The validation is not performance sensitive.
▼ Documents that are known to be valid probably should not be

validated.
▼ The validation must occur at the time the XML documents are

stored, not afterwards7.

The features discussed above were introduced in DB2 for z/OS and
OS/390 Version 7. Version 8 of DB2 carries forward the Extender
technology, which has been improved. There are now new user
defined functions that validate XML documents by using XML
schemas, rather than using DTDs. There are also other new functions
that can transform XML documents to other formats and results by
using style sheets.

Other improvements include increased size limits for many objects,
and enhancements to XML collections that include the following:

▼ Two new stored procedures that eliminate the need for temporary
or permanent tables for composed documents.

▼ The capability to store XML documents in temporary tables that
are returned from a composition stored procedure.

▼ Improved ease of use of DAD file syntax8.

New, built-in XML functions were added into this latest release of
DB2 into the internal DB2 engine, thus reducing application develop-
ment effort for generating XML data from DB2 data. The following
new XML functions are contained in DB2 for z/OS Version 8:

▼ XMLELEMENT, which generates an XML element from a
variable number of input arguments.

▼ XMLATTRIBUTES, which constructs XML attributes from
arguments.

▼ XMLFOREST, which produces a forest of XML elements that
share a common pattern from a list of columns and expressions.
A forest is an ordered set of subtress of XML nodes, which can
represent an element, a text string, etc.

▼ XMLCONCAT, which concatenates a variable number of
arguments to generate a forest of XML elements.

▼ XMLAGG, which produces a forest of XML elements from a
collection of XML elements.

▼ XML2CLOB, which converts the transient XML data type into a
CLOB (Character Large Object) so that applications can access
the XML data9.

In conclusion, all of the features and capabilities that have been dis-
cussed here demonstrate that DB2 for z/OS Version 8 is very well
suited indeed for storing and processing XML data. Not only has IBM
enhanced the DB2 Extender facility in Version 8, but it has also added
functionality into the core DB2 engine, with an eye on high perform-
ance. No other relational database management system has the ability
to scale as well as DB2. DB2, coupled with IBM’s 64 bit flagship
operating system z/OS, provides a uniquely synergistic platform for
large organizations to store and process XML data with unmatched
performance. It is indeed a most effective platform for e-commerce in
the 21st century.  
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