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System Protection From
the Inside Out

By  R i c h a rd  W i l l i am s

SYSTEM
administrators worldwide are introducing (or
being introduced to) Linux systems in growing

numbers within the enterprise. In many cases, Linux offers cost-effective
computing for research and development, as well as business critical
applications servers. However, every Linux administrator has faced
security vulnerabilities in Linux systems, and each deals with these
“hot-spots” using best-practice solutions.

As computer security has become more important, the understanding
of threats has led to some specific security solutions and methodology.
Early security practices focused on protecting systems from the outside
in (with gateways and intrusion detection software). These methods are
an excellent counter-measure, but alone they do not address the secu-
rity of the enterprise from the inside out.

Outward bound security is an integral part of an enterprise security
plan, and is often well-managed. But we know that the majority of data
loss, and the most expensive loss per incident, occurs inside the enter-
prise—from within the network, by “trusted” users and administrators,
who may already have valid accounts on strategic systems.
Increasingly, internal requirements and/or government regulations
require administrators to make provisions for protecting themselves
from themselves.

Linux Systems have a number of vulnerabilities, right out of the box,
ftp site, or compiler. Viewed as a “bug” or a “feature,” Linux vulnera-
bilities include open communications ports, installed applications and
services (BIND, Apache, telnet, http, PAM), which have been exploited
in past attacks. Other vulnerabilities include little root or admin
accountability, little password security and account provisioning (inac-
tive/unused active accounts are potential attack vectors).

Many strategies for increasing security exist, including this article’s
focus - protection from the inside out. The popular term is “defense-in-
depth,” meaning security must be provided at multiple layers, spanning
network and host intrusion, ID and access management, data access
and the Linux operating system itself. Viewed in conceptual layers, a
division of Linux security might look like FIGURE 1.

LAYERS OF
SECURITY

Layer 1—The
Kernel

Looking from the
inside out, the core of
the Linux operating
system is the ker-
nel—the instruction
sets and files that
comprise and enable
the operating system.
Securing this level is
largely based on the
business requirements
and intended use for
the system. As an example, Linux provides a feature called dynami-
cally loadable kernel modules, which allows a Linux kernel to call
additional code from disk drives or memory, for use in specific conditions
as they occur.

Linux provides many loadable modules comprised of programming
for specific functions. Device drivers, file system drivers, system calls
or network drivers are examples of loadable kernel modules. Using
these facilities only when they are needed makes the basic Linux ker-
nel smaller and will occupy less RAM on each system. In some cases
allowing the system to load dynamic modules can be a bad thing. In
an attack, the module loaded may be malicious. Disabling the Linux
dynamic kernel module loading capability means the Linux kernel
configuration is static, with a known state of instructions, programs
and files.

Creating a static kernel also lets you remove devices you won’t be
using on the Linux system. Examples of this include removal of tty
devices (other than the console or serial ports) or removal of printers if
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FIGURE 1: DIVISION OF LINUX SECURITY
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the system will not be printing. Removing these devices also removes
potential attack points. Determine the need for dynamic kernel modules
on the Linux system and compare with the business need. If need out-
weighs risk, use them with caution. If not, turn them off. Beginning
from inside the Linux system, securing the kernel (once system and
requirements are known) is easier.

For example, you can remove dynamic modules from the kernel, but
if PAM is providing login security, or password security, this dynamic
module is business critical. If the system is a database server, removing
the disk drivers required might increase security, but not match up with
the business requirements for the system.

Making a system as secure as possible is not a good goal; making the
system as secure as possible within the business framework is appropriate.

Level 2—The Operating System
Linux operating system security is the topic of dozens of books.

Distilling the process of securing Linux into a few paragraphs is like
watering the garden with a firehose.

One sure way to strengthen the Linux operating system is to limit the
processing capability available to users. Placing a per process resource
limit on resource consumption in the operating system helps keep run-
away processes (or attackers) from gobbling up available memory,
processes, or other resources on your system.

Additionally, the operating system has over 64,000 external access
points (TCP/IP ports) including ftp, telnet, rlogin, http, and many oth-
ers. Some of these may be business critical, while some provide no
value. Their presence creates increased risk. If your company has man-
dated the use of SSH as a remote system access method, turning off
access to the telnet, rlogin, rsh, and ftp ports substantially reduces
access via known attack vectors. If the system is not a web server, turn
off access to default ports 80 and 443 (confirm with your actual Linux
configs file).

There are also numerous hardening programs available to interac-
tively guide administrators through each part of the Linux operating
system (Bastille is a popular program for making the Linux operat-
ing system more secure). These programs address common attack
vectors, but they can also cripple a system, depending on its intended
use in the enterprise. An experienced Linux administrator can
tighten a system in a couple of hours, but the end result may be an
almost unusable system for the intended user community or business
process. Making a very secure system that no one can use is not a
good target.

Level 3—Input/Output and Other Utilities
The Linux input/output functions and system utilities constitute this

level. These include disk and tape drives, tty and USB ports, and other
devices. These device files and utilities can be easily removed if not
required for use, making the I/O functions and utilities that access them
more secure.

Additionally, there are more secure versions for commonly used util-
ities (if needed) including telnet, ftp, and BIND which will make the
system more secure, while still allowing its intended business func-
tions. Many system administrators make ready use of a USB memory
stick as a convenient way to transfer data from one system to another.
These devices can hold 1 gigabyte of data, and are almost plug and play
once Linux drivers have been installed. While convenient, these
devices are also a prime injection point for anyone with physical access
to the system, and the ability to access the device. Once inserted,

accountability for data is loaded, or subsequent action is lost. Are these
devices business critical?

The login utility is a prime target for attack on a Linux system.
Strengthening login security can be done in many ways. Tighter login
security includes:

� long and strong passwords, composed of hard-to-guess
characters

� password encryption in storage and transmission by the
operating system

� password history to keep the user community from re-using
passwords

� A login policy, determining “who, what, where, and when” a
login should be allowed to a Linux system

� Limiting read access to password information, both on the
system and in transmission

PAM can provide additional password security for Linux systems, but
using PAM requires dynamically loaded kernel modules. It’s not possi-
ble to eliminate all the security risks, without eliminating potentially
useful functionality. Review each layer to determine the appropriate
steps, as related to the required business capability for the Linux system.

For example, if the system is designed as a development web server,
additional requirements may include mod_ssl, mod_perl, PHP4, or an
SQL database. Remember Securing Level 1? Dynamically loadable
programs, libraries, etc., are a risk to the system’s security, but if the
system or business critical application cannot function without them,
it’s important to increase security while still allowing this functionality.
Additional programs may be required, depending on the desired func-
tionality. For example:
� Other Perl packages may be required to be able to use Perl in

your system
� Additional packages may be required to be able to use SQL in

your system
� Additional packages may be required to be able to use PHP in

your system
� OpenSSL may be required to be able to use Apache with SSL

support in your system

Each of these presents specific security challenges. It’s important to
determine what the system will do within the business, to eliminate
non-essential services. If the system is not a web server, does not con-
tain a database, does not require PERL or other server-based functions,
eliminate them from the system.

Layer 4—The User Space
This layer may be the toughest area to secure, because of business

and/or regulatory requirements. Securing user access is often associ-
ated with objects and subjects. A particular file, database, or directory
may be categorized as an object, with an associated security classifica-
tion within the enterprise. Users with specific need to access this object
must have appropriate access, but others may not. How can this secu-
rity be created?

Linux provides some capabilities, beginning with directory and file
permissions. Additional programming may be required to ensure that
the subject accessing the object has the requisite need to know. As a
generalization, this is called the principle of least privilege, whereby
access is granted to the requesting subject at the least privilege required
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for a particular business process or function. This security may be facil-
itated on Linux systems via the use of role-based access control,
mandatory access control, discretionary access control, or some com-
bination of these.

The Linux “find” command can easily determine files with open
read or write access, but determining the appropriate access requires
analysis and planning. Making files unreadable or not writeable is sel-
dom an option.

Additionally, security may require that a program to be run be eval-
uated before execution, to determine if its checksum or directory loca-
tion has changed. Wily attackers or impatient users often copy
programs to more convenient locations. Requiring a specific location or
file size helps keep the Linux system as configured and more secure.

Making a Linux system secure is ineffective if the user community
can’t perform normal business functions with it. The business is not the
software, the software empowers the business.

Finally, Linux security isn’t a “set-it-and-forget-it” activity. Ongoing
review, audit, and maintenance is required to ensure the system remains
in optimal configuration, without exposing assets to risks. As this arti-
cle reveals, there’s so much on the topic that provides meaningful,
measurable benefit in the enterprise. Use the links below as additional
resources in your continuing efforts:

� http://www.linuxsecurity.org/advisories/index.html
� http://csrc.nist.gov/
� http://isc.sans.org/
� http://www.linuxsecurity.com/docs/Securing-Optimizing-

v1.3/chap7sec77.html
� http://www.linux.com/howtos/Secure-Programs-

HOWTO/processes.shtml
� http://httpd.apache.org/docs/misc/perf-tuning.html
� http://www.mysql.com/news-and-events/success-

stories/handy.de.html
� http://www.linuxsecurity.com/docs/harden-doc/html/securing-

debian-howto/ch1.en.html  
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