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SyncSort, FilePort and
Oracle Warehouse Builder:

Building an Oracle Data Warehouse with
Data from a Legacy Mainframe System

By  C r a i g  A b r am s on , S u s a n  G a r r e t s o n  F r i e dman ,
a n d  N i d h i  K h a i t a n

AS
an IT professional and Database Administrator (DBA) you are
likely faced with a number of IT challenges, including an envi-

ronment that has evolved over time into a heterogeneous mix of oper-
ating platforms. Among the many challenges this will probably
produce are: When to develop applications, where to run them, and
how to migrate them from one platform to another to achieve greater
efficiency and a balance of data processing resources.

Consider a case in which multiple data entry systems have been scat-
tered across the enterprise. To get more insight into the company’s
management challenges, you as an IT professional need to set up an
environment that enables the company to answer the queries they have
such as: Who are our most profitable customers? Which products are
our top-10 profit makers? What would happen if we discontinue the
loss makers? Which customers are likely to continue to do business
with your company? And so on.

In your search for a solution you found out that the Oracle database
provides the infrastructure and components to enable this solution,
from a powerful relational database to a scalable multi-dimensional
OLAP engine and an embedded data mining engine all in one environ-
ment. You now face three major challenges: (1) how to get all your data
into the Oracle database, considering that some of the data resides on
the mainframe, (2) how to set up and manage the environment, and (3)
how to enable the solution for your end users. Your search points you
into the direction of Oracle Warehouse Builder, which seems to resolve
the majority of your challenges. Some important issues, specifically
related to accessing data on the mainframe, remain unsolved. This arti-
cle focuses on the first two challenges.

ACCESSING MAINFRAME DATA

You delegate your first challenge, getting the data off the mainframe
into a format that the Oracle database can understand, to your DBA,
whom we’ll call Craig. In order to do this, he first offloads the data from
the mainframe system onto a Solaris UNIX box. After processing the

data in this new environment, he reformats and aggregates the data to
prepare it for loading into the Oracle database. Craig discovered that by
using a combined solution of FilePort, SyncSort, and Oracle Warehouse
Builder (OWB), he was able to quickly transform and process the data
to get his environment up and running. The integrated environment in
OWB also enabled him to manage the entire scenario end-to-end.

STEP 1: CONVERTING MAINFRAME DATA

In order to migrate, mainframe data sets must be converted to UNIX
data sets. While UNIX utilities such as ftp or dd can sometimes handle
these conversions, there are several limitations to using these tools.
Mainframe EBCDIC character data is often mixed with binary data, such
as packed decimal (COMP-3) or integer. In order to convert such data
with ftp or dd, the binary data needs to be unpacked into displayable
fields prior to the translation. This expansion involves mainframe pro-
cessing and increases the volume of data that needs to be transported.

Craig chose the alternative solution, which he felt would be more effi-
cient. He used ftp simply for the physical transfer of files from the main-
frame to UNIX over the network, specifying the transfer type as BINARY
so that data was not translated during transfer. The legacy data could then
be accessed by OWB for subsequent conversion and processing. Once it
has access to the data, OWB can call the necessary external processes to
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FIGURE 1: CONVERTING MAINFRAME DATA



convert and massage the data before loading it into tables inside the
Oracle database. Process flows, designed in OWB, manage the end-to-end
sequence of steps in this entire process, starting with the ftp operation.

To convert data from mainframe data sets to UNIX data sets, Craig
used FilePort, a data conversion application from Syncsort
Incorporated. OWB can invoke this as an external process. FilePort
works by taking the data file and one or more record layouts as input.
It uses the record layouts to distinguish between different fields in the
records and converts the data according to the type of each field (char-
acter, decimal, integer, etc.), and the machine architecture of the UNIX
system (big-endian or little-endian). The record layouts can be passed
in existing COBOL copybooks or defined through FilePort options. If
the records in the input file do not all have the same layout, different
record layouts can be supplied, with specific conditions used to deter-
mine which layout to use for each record. FilePort writes the converted
records to either a binary or text UNIX output file.

In order to convert the electronics inventory file that he was migrating
from the mainframe to a UNIX format, Craig wrote a simple FilePort
application. As shown in FIGURE 1, he used a COBOL copybook speci-
fied via a ‘data definition’ argument to define the record layout of the
data. He used an ‘input’ argument to identify the fixed-length inventory
file named electronics_mvs.txt which came from the mainframe. He then
defined his UNIX output file to be named electronics_unix.txt via an
‘output’ argument. In order to run this application through OWB, he cre-
ated a script with the FilePort command, as shown in FIGURE 1, which
was then executed by OWB as an external command.

STEP 2: PROCESSING THE UNIX DATA

Once Craig had converted the data, he needed to transform the flat
file into the format required by his Oracle data warehouse. For this he
used SyncSort, another external process invoked by OWB. SyncSort
can efficiently process large volumes of data and handle the variety of
tasks required to prepare the data for the data warehouse: data selec-
tion, field reordering and manipulation, aggregation, sorting, numeric
format conversions (for example, from Packed Decimal to displayable
numeric), pattern-matching extractions, etc. OWB can call SyncSort to
transform the data to meet Craig’s specifications, reformatting and
aggregating the data, and the file is ready to continue processing within
OWB, which loaded it into his Oracle data warehouse. He developed
his SyncSort application using Visual SyncSort, the easy, point-and-
click graphical user interface (GUI) for SyncSort.

The screenshot in FIGURE 2 of Visual SyncSort displays the applica-
tion Craig developed. The same COBOL copybook that was used for
FilePort was used to describe the fields, although the field definitions
now refer to UNIX data types. Corresponding to the numbered arrows
on the diagram, here is a brief description of the application:

1 Source: describes the source file as fixed-length
2 Sort keys: defines the sort key to be the BUCKET-ID field from the

COBOL copybook; note that the sort option is summarize to indicate
that equal-keyed records are to be aggregated.

3 Target: defines the target file as a CSV file, and chooses the fields
wanted via the reformat option; note that the total of WAREHOUSE-
QUANTITY is output for each aggregated record set.

4 Dictionary: specifies the layout of the incoming fields; note that
although the COBOL copybook is convenient to define the fields in this
case, Craig could have also chosen to define record layouts and indi-
vidual fields within Visual SyncSort.

In order to run this application through OWB, Craig created a script
with the SyncSort command, as shown in FIGURE 2, which was then
executed by OWB as an external command.

STEP 3: LOADING THE DATA USING OWB

In the third step, Craig used OWB to pick up the file that was produced
by the SyncSort process in order to read it as an external table into the
Oracle database. In the design phase Craig used a sample file to sample
the file structure and store the metadata in OWB (see FIGURE 3).
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FIGURE 2: VISUAL SYNCSORT

FIGURE 3: SAMPLE FILE



Craig decided to use OWB to create an external table to load the data
transparently from the file into the Oracle database1. The code to create
the external table can be generated directly out of OWB (see FIGURE 4).
The external table is used as the source table in an ETL process that tar-
gets a relational fact table (see FIGURE 5).

The ETL process is generated into a PL/SQL package with an
embedded SQL statement that is deployed into the Oracle database for
optimal parallel processing. Note that the PRODUCT_ID is retrieved
from the PRODUCTS dimension using a key lookup matching on the
ITEM_NAME from the source external table. The Toolbox on the
right-hand side enables much more complicated operations, including
sophisticated data cleansing operations, depending on the requirements
for the transformation process.

STEP 4: DESIGNING THE PROCESS FLOW

Individual steps in the ETL process can be related using the process
flow editing capabilities in OWB. Not only does the process flow editor

enable the execution of steps that were generated from Warehouse
Builder, you can also include ftp, any PL/SQL code as well as external
steps that run outside the database. FIGURE 6 shows the complete process
flow that Craig created including the FTP, FilePort, and SyncSort activ-
ities, as well as a conditional flow depending on the outcome of the
OWB load process.

STEP 5: DEPLOYMENT AND EXECUTION
MANAGEMENT

The integrated process is generated as an XML Process Definition
Language document and transparently deployed into Oracle Workflow,
Oracle’s dependency management engine.

The OWB infrastructure enables logging of the entire solution as
shown in FIGURE 72.

Now that the data is converted, processed and loaded into Oracle, it is
available and ready to be used for further analysis. Craig used a business
intelligence application, analyzed the data and discovered that exploit-
ing certain market trends and improving specific company processes
would help his business grow. He used the data warehouse to further
customize and summarize the data, feeding into various departmental
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FIGURE 5: RELATIONAL FACT TABLE

FIGURE 6: CRAIG’S WORKFLOW

-- Product              : Oracle Warehouse Builder
-- Generator Version  : 10.1.0.2.0 
-- Created Date         : Tue Oct 05 21:31:12 PDT 2004
-- Modified Date        : Tue Oct 05 21:31:12 PDT 2004
-- Created By            : owb
-- Modified By          : owb
-- Generated Object Type  : EXTERNAL TABLE
-- Generated Object Name  : ELECTRONICS_EXT
-- Comments             : 
-- © 2004 Oracle Corporation. All Rights Reserved.
*********************************************************/

WHENEVER SQLERROR EXIT FAILURE;

CREATE TABLE "ELECTRONICS_EXT"
(

"ITEM_ID" NUMBER,
"BUCKET_ID" NUMBER,
"ITEM_NAME" VARCHAR2(30),
"WAREHOUSE_QUANTITY" NUMBER)

ORGANIZATION EXTERNAL (
TYPE ORACLE_LOADER
DEFAULT DIRECTORY WH_LOC_FILES_LOC
ACCESS PARAMETERS (

RECORDS DELIMITED BY NEWLINE
CHARACTERSET WE8MSWIN1252
STRING SIZES ARE IN BYTES
NOBADFILE
NODISCARDFILE
NOLOGFILE
SKIP 1
FIELDS

TERMINATED BY ','
OPTIONALLY ENCLOSED BY "'" AND "'"

NOTRIM
(

"ITEM_ID" ,
"BUCKET_ID" ,
"ITEM_NAME" ,
"WAREHOUSE_QUANTITY" 

)
)
LOCATION (

WH_LOC_FILES_LOC:'electronics_unix_aggregated.csv'
)

)
REJECT LIMIT UNLIMITED
PARALLEL 4
;

FIGURE 4: OWB



data marts, each serving its own purpose. Some used the data as part of
a decision support system to aid the company management, and some
analyzed order trends to forecast inventory more accurately.

CONCLUSION

These are just a few examples of how the legacy migration per-
formed by FilePort, SyncSort, and OWB can make the data accessible
to a variety of powerful applications to improve business functions3. As
each business is unique, the benefits to your business may well be dif-
ferent, but the underlying value of migrating data to a warehouse for
more efficient mining and analysis is undeniable.  
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1 The other obvious option would have been a SQL loader process.
2 Any performance numbers in the screenshots do not represent a live production system, but

rather a relatively low-spec, single processor laptop.
3 The described solution has been verified to work on Windows and Linux. Unix is assumed to

work in the same way as Linux.
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FIGURE 7: SOLUTION LOGGING


