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By  J o s e p h  O f f e n b e r g

SINCE
the early days of computing, job scheduling has been
the heartbeat of the datacenter. Yet even today, most

batch processing works on a linear schedule. Applications are con-
nected and data is exchanged at fixed intervals or on a calendar sched-
ule. To meet today’s on-demand business requirements, job scheduling
needs to evolve from this static approach to one that allows events
within the business and IT to dictate how, when and where a job gets
executed. The nature of event-driven job management allows for unpre-
dictable and asynchronous events to be correlated and dynamically
acted upon. These correlations can become job dependencies, enabling
job execution based on system, application, and even business events.

Using real-world examples we will illustrate how event-driven job
management reduces help desk issues by rerouting jobs when a service
goes down or disk space runs out—and thereby reduces the costs asso-
ciated with job failures while improving service levels. We will also
explain how the integration of job scheduling with event management
increases operational efficiency and reduces risk transparency.

BATCH PROCESSING IN APPLICATIONS

Let’s look at traditional legacy applications on the mainframe, which
has long relied upon scheduling software to perform batch processing
of application data. Many mainframe financial applications use job
scheduling services, for example, to clear transactions at the end of the
business day by ensuring that jobs that add money to one account are
dependent on jobs that remove the money from another.

In the distributed environment, schedulers such as cron—the native
scheduler on all UNIX platforms—are components of the operating
systems and are used primarily for administrative tasks such as back-
ups and log file rotations. As legacy applications have migrated to
UNIX and Windows, so has the need for high volume batch processing
across these distributed systems.

Enterprise scheduling packages enable IT to track thousands of jobs
and their dependencies across hundreds of distributed systems and the

mainframe. Typically, these jobs will take place at scheduled intervals,
which is why it can take several hours—or even days—for your money
to show up in your account after a banking transaction.

Online Transaction Processing (OLTP) can solve the problem by
executing the transaction in real time. This, however, requires the
process to have real-time access and a high level of control over the
data. Because many transactions take place between different financial
institutions and often between different countries, ceding control over
the data is not feasible.

Batch processing is still utilized to ensure that the transactions in
between OLTP systems execute properly and in the correct order,
although these processes have to wait until their scheduled execution
time. An event notification mechanism can prevent costly lag time by
triggering the jobs based on an event, rather than waiting for the sched-
uled end-of-day execution time. Furthermore, the event management
infrastructure can send asynchronous events to a job scheduling serv-
ice to trigger jobs.

EVENT MANAGEMENT

Event management is widely used as an automation tool for sys-
tems management because of its monitoring and alerting capabili-
ties. Since the components of event management are installed
throughout the enterprise, they create a conduit that could be used
by business applications to send messages to other applications,
including the job scheduler.

Typically, event agents reside on critical systems and capture events
and forward them to a central event manager for consolidation and
analysis. In large implementations across several geographic locations,
middle level event managers perform local policy and filtering before
forwarding events to the central event manager. Once consolidated,
event data can be held and viewed on a console for analysis.

Event consolidation is important, but the real power of the event
manager is its ability to screen events for a particular pattern or group
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of words and automate a response. Let’s look at a real-world example
of how a system event can affect the placement and execution of a job.

In this example, the event manager is able to address a problem with
the sendmail system. Within the event manager, the relevant details of an
event are coded in a standard format so that the placement of words in the
message can be tokenized and used in subsequent automation routines.
The event shown in FIGURES 1 and 2 was sent to a Linux syslog daemon
so it could be picked up by the event manager. By using the space as a
delimiter, we are able to break out the following relevant details.

The event management pattern matching ability then understands
that a service failed to start. We can attempt to restart it by creating a
policy to run the following command on <system name> whenever the
pattern is matched with 8th word = “failed.”

Simple enough, but what if the service still doesn’t start? That’s
where event correlation, a function of an event management system,
becomes useful. We can correlate different events within a specific
period of time or correlate the same event several times over a period
of time.

In this example, if the sendmail fails to start again and sends this
event three more times in a 10-minute period, we can do three things:

� Automatically disable the policy and stop trying to restart
sendmail. This is done with a command to the event
management system to disable the policy.

� Second, because most event management systems are integrated
with their helpdesks, we can automatically open a trouble ticket
so someone can investigate the problem with sendmail.

� Third, if this machine is part of a pool of machines that depends
on the sendmail service to send reports, we can make this machine
unavailable to run those jobs and remove it from the pool.

With some job management tools, this machine-pooling concept
exists in the form of virtual machines, which logically group
machines to look like a single machine. This allows a scheduler to
send a job to a virtual machine; at runtime, the scheduler will select
the appropriate machine based on some simple performance metrics.
Usually, the job manager will not know that the job needs sendmail,
which is unable to start on one of the machines. To solve the issue,
we can create a simple event management policy and send the job
management server a command to remove the machine from the vir-
tual machine. A policy like this could exist on a general scale, so that
any critical event on a machine triggers removal from the pool, or, on
a more granular level, where the resources themselves are monitored
for availability.

SOURCES OF EVENTS

The events themselves can come from many sources. As we see
with the sendmail example, operating system syslog daemons and
mainframe consoles tie directly into event management facilities to
provide a wide range of events specific to the health and security of
the system. Network devices send SNMP traps to event managers as
an alert mechanism for network-related issues. Many system moni-
toring tools and agents also send traps when specified thresholds are
breached. Monitoring agents exist for every component of an appli-
cation from the database, to the middleware, to the Web server—
providing instantaneous events for analysis and automation by a
central event management service.

Event managers have an API so application developers can code
event messaging into their applications.

Events can also have various degrees of importance. Some events are
informational, like those that track authorized logins. Others are warning
messages that indicate a situation that requires a response, but perhaps is
only urgent enough to warrant an email message. Others flag critical
events, such as an inoperable file system or faulty network device.
Critical messages require immediate and automated responses and would
usually trigger automated corrective actions, like engaging an operator or
the automated opening of a trouble ticket with the helpdesk.

Business applications can utilize the event management infra-
structure by forwarding relevant events in real time, where they can
be consolidated and correlated with other events. When transactions
are ready to be processed in batch processing situations, the applica-
tion sends an event that automatically triggers a stream of jobs to
process transactions.

OBTAINING BUSINESS EVENTS

Business events, such as application and data events that are relevant
to a business decision, require some mechanism for externally moni-
toring the data and sending an event when some threshold is met, or
having the application itself send an event as part of its functionality.

For example, how would a retail inventory application send an event
when inventories are low, so that it triggers the jobs necessary to send
out a purchase order? One way would be to use a database trigger—a
database function that executes a command when a particular operation
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Word Value Token
4th  word: <system name> %4
5th  word: <service name> %5
8th  word: <service status> %8

FIGURE 2: SAMPLE EVENT

FIGURE 3: EVENT DRIVEN JOB DEPENDENCY

May 08 16:37:20 www.joesbox.com sendmail: sendmail startup failed

FIGURE 1: SAMPLE EVENT



is performed. The trigger would check the count of items whenever a
transaction is performed that reduces the inventory. If the count is low,
it can send an event. Most commercial databases are able to execute an
external command. Oracle’s External Procedures feature allows calls to
shared libraries from an SQL statement. Sybase has a function,
“syb_sendmsg()”, which sends messages to a TCP port anywhere on
the network. CA’s enterprise-class relational database, Ingres, is capa-
ble of calling external functions written in C.

Any transaction invoking a trigger would create extra overhead and
affect performance. Another less intrusive mechanism for obtaining
business events would be to use an external agent. These agents can
monitor the database or the middleware for specific transactions and
send an event when one takes place.

Database querying is another approach. Some database agents have
programmable watcher functionality which executes an SQL query as
a polling mechanism. Thresholds can be set against the data that is
returned by the query and an event is sent if the value is high or low.

Even packaged applications like PeopleSoft and SAP are built on
commercial databases, so these mechanisms for obtaining business
events cover a wide range of applications. By utilizing an external
agent to obtain business events, we can automate tasks more efficiently
without putting a burden on the application itself.

JOB MANAGEMENT AND
EVENT MANAGEMENT INTEGRATION

They key to event-driven job management is tight bidirectional inte-
gration between the event management engine and the job scheduling
service. The job scheduling service must be able to send its own events
into the event management infrastructure. These events include job sta-
tus messages when a job starts and a job completes, as well as events
relative to the overall health of the scheduling system.

As in the above examples, you would certainly want to open a
trouble ticket or page an operator if a critical job should fail or a
component of the scheduling service itself should fail. You also
must be able to create job dependencies on events. It’s easy enough
for the event management system to run a command to start a job,
but it’s even better if the event could be represented visually as a job
management entity.

One of the most powerful features of a job management system is the
ability to visualize the current state of jobs and their downstream and
upstream dependencies. Even if the job management system has no
way to represent an event, dummy jobs could be utilized to show
whether or not an event occurred.

In another real-world example, an organization needs disaster recov-
ery capabilities for a Web-based shopping cart application, but cannot
do real-time database updates because of bandwidth limitations on the
WAN. Instead, jobs run every hour to dump new transactions from the
primary database and transfer it across a WAN to a secondary standby
database at the disaster recovery site. Within that hour, however, there
is no way to determine how many transactions occurred. More impor-
tantly, if a disaster occurs, the resulting lost transactions could cost
hundreds of thousands of dollars.

That’s why organizations need risk transparency. They need to know
how much money in transactions could be lost when disaster strikes.
One solution might be to use an agent to monitor the value of the trans-
actions and trigger the data transfer, based on an acceptable threshold
of loss. The utilization of more bandwidth can be justified easily when

you can show potential lost revenue. The event driven job dependency
would look like this:

The event of “Transactions > $100,000” appears as another job.
When the agent runs a query to check the value of the transaction it
sends an event which the event management system automatically
responds to with a command to change the status of the job. This in turn
kicks off the data transfer job.

CONCLUSION

Event management is not just a system administrator’s tool. When
used with job scheduling, it enables application developers to create
more efficient business-driven automation. Batch scheduling is still
viable for ensuring the proper execution and order of transactions. It
remains an important component of the job management process and
should be integrated with event management in order to effectively and
efficiently manage the scheduling environment.

IT managers need to ensure that they have the proper management
infrastructure to obtain, correlate, process and respond to business
events in order to drive existing batch processing and provide visuali-
zation into this automation. The result is a management system that
provides the appropriate level of business intelligence and automation
that will keep the business responsive, effective and efficient.  

Joe Offenberg is currently a principal architect for Computer Associates
responsible for certifying field architects worldwide and promoting CA's
best practices.
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