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THE
use of service coefficients goes back to the inception of the
first SRM implementation and was intended to provide a

mechanism for “weighting” system resources so that programs could
be managed by their consumption of these resources.

The concept of service coefficients is based on the idea that the pri-
mary resources available to a program would be assigned “service units”
which would be charged to a job as it runs. There are service units for
TCB time (CPU coefficient), SRB (SRB coefficient), I/O (I/O
Coefficient), and main storage (MSO coefficient). As service is accumu-
lated, the service units consumed would be multiplied by the associated
service coefficient to effectively “weight” (or charge more) for any
resource that the installation deemed as being the most constrained.

In practice, very few installations ever deviated from the system
defaults which became the standard service units charged when jobs ran.

SERVICE UNITS

CPU/SRB Service Units
Each processor model is assigned a particular SRM constant, which

is used to charge service to a job as it consumes CPU resources. For
example, if a processor is capable of delivering 10,000 service units per
second, then one second of CPU time would result in 10,000 service
units being charged. The benefit to this method is that it eliminates the
variations that would occur if elapsed time or some other time depend-
ent mechanism were used.

As an example, consider that if the processor indicated above were
upgraded to one that could deliver 20,000 service units per second,
then the job (still consuming 10,000 service units) would now have an
elapsed time of .5 seconds. In addition, the use of service units doesn’t
guarantee any particular elapsed time, but rather focuses on the amount
of physical CPU service a job consumes.

Note that these values are determined by IBM measurements and
used in an effort to normalize WLM definitions between different
processor models.

The values for each processor model can be found on the IBM web
site at:

Processor version codes and SRM constants
http://www-1.ibm.com/servers/eserver/zseries/srm/

I/O Service Units
To measure I/O service units, the usual relationship is simply one

I/O equals one I/O service unit.

MSO Service Units
The service units accumulated for storage usage are calculated as

follows:

(CENTRAL PAGE FRAMES USED) X
(CPU SERVICE UNITS) X 1/501

The value of 1/50 is a scaling factor so that the service charged is
proportional to CPU service and doesn’t skew the service charged too
significantly. Bear in mind that only central storage frames are subject
to MSO service units and prior to the z/series implementations,
expanded storage was NEVER charged MSO service. This, in itself, is
sufficient reason to challenge the usefulness of this particular metric.

CHARGING FOR SERVICE

The purpose of using the service units and coefficients is to allow
an installation to “charge” a job based on its resource consumption.
But what is the reason for “charging” a job? What are the conse-
quences of choices?

First of all, it is important to establish where service units are used
in WLM definitions. When specifying a multiple period service class,
the service units will be used to determine how long a transaction
remains in a particular period before it transitions into the next period.
This parameter, DUR (duration), is expressed in service units.

In addition, when specifying a resource group, the number coded will
be in service units to identify either a minimum “guarantee” of service,
or a maximum “ceiling” for service. In both of these cases, the values
used are the final result of the actual service accumulated multiplied by
the appropriate service coefficient to arrive at the weighted service value.

This brings us to the point of what WLM can actually do with this
information.

WLM ACTIONS

When used as a duration (DUR) for service class periods, the accu-
mulated weighted service units will be used to determine how long a
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job remains in a particular period. Since this can be any combination of
CPU, SRB, MSO, and I/O service units, the exact results will vary from
job to job and be dependent on the execution profile of the work.

When used in a resource group definition, the same results will occur,
except that now they will be applied to either a minimum or maximum
rate for the service class. Bear in mind that the use of resource groups
takes precedence over all other definitions, including importance level 1
work and must be satisfied ahead of all other requests.

However, at a more fundamental level, another consequence of the
service units definition is in establishing the MPL which is ultimately
used to determine whether work should be allowed to compete for the
CPU. The Multiprogramming Level (MPL) is used to determine
whether a unit of work is swapped in or out. If physical resources
become constrained, then WLM will reduce the MPL for the lowest
importance work in an attempt to free up resources. This will result in
address spaces that exceed the MPL being logically swapped.

So let’s examine the consequences of these metrics to see how they
might be understood.

WLM CONSEQUENCES

MSO Service Units
Let’s examine the main storage (MSO) service units first. As indicated

above, the MSO service rate uses the CPU service units as part of the cal-
culation, so it is important to understand that when a job is logically
swapped, regardless of how many storage frames are being held, it is
NOT charged for main storage occupancy. Therefore, as a metric for
work that may result in swaps, it is a useless measure and actually
behaves counter to any meaningful decisions that WLM might make.

It is also interesting to note, that if storage were truly constrained, so
that some of the storage frames were moved to auxiliary storage, then
the actual MSO service “charged” would actually be LESS. Therefore a
consequence of using this metric is that the worse storage behaves, then
the “cheaper” it becomes for a job. It is because of these considerations
that MSO should never be used for chargeback purposes or even for uti-
lization measurements.

Given that units of work will tend to remain in central storage regardless
of whether they are executing or not (ie: logical swapped versus exe-
cutable), it seems highly questionable that MSO service should be allowed
to influence either a job’s duration within a period, or as a resource group
measure. Since the calculation for MSO service is determined by the use
of CPU service, it seems that this is the independent variable around which
this value will be established. In effect, this results in a job being “charged”
for service while it executes, but “charged” nothing when idle or swapped,
despite the fact that the storage resources have not changed status.

All in all, the MSO coefficient should be set to zero (0), so that this
value is not used in determining WLM actions.

I/O Service Units
As indicated previously, an I/O operation results in one (1) I/O service

unit being “charged.” Once again, as previously stated, this has no mean-
ingful connection to any MPL or logical swap decisions, since there is no
practical reason to swap work based on an I/O count. However, when
examining I/O service there is a more subtle consideration that needs to
be evaluated. Once an I/O begins, there is no mechanism for stopping it.
In other words, an I/O will run to completion and cannot be interrupted
like a job can with respect to dispatchability. As in the previous case,
CPU service is the independent variable that drives the I/O rate. This

becomes a significant consideration when looking at the I/O service com-
ponent for DUR and resource group definitions.

In other words, the number of I/O’s that a unit of work is capable of
generating is a function of its access to the CPU. Once again, we are
left questioning the usefulness of the I/O service units metric, since it
will rise and fall solely based on the amount of CPU resources con-
sumed. While there will certainly be differences between the ratio of
CPU to I/O for various jobs, the essential relationship is that it is CPU
usage that will ultimately determine the I/O count for a job.

Processor Service Units
In the final analysis, it appears that only the CPU and SRB service

units provide any useful information regarding the consumption of
resources and as a basis for making WLM decisions. Based on the pre-
vious discussion, it makes sense that the use of DUR for periods and
the definitions for resource groups should be based on their use of, and
competition for, processor resources rather than any other metric.

Conclusions
If we exclude the MSO service units by making the MSO coefficient

equal to zero (0), and reduce the I/O service unit influence by making
the IOC coefficient equal to 0.1, we make the WLM decisions based
primarily on CPU usage.

It is important to remember that the primary control that WLM/SRM
exercises using service rates is swapping. Swapping because of storage
allocation makes no sense in today’s environments, especially when the
largest users of storage are typically non-swappable. In addition, there
is no logical reason to swap a user because of the I/O volume, since
there is no quantifiable way to relate the I/O activity to a specific per-
formance objective.

The use of CPU and SRB is a far more useful set of values, because they
truly reflect resources consumed and can serve as a basis for determining
how long work should remain in a period, establishing the minimum and
maximum service allowable, and for making MPL adjustments.

While main storage and I/O can certainly provide feedback to WLM
regarding goals and whether special protections or adjustments need to
be made, these reactions by WLM are outside the simplistic nature of
collecting service units and are satisfied by the state samples collected.
In this way, WLM can respond to delays in an attempt to influence
goals, but the use of these service units will not be used to make deci-
sions regarding the desired objectives.
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