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Understanding WLM:
Managing Objectives

By  G e r h a rd  A d am

This article will explore some details regarding the decision
making process employed by Workload Manager, or WLM, to
manage goals.

WLM OVERVIEW

The general operation of WLM is based on the idea that work arriving
in the system will be classified into a service class that has specific goals
set. The goals may be represented as response time objectives, velocity (a
throughput indicator), or discretionary. WLM evaluates actual perform-
ance against the installation objectives to calculate a performance index
to determine how well the work is doing. If work is missing its intended
goals, then WLM will attempt to correct the problem based on the impor-
tance level assigned to the service class.

It is useful to note that there is no mechanism for an installation defined
priority regarding workloads, so many of the traditional approaches to
establishing goals require some thought. Let’s examine some of the
details regarding WLM decisions and see what insights can be gained.

RESPONSE TIME OBJECTIVES

Response time is a measured value that can be specified in two
specific ways. Average response time indicates that all transactions
within a performance period should be evaluated together. However,
if there is a possibility that some transactions within the service class
may perform outside the normal values, then setting a percentile
response time value can be useful. In this way, only a percentage of
the transactions must meet the defined goal.

Response time can be specified as a value up to 24 hours, although this
is impractical as a useful objective. One aspect of response time that must
be considered is that since it is a measured metric, there is no way to eval-
uate how successful a workload is performing until the transaction ends. For
example, if we used a 6 hour response time for a long batch job, the reality
is that WLM would have no idea how well the work was performing until
6 hours had elapsed. At that point, WLM would “know” whether the work
had completed within its objective, or whether additional resources were
needed. The problem in this case, is that WLM has ultimately wasted 6
hours in running a job without any knowledge of whether it was perform-
ing within installation defined objectives. The solution to this situation is
addressed by using execution velocities (discussed in the next section).

Another consideration for a response time measure is that a suffi-
ciently large number of transactions must be included in the sample set
to provide a reasonable way of assessing the success or failure of the
objectives. While WLM documentation suggests that you must have at
least three (3) transactions end within 20 minutes for a useful measure,
I don’t believe this is sufficient for WLM responsiveness. For this sce-
nario to work properly, the jobs would have to have a sufficient degree
of overlapped processing, and occur on a consistent basis, in order for
WLM to make adjustments that would be carried through to new work.
If the service class was unable to maintain the resources given, then any
interruption in workflow would result in those resources being assigned
to other service classes. In this case, WLM would perpetually be shift-
ing resources around, and in a constrained environment the performance
of the service class would be quite erratic. I would recommend that
response time objectives be used for response time oriented work that
has an objective within a couple of seconds (i.e. 0-3 seconds) and that
has sufficient traffic in order to provide for a steady flow of work and a
statistically significant level of sampling for WLM to respond to.

Using the percentile response time definition is useful when some
transactions may operate outside the desired objective. In this case, the
performance experienced by the outlying transactions should be entire-
ly normal and expected. This is NOT a goal that should be set when all
transactions are expected to have comparable performance. As an
example, many installations define first period TSO as having a per-
centile response time goal. However, this should be carefully examined
before it is set. Let’s consider the consequences of such a definition.

First period TSO transactions are defined with a duration (DUR) that
limits how much service a transaction can consume before it transitions
to the next period. Therefore, if the duration is properly set, the only
cause for an outlying transaction’s response time is WLM delay during
swap-in. This can be quite risky, since there is no upper bound in how
poorly an outlying transaction can perform. For example, if my objec-
tive is 90% of transactions complete with .5 seconds, then there is no
consideration for the performance of the remaining 10%. If they ran in
10 minutes, that would be perfectly acceptable, since the goal is still
being met. There may be instances, where this is exactly what is
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necessary for lower importance work, but generally this is not a desir-
able state for first period TSO transactions.

When using response time objectives, it is important that the duration of
a performance period be set to a reasonable value for the objective.
Excessive durations simply allow longer running transactions to remain
within a performance period which skews the average response time meas-
ured. If there is a significant “spread” between transaction response times
and the standard deviation is large (with respect to the transaction time),
then it is likely that the duration is too large for the period and it should be
reduced to separate the varying response times into separate performance
periods rather than being contained within a percentile definition.

EXECUTION VELOCITY

The execution velocity is a metric that uses state sampling rather
than measured times to determine how well a work load is performing.
The idea of the execution velocity is to sample each address space four
(4) times per second and accumulate information indicating whether
the address space is using the desired resource or is delayed from using
the resource. Idle times and delays not managed by WLM are not
counted and contribute nothing to the velocity calculation. If a suffi-
cient number of samples are not available, WLM will use data history
tables to make decisions based on the service class’ past performance.

Another factor in velocity calculations is in the sampled units of
work. Each running dispatchable unit of work contributes one state
sample for the USING value. However, delay samples are only counted
once for an address space. In other words, an address space with five
(5) active running TCB’s would contribute 5 using samples if they are
all executing, however it would only contribute one (1) delay sample if
they were all delayed. This can result in significant velocity variation
in workloads that are capable of multi-tasking based on the number of
processing engines available in the configuration. A similar situation
can occur when there are a large number of address spaces in a service
class with few processing engines. In this case, the sampled CPU queu-
ing reduces the achievable velocity for the service class and must be
taken into consideration. It should be noted that this reduction in
achievable velocity does NOT necessarily reflect any degradation in
performance. It only reflects the effect on WLM sampling.

To evaluate execution velocities it is necessary to examine the avail-
able resources against the objectives being set. Let’s examine each
condition from the perspective of the three available WLM metrics:
CPU, MPL, and storage1.

Beginning with CPU, setting an execution velocity of 50 for a serv-
ice class presumes that 50% of the time the processor will be available
for the service class to run. If the class is experiencing CPU delays,
then presumably the objective can be met by allowing WLM to adjust
the dispatching priority to reduce these delays. However, if the CPU is
dominated by more important work, then this setting would be
unachievable and therefore it is an unrealistic objective.

Considering MPL adjustments, we need to ensure that we’re examin-
ing a service class that contains swappable work, since that is the only
type of work that can be affected by MPL controls. Increasing MPL
allows more address spaces to compete for resources, while decreasing
MPL will force more address spaces to be swapped and waiting. The
effect of MPL is to increase the consumption of CPU by the particular
service class. Once again, if the available CPU resources are insufficient
for the work competing, then MPL delays will tend to dominate, resulting
in unachievable objectives. In addition, WLM tends to focus on servicing

the objectives of running work rather than concerning itself about work
that is swapped out if there aren’t adequate resources available to run it.

The third category, storage management, is of concern only in cases
where paging is a factor in achieving throughput.

The only way to establish reasonable velocities is to use the reported
values from RMF (or any performance monitor) and set the most rep-
resentative values as the service class goal. As a general guideline, the
workload within a service class should behave in a similar fashion, so
that state sampling produces comparable results for the different
address spaces that are grouped together. For example, we would
expect that most batch jobs have comparable execution profiles (i.e.
CPU and I/O ratios), and as a result they don’t skew measured results
when grouped together. It would not make sense to group batch, CICS,
and DB2 together since while they may all have comparable velocity
objectives, they have such differing individual characteristics, that they
cannot reasonably be used together to establish a performance goal.

The process of establishing a workload goal is essentially the act of
calibrating the workload to WLM, so that WLM decisions can control
the work units based on their normal performance characteristics rather
than simply some arbitrarily assigned value.

PERFORMANCE INDEX

The performance index is used by WLM to provide a quick determi-
nation of how well a service class is meeting its objectives. For each
type of objective, the actual performance is measured against the goal.
If the calculated performance index is greater than one (1), the service
class is missing its objectives. If it is less than one (1) the service class
is exceeding its objectives.

The performance index should be monitored to determine whether
service classes are behaving consistently based on installation objec-
tives. If a service class is perpetually missing its goals, then it is likely
a definition problem rather than a performance problem2.

Work that consistently exceeds its defined objectives is also a
potential problem, since this is a workload that is essentially living on
“borrowed” resources. In other words, during periods of constraint,
the workload may be seen as performing poorly when it is actually
being managed to its defined objectives. In addition, workloads that
significantly exceed their goals are potential donors of resources to
other service classes that need help.

IMPORTANCE LEVEL

The importance value is the means by which WLM determines the
order in which service classes will be helped if a goal is being missed.

Every ten (10) seconds, WLM will examine the performance index
and select the service class with the worst performance index at the
highest importance level for help. The service class selected is the
receiver for which WLM will attempt to acquire resources.

The receiver is selected based on the sysplex performance index
(SPI) within importance level. If all classes in a sysplex importance
level are meeting their objectives, then the local performance index
(LPI) for that level is examined next. Note that only one receiver will
be selected during a policy adjustment interval. Within importance
level 1, all service classes will be adjusted to meet their objectives, or
will have a determination made that they cannot be helped before
WLM will progress to importance level 2. Therefore one of the primary
elements of analyzing WLM behavior is to ensure that the resources
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being consumed by importance level 1 work leaves resources available
for lower importance level work to be managed.

Potential receivers may be bypassed if there weren’t any state sam-
ples during the last policy adjustment interval. In addition, if the service
class was previously examined but couldn’t be helped, the skip clock is
set. The service class will not be selected as a receiver until the skip
clock time expires. This prevents WLM from repeatedly examining a
service class that cannot be helped. By allowing a time interval to
expire, WLM is allowing for a possible change in circumstances to see
if the service class can be helped at a later time.

For the purposes of this discussion we are neglecting I/O priority
management, so the resources that are of interest are CPU, MPL, and
storage. Since non-swappable address spaces cannot be impacted by
MPL, that leaves only two elements that can be adjusted by WLM to
help non-swappable service classes achieve their objectives.

If all the CPU resources are committed to work that is in importance
level 1, then work in the lower importance levels will never get service
because the only option WLM can utilize is to adjust the dispatching
priority of work. If there isn’t enough CPU resource available, then
there is no dispatching priority that can be assigned without detrimen-
tally impacting more important work, so the lower importance levels
will perpetually be denied access.

One way to determine the distribution of resources is to examine per-
formance data to see where CPU service units are being consumed.
Using the CPU metric as a simple example, if 80% of the CPU resource
is consumed by importance level 1 work, then only 20% of the CPU
will be available for all the remaining service classes. This creates a
default condition that CPU delays will constitute 80% of all delays for
lower importance work, so they will automatically be unable to achieve
execution velocities greater than 20. If an importance level 2 service
class had an execution velocity of 50, the performance index would
perpetually indicate a missed goal.

ESTABLISHING OBJECTIVES

So, how do we go about finding out reasonable objectives for our
workloads?

The first step is to understand the service consumption of the work-
loads and the classes we propose to place them in. This will provide a
means of charting the approximate usage patterns and gain some
insight into what sorts of objectives are reasonable. One possible
approach could use the following steps:

1. List the service units consumed by all the classes of work
according to the following criteria:
a. Non-swappable work: resources consumed to meet desired

performance objectives (i.e. response time).
b. Swappable work: resources consumed in addition to number

of concurrent units of work.
2. This list should identify ALL the address spaces running on a

processor regardless of how their objectives will ultimately be
identified to WLM.

3. From this list we should group the address spaces according to
the service classes we expect them to run in. By adding all the
service units, we get an idea of the resource demand each class
will make.

4. Consider the resource demands of individual address spaces
against the physical processor configuration (i.e.: number of

engines) to ensure that objectives can be realistically achieved.
For example, a CICS region that is consuming an entire
processing engine of a multi-engine processor (in COMPAT
mode) cannot tolerate an execution velocity of 50% (in GOAL
mode). Since the consumption of a single engine is maximum
utilization, any dispatching delays will seriously impact the
ability of the region to maintain its response time objectives.

5. Once we have the work listed in this manner, it will be possible
to examine what some reasonable objectives may be.

Generally the rule of thumb for execution velocities has been to
define them at relatively large intervals, for example 25, 50 and 75.
However this is only valid as an initial setting and will need to be fine
tuned as the system becomes more saturated. The more consistently a
workload runs at a certain velocity the more comfortable one can be
that it is indicative of the character of the work being run in that class.
This becomes extremely important if the workload being managed is
particularly aggressive towards acquiring CPU resources. Even an
execution velocity of 20 may be too high for some workloads and can
cause them to be managed too aggressively to ever allow lower impor-
tance level work into the system.

The difficulty in analyzing this situation stems from the fact that
workload must be evaluated based on its response time or throughput
objectives. If manual intervention is necessary (i.e. setting jobs into
other service classes) in order to allow balanced access, then the dom-
inant service class should have its objective scaled back accordingly to
allow a more automated response to this condition.

RESOURCE GROUPS

Another approach that may be applicable to the situation indicated
above is to “cap” the service class so that it is limited to a finite service rate.
A resource group is defined by specifying the unweighted service units to
indicate a minimum or maximum level of service. The problem with this
approach is that the service class will be managed to this restriction even if
there is plenty of capacity available, so while it addresses the problem dur-
ing periods of constraint, it unnecessarily restricts this service class during
periods where more resources are available.

The use of resource groups utilizes a form of time-slicing that ensures
that work is active or restricted during particular time-slice periods so that
it can be managed towards its minimum or maximum settings. Each inter-
val is divided into 64-time slice periods which can be adjusted to throttle
the service class into the “OK” range of the resource group definition. The
time slice when an address space is non-dispatchable is called a cap slice.
This value is reported in RMF as a capping delay.

Resource groups can also be defined to provide a guarantee of minimum
service levels. Caution should be used with this type of definition because
the resource group specification must be honored before any other service
class evaluation occurs (except for discretionary goals). Therefore, it is
possible that excessive use of resource groups can impact importance level
one (1) work since they are secondary to satisfying the resource group.

CONCLUSIONS

WLM objectives should be established to reflect the way a service
class would run if it were unconstrained. This calibrates the service
class so that WLM “knows” what the workload would take in its
unconstrained state. Once this is known, the definitions can be refined
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to allow for more or less aggressive management of the service class.
However, it is important to note that assigning a high objective cannot
force a service class to use those resources. If a workload normally has
a velocity of 55%, then setting a velocity of 80% will not cause that
workload to use more resources. It would simply result in WLM hav-
ing to examine the service class for a missed goal.

Setting goals that are impossible to achieve will ultimately result in
WLM ignoring the service class the majority of time. If there are too
many objectives that are missed at high importance levels, then lower
level service classes will never get any service unless there is a signif-
icant amount of idle capacity.

Also ensure that the service policy isn’t “top heavy” with too many
importance level 1 and level 2 definitions. This unnecessarily restricts
WLM from having the full range of choices in distributing resources.
The best approach is to try and distribute the importance levels as even-
ly as possible. If objectives are reasonably selected, then important
work should have its goals protected, while lower importance work will
be left to pay the price for constraint. Under these conditions, when
lower importance level work consistently performs poorly, then it is
likely that a capacity decision has to be made.

Note to the reader: Examples of velocities have been intentionally simpli-
fied to avoid the variabilities of idle time in the calculations. For illustration
purposes, all velocities are assumed to contain ‘ready’ units of work.  
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