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New Approaches for
Solving the Data-on-

Demand Dilemma
By  J ame s  Ma r k a r i a n

How an architected approach for mainframe data access and
changed data capture takes the complexity, cost and risk out of
data on demand.

MANY
of today’s highest value business decisions depend
on the availability of accurate, understandable infor-

mation on demand and delivered through IT solutions such as real-time
analytics, single views of x, data warehousing, strategic sourcing, and
data synchronization and consolidation. Without this right-time
information, it’s impossible to ensure businesses remain competitive,
especially in today’s landscape.

Accessing data from open distributed systems is one thing, but cap-
turing mainframe data can pose serious technical barriers that can
prevent it from being made available for other purposes. That presents
an incredible challenge when you consider that as much as 70 percent
of enterprise information resides in mainframe transactional systems.
Many analysts estimate the predominance of mainframes is unlikely to
change in the foreseeable future. Thus the question is: How do we
overcome this dilemma and leverage the huge percentage of enterprise
data still locked within mainframes?

TRADITIONAL ROADBLOCKS TO DATA
ON DEMAND

A fundamental political issue is that mainframe data is typically
owned by a team different from those who manage information for
analytics, right-time decision-making and so on. Data ownership is no
trivial matter—and in this situation, it equates to power. Solutions
need to be devised that enable the owners of mainframe data to retain
control of their systems, while empowering them with the means to
help the teams requiring the data to likewise enjoy success.

Political issues aside, a key technical problem is the ballooning of
data volumes and subsequent shrinking of extract windows. No one is
interested in compromising the performance of mainframe operational
systems for the sake of extracting data. And few people are really inter-
ested in throwing more MIPS at the problem—although that’s what
often happens.

Among other major technical challenges is that multiple applica-
tions often require the same mainframe data, but they typically have
different latency requirements ranging from weekly batch to daily real
time. The problem here is how do you achieve “right time,” every time,
for each application?

Another key issue is the complexity and cost of programming.
Experienced mainframe programmers are increasingly difficult to find.
When you find that expertise, the necessary hand coding is time-
consuming, brittle, hard to maintain, non-repeatable—and, most
important of all, risky. Moreover, you’re adding overhead in terms of
testing, processing and network utilization. And while custom-coded
extract routines might get the right data, they rarely provide visibility
into the metadata that is so critical to the success of analytics, single
views, and many other new applications.

The time has come for a well-architected, platform-based approach
to on-demand data that embraces the mainframe as a mission-critical
asset—both to executing transactions and providing vital information
to other business processes and functions.

A UNIFIED ARCHITECTURE APPROACH

Despite these and other challenges, many organizations have not
been deterred. Because the need for on-demand data is so great, they
have necessarily taken a hand-built approach to pulling data from dis-
parate mainframe platforms and data structures. Result: They have paid
a lot of money to only gain increased complexity and risk, wrapped
around non-maintainable infrastructures and non-repeatable processes.
Clearly, there’s a need for a new and more effective approach to main-
frame data on demand.

Just as custom business applications gave way to packaged ERP
applications, the time has come for a well-architected, platform-based
approach to on-demand data that embraces the mainframe as a mis-
sion-critical asset—both to executing transactions and providing vital
information to other business processes and functions. Traditional
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methods and fragmented approaches for integrating mainframe data on
demand, restricted to begin with, are even less effectual today with
increasing demands for the data. Demand for lower latency, inclusive
integration and rapid time-to-market have made existing approaches
obsolete.

But it is now possible to take an architected approach to mainframe
data on demand that is based on packaged software. By providing a
unified platform, a standard tool set, and a standard set of processes, it
is possible to knock down the barriers discussed above and succeed.
This is accomplished through a combination of non-invasive data
extraction, new approaches to changed data capture and elimination of
costly and brittle hand coding. In addition, it is important to implement
a high performance, non-staged approach to meeting the entire contin-
uum of latency demands, inclusive of data sources and mainframe-class
reliability, data quality, and security.

INS AND OUTS OF THE “NEW” DATA
ON DEMAND

The underlying concept of the unified-architecture approach is the abil-
ity to interface seamlessly and non-invasively with any mainframe system
for a repeatable, high-quality extraction of data to meet the needs of any
end-user application, without making any changes to the mainframe
application. Doing this requires a combination of several enabling tech-
nologies, design concepts and features. The result is a service-oriented
platform or framework that can be leveraged repeatedly and uniformly.

For a unified solution to work, it’s necessary that it leverage native
access capabilities of the mainframe systems hosting the data. The
application requiring on-demand data makes its requests in SQL and
the unified architecture translates these requests into native requests
automatically. Any SQL-based tool or application can leverage the
platform without proprietary bridging software. Moreover, the request-
ing application and the people who develop and maintain it don’t
require any knowledge of the hierarchical structure of the mainframe
data—the platform converts it automatically from hierarchical to rela-
tional views. The requesting application also gains direct access to the
metadata that it needs, and the metadata can direct the mapping of the
data to the requesting system.

While native access obviates the need for invasive extracts, a way
still has to exist to reduce system and network overhead while writing
data to multiple requestors, each with potentially divergent latency
requirements. This can be solved by calling upon a centralized memory
resource within the data on demand architecture. Traditional batch
extracts from a mainframe rely on a multi-step process for extract,
transform, move and load (or write). Each step requires its own hand
coding and presents its own potential points of failure. There is also the
need to keep intermediate files at each step. Multiply this by each
mainframe application and each requesting application and you have
an enormous overhead and maintenance problem.

In contrast, non-staged data extraction and integration enables data
from various legacy applications to be held in memory to address the
data needs of any number of requesting systems—each with their par-
ticular latency requirements—in a true on-demand fashion while at the
same time using an easier language—SQL—to drive the end-to-end
process. Thus you speed up the process, gain valuable extraction and
writing flexibility, and reduce risk, while eliminating considerable
DASD costs along the way.

Instead of merely monitoring a log file and writing it to disk, an
architected approach provides a highly efficient process for managing,
persisting and delivering changes to where they’re needed.

MAKING CHANGED DATA CAPTURE WORK

Direct native access to mainframe data and non-staged data integra-
tion have major ramifications for changed data capture, which is one of
the key elements of any data on demand scheme. By reading and writ-
ing only the data that has changed in a given period of time, changed
data capture helps avoid needless bulk data transfers and addresses the
large data volume, while shrinking extract and load window problems.
But up to now, when it comes to mainframe changed data capture, the
cure has usually been worse than the malady.

Traditional mainframe changed data capture presents almost all the
problems associated with garden-variety mainframe data extractions—
and then amplifies them. Because of all that has been traditionally
involved in identifying and capturing data changes on a mainframe trans-
action system (log files, hand coding of application logic, exit points and
the like), there is potentially more invasiveness, more cost, more CPU
overhead and more risk involved in implementing such a scheme.

With native access and cached integration, the game changes signifi-
cantly. To start with, it is possible to leverage system-supplied interfaces
in the source system to access data changes as they occur—non-inva-
sively, without changing anything in the mainframe application.
Because there is no reliance on application logic to identify and store
the changes, there is no performance impact on the mainframe system.

Changed data is instead moved out to memory as a “change stream.”
And there it is persisted and made available to any number of processes
such as data integration engines, applications, databases and real-time
message queues. These various processes can grab the data on demand,
whether weekly, daily or in real time. And it all originates from the
same common architecture. Hence, an architected approach provides a
highly efficient process for managing, persisting and delivering
changes to where they’re needed, when they’re needed.

If a mainframe owner won’t allow control to seep out of his domain,
then the solution and its components must adapt to provide the owner
with “driver” authority.

STRENGTHENING DATA OWNERSHIP
AND QUALITY

As we began our list of data-on-demand challenges with the politi-
cal issue of ownership, it’s appropriate to revisit it as wrap up. For a
solution to succeed, it’s imperative that resource owners remain in con-
trol. If a mainframe owner won’t allow control to seep out of his
domain, then the solution and its components must adapt to provide the
owner with “driver” authority.

The non-staged architected approach we’ve described allows for
such adaptation as it supports both “push” and “pull” delivery of data.
When the resource owner requires control, data can be pushed as nec-
essary. Should the environment encourage access, it can be driven in
more of a pull mode, or in a mixture of push and pull depending on data
sensitivity and other circumstances. This approach also offers the
owner the ability to participate in heterogeneous computing grids.

In addition, mainframe-class safeguards to data integrity and security
can be built into the architecture. These include facilities for two-phase
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commits, rollback and recovery, and encryption as well as support for
leading mainframe security solutions.

NEW WORLD OF POSSIBILITIES

A unified-architecture approach to data on demand opens up a huge
new world of possibilities for leveraging mainframe data. Without any
impact on the host system, and without a skein of proprietary scripts and
excessive overhead, it’s possible to catch an IMS or VSAM change and
deliver it directly to DB2 or Oracle databases. Or put it into a real-time
message queue for subscribing applications or data integration engines.
Or transform it “in-flight” and write it to various targets in right time.

Consequently, you are able to integrate and analyze non-relational lega-
cy data. Or synchronize data across enterprise applications, by propagating
changes to all interested systems at all required latency frequencies. You
are able to migrate to new systems or consolidate, with “no data left
behind.” You are in a position to fuel the effectiveness of new real-time
analytics and BAM initiatives with access to up-to-the-second transac-
tional data. Not to mention greatly enhancing the single views of x
demanded by marketing, sales, strategic sourcing, top management and
other decision makers. And from an IT and budgetary standpoint, you
are able to give legacy systems new leases on life—not just once, but
for each new application they’re now able to write effortlessly to.

TIME TO UNLOCK THE MAINFRAME

With so much operational data locked in mainframes, there are
very few organizations that can say they are using all their data to its
full potential. Even fewer can say they are doing so without some
kind of compromise in terms of performance, excessive overhead,
extra resources and higher costs. A unified, well-architected approach
to mainframe data on demand is essential to enabling mainframe data
to be more widely leveraged. It saves costs across the board—from
development to MIPS and DASD utilization to network overhead to
maintenance. It eases the workload of already burdened IT teams by
streamlining and accelerating their efforts. And just as it provides
your mainframe a new lease on life, it can give IT new and highly
leverageable skills.  
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