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Managing and Deploying
Software in a

Linux Environment
By  Ma r k  Po s t  a n d  R i c k  Tro t h

ACCORDING
to industry analysts, Linux is the
fastest growing operating system

today, as more and more companies are beginning to exploit the cost-
effectiveness, stability and scalability of running applications in this
type of environment. With the proliferation of Linux, the option of
using Open Source software has also increased dramatically. While
there are obvious benefits associated with the implementation of Linux
and Open Source software, this type of environment also presents
businesses with unique deployment and management challenges,
especially for those used for mainframe management.

HOW MANAGEMENT APPROACHES DIFFER
BETWEEN MAINFRAME AND LINUX

The UNIX/Linux community has long recognized the importance of
keeping systems and applications available. Consequently, System
Administrators can perform many maintenance activities while keep-
ing systems and applications online. A System Administrator can bring
down most system services, put updated versions in place, and bring
the services back up without affecting the rest of the system. If the
change involves only parameter files and not software, most services
can reload their new parameters without interrupting execution.
Having to re-IPL a system because of maintenance is rare, and usually
is a result of replacing the kernel.

The RPM and dpkg package management tools both provide the
essential functionality System Administrators expect (and much more) in
such tools, including install packages, remove packages, upgrade/down-
grade packages and package installation queries. However, perhaps the
biggest difference between IBM-provided software management tools,
RPM, and dpkg is tracking granularity. RPM and dpkg track software
only at the package level, while SMP/E and SES track software and its
maintenance at a much finer level of granularity. This level of tracking
is sometimes referred to as the element level. Element-level tracking
allows a systems programmer to determine exactly what maintenance

last touched a particular object module or what updates are contained
in a specific fix. Element-level tracking is not available in either RPM
or dpkg and most likely never will be.

Because RPM and dpkg do not track software or maintenance at a spe-
cific fix or element level, most Linux distributions provide maintenance
via complete package replacements. For example, to install a particular
security patch, System Administrators might be advised to upgrade from
Samba 2.2.8a to Samba 2.2.10. One of the challenges of this method is
determining what else is going to change with the upgrade. A complete
package replacement can include changes such as new versions of con-
figuration files, new user and group names added to /etc/passwd and /etc/
groups, new versions of startup scripts, and so on.

Since many Open Source projects provide specific source code
patches to current levels of the package, there is an alternative to
doing a complete package replacement. System Administrators can
download the source code patch for their version, apply it, re-compile
the affected module, and install it. This is a plus in the Linux world
because it limits the time organizations have to wait for patches. For
example, companies can retrieve and install patches themselves
rather than waiting for the patch to be delivered via standard Linux
vendor channels. Typically, this approach is not possible with propri-
etary packages.

An essential value of Open Source development is that many people
have access to and can contribute to the source development. To enable
access, many Open Source project owners provide Internet access to
their work-in-progress via Concurrent Versioning System (CVS) or
similar code management tools. Having access to the most current
source provides System Administrators with more control over their
systems and, hence, their business.

Because source code is readily available for open source packages
and many IS installations need to maintain current software levels,
there is a tendency to download the current source, compile the pack-
age, and install it. Taking this approach without using the appropriate
package management tool for that platform may cause severe prob-
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lems. In many ways, this is just as bad as zapping modules or updating
source code files outside the control of SMP/E or SES. System
Administrators have no record of what was changed, and others work-
ing with the system may have no idea that the current system is not
reflected accurately in the RPM or dpkg database. They might install a
package that conflicts with or partially replaces the improperly
installed package. If the improperly installed package partially replaced
one that was in the RPM or dpkg database and that package is deleted,
the Linux system may be disabled.

SECURITY CONSIDERATIONS

It is also critical to keep systems current, particularly in the area of
security fixes. Because of the nature of Open Source, developers and
vendors usually develop fixes for security exposures quickly and dis-
tribute them immediately. Trying to keep a security problem secret is
futile when the entire world can see the source code.

Generally, since the Open Source community does not attempt to
hide security bugs, it may appear as though Linux and other Open
Source packages have more security problems than their proprietary
equivalents. Supporters of Open Source development say that it only
appears that way. All software has problems, but you cannot hide or
deny problems in an Open Source environment. Regardless of which
position you take, the Open Source community generally makes bugs
known and distributes a fix as quickly as possible.

TOOL LIMITATIONS

Neither RPM nor dpkg can identify whether a particular patch has
been installed on a package. To determine if a specific patch is
installed, it is first necessary to identify the revision level of the soft-
ware package that includes the patch. Then, one must query the RPM
or dpkg database to see if the package is at that level or higher.
Tracking this for a small number of packages is time consuming, but
doing it for tens or hundreds of packages is nearly impossible.

RPM checks available file system space before installing a package.
Upgrading a package may not increase net disk space because many
files are being replaced and only a few new files added. However,
RPM does not know this before starting the upgrade and requires
enough free disk space to replicate the package. If System
Administrators do not have enough file system free space available for
RPM to duplicate the package, it may refuse to install a package
upgrade. This can be frustrating, but reminds us of the importance of
managing disk space efficiently. Keep in mind that the checks RPM
performs before installing are only queries to the RPM database. RPM
is not searching your disks to determine what software is actually
installed. This RPM design may cause RPM to indicate a package is
not installed when, in reality, it is. The RPM database may not have a
package installation record because someone might have installed it
without using the RPM facility.

OVERCOMING POTENTIAL SHARING PROBLEMS

Most mainframe system programmers like to install software and
maintenance as few times as possible, and copy or share the software
between systems. RPM and dpkg database files are on the /var file system
which is not typically shareable. Since it is unlikely that the software

on most of the Linux/390 systems is identical, it is not feasible to share
the RPM or dpkg database in the /var file system.

However, if System Administrators have an environment where they
can share the RPM or dpkg database, they must follow a few steps to
make this happen. First, they must move the package database to a part
of the file system that is shared. Then, the System Administrator will
need to create symbolic links that point to the actual database file loca-
tion. This equals a local usermod that must be maintained whenever
System Administrators install a new version of RPM or Linux.

If System Administrators do share package databases, how can they
add packages to just one of the systems that is sharing /usr? Many RPM
packages put files into the /usr hierarchy, which is a problem if they
want to install a package on just one system and /usr is read-only. Other
components will probably go into /etc, which is not shared. All of this
creates additional challenges System Administrators need to address.

There are a couple of options to work around these limitations.
Using NFS over a z/VM Guest LAN is one option. By defining a num-
ber of system templates within an NFS server, System Administrators
can mount the templates needed for a specific Linux system. They have
established a shared file system, but via NFS, and not by defining and
mounting multiple read-only file systems. This approach may increase
the number of System Administrators needed to install and maintain
products. However, if the number of templates is small, this approach
can result in significant savings in people time compared to using real
servers and read-only files.

With more companies using Linux, the option of using Open Source
software has also increased. As with any software package, Open
Source is an attractive option in the appropriate situation. The use of
Open Source software creates new requirements and challenges for
managing software in an IT environment. Most of the considerations
outlined here apply equally to commercial/proprietary software. What
many people find so appealing about Open Source software is
increased control over the IT destiny. Flexibility, portability, and the
ability to deploy software more closely tied to business requirements
are good things to have working for you.  
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