
The plethora of new regulations on data retention has created the
need for storage professionals and companies in general to
rethink their data storage practices. ILM, Information Lifecycle

Management, is the new name for the integrated process of thinking
through data retention needs and mapping out a comprehensive
overarching strategy that satisfies all obligations and optimizes
resource usage.

Sounds simple, doesn’t it? Like most of the pieces should already be
in place. But in fact, most institutions don’t think beyond the next disk
or tape library in terms of their data storage. They don’t have a big picture
of how to best hold various data in the right level of accessibility ver-
sus cost efficiency. Storage costs are becoming so low that companies
and IT professionals don’t feel the squeeze of needing to think through
their storage and backup policies.

The emergence of ILM is therefore, I think, an excellent thing,
forcing companies to sit down and do some hard planning. There
are over 10,000 federal regulations in the United States that require
data retention for timeframes of up to 30 years or more. To fully
comprehend and successfully act on all of them takes some doing.
Hence, the development of ILM to lay out a framework and method
for dealing with data from birth to death—or in indeterminate
limbo. ILM refers to the process itself, not any particular software
or hardware used to achieve it, though I personally think that HSM
(Hierarchical Storage Management) can play a part (more on that
another time).

One of the driving forces in ILM is that generally, the older data is,
the less it is retrieved. Actual figures on this vary, but the relation is
in inverse proportion. Another factor is the recent development of
very inexpensive disk storage and mid-range storage, allowing even
older materials to reside closer at hand than was previously cost
effective. But eventually, the chance that older data will be needed
quickly seriously declines. The timeline for this differs with the type
of data, the industry and a number of other rubrics; the rules that any
one company or department comes up with to dictate this transition is
the point of ILM. And so the data migrates from server to nearline to
mid-range and then is archived, or possibly saved on tape in the form
of a backup.

USING TAPE FOR LONG-TERM STORAGE

However, there are a number of considerations in using tape for
long-range archival storage when one may be legally required to be
able to access it. It’s one thing to lose data that someone wants to

restore (although that’s not a good thing), but it is something completely
different to lose data that one is legally compelled to produce, ten years
down the line from its archiving. We recently had this issue come up
with one of our clients who needed to retrieve some data from tapes
long stored in off-site archives. They were at first unreadable, until they
were retensioned. In fact, we found that on Sony’s site they recom-
mended regularly retensioning tapes to keep them readable. However,
there are other problems that can befall tapes, such as demagnetization
and general deterioration. The new tapes, such as LTO2 and AIT3 are
so thin and data-dense that they are even more sensitive than old gen-
eration tapes. Then there is the problem of legacy tapes.

IS YOUR ENTERPRISE SWITCHING
BACKUP SOLUTIONS?

If the tapes belong to one backup system and type of hardware, and
the enterprise is switching backup solutions, what to do? One can keep
a copy of the original program, and the original hardware and cross
one’s fingers and hope it’ll work if you need it sometime down the
road. In most cases paying for ongoing support for a legacy program is
just not an option. Or, one could conceivably copy all the data off the
tapes and onto the new medium and back it up with the new solution.
Obviously, this would be extremely time-consuming, to put it mildly. I
think of my mother, who wanted to play some old 78 LPs (long-playing
records, for you youngsters). She was faced with the choice of renting
a machine and copying them on to some other media, such as CD or
DVD (or more accurately, having me set up and do it) or buying an old
turntable that would play them whenever she wanted. She ultimately
decided that buying a used turntable was much more cost-effective as
she wouldn’t be listening to them enough to justify the transfer effort
and cost. This is a perfect metaphor for the decisions high-level IT pro-
fessionals need to make for their enterprises.
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BENEFITS OF ILM

Here is where the comprehensive ILM comes in. What is the value
of this data and the likelihood that it will need to be retrieved? It real-
ly comes down to a cost benefit analysis of the value of the data’s
accessibility. However, no one wants to make these decisions on the fly
on a case-by-case basis. And yet, that is what is done now, with com-
pletely inconsistent end results across enterprises. A good ILM process
will codify what to do in any possible case and make sure that all like
cases are treated the same. The time, energy and hard work of looking
at the big picture enterprise-wide pays off at the end-of-line decision,
making it automatic and consistent.

Another area in which ILM may come to bear is for companies that
have lots of small files but do a logical backup for the capability of a
file-level restore. This is time-consuming and space-consuming,
regardless of media. Now there is the capability to do raw backup and
logical restores. Weighing the relative likelihood of the need to restore
a particular file against the time of backing up every one separately is
where the ILM comes in. The same for deciding whether or not it is
worth taking the time to do a brick-level backup of Exchange for every-
one in the company. Maybe only top-tier executives need the ability to
quickly restore a single e-mail, and hence the slower backup time and
greater space associated with brick-level backup. Maybe everyone else
can wait and have raw restore. Again, thought is needed. It should make
people look at their products and capabilities and decide how to use
them, not just plop them in and run it blindly.

Similarly, if a backup product has to manage a catalog of infor-
mation for billions of files, maintaining that much metadata can
become unwieldy. Whereas with ILM, you manage the data itself,
simplifying the catalog. That being said, it can be important to have
a backup solution that can manage all the levels of storage, from
servers, nearline, mid-range to tape in one single catalog. This makes
tracking much easier.

CONCLUSION

This has obviously not been a complete and comprehensive
overview of the whole process of ILM. There are a number of good
articles and white papers that have recently covered it in more depth
than I could in this space. However, this column provides rumination
on some of the aspects that play a part in the whole process. Most of
all, it is a hearty salutation that the idea of thoughtful storage manage-
ment has reached its time.  

Ira Goodman is software services manager for Syncsort, Inc. He has 26 years
of experience in information processing and has managed backup product
support for more than a decade.
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