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27/24:The New Challenge
in Data Integration

By  D ave  R i c hmond

We’ve all heard of 24/7 processing, but how about 27/24 pro-
cessing? This article presents the challenges surrounding a large
mainframe shop using mainly DB2 and VSAM as they search for
solutions to their data capture, data volume and latency issues.

JUST
when you felt you were cracking the 24/7 business challenge,
someone comes up with another one? Come on, the answer

is easy, 27 divided by 24 = 1.125. Still guessing? Well let me
explain further. I was sitting in a meeting with an IT director and
his technical team and they told me that within 12 months, their
projections showed that they would need to do 27/24 processing,
and he urgently needed a whole new way of thinking. That was why
he was buying the beer.

THE 27/24 CHALLENGE

My job is to work with customers and prospects, so running into
thorny technology barriers is nothing new. But trying to do 27 hours of
processing every day was going to be quite challenging. So, we went
through most of the obvious solutions: buy a bigger machine; increase
the network bandwidth; figure out why gigabytes were being moved
daily; rapid career move to another company, etc. Any solution was
clearly going to need a sea change in their operations.

Here is a quick bit of background on the company. They are a global
credit risk analysis firm. They collect data at many levels: countrywide,
regionally and globally. The data collection systems in every country
vary, and so they standardize and clean up the data as it moves up the
geographical levels. Currently the data at the various geographical lev-
els may be very up-to-date or several days behind. Data is constantly
flooding in, people are taking on more risk, people and companies are
going bankrupt, and there may well be the domino impact of such
events. If a bank in the U.S. wants to know whether a corporate credit
risk is acceptable, they need to know whether the CEO was just
declared personally bankrupt in Europe or a subsidiary in the Far East
defaulted on a bond payment.

Times are changing; we live in the “now” generation. My chil-
dren want me to give them money now, not when I die. When I
place an order on the Web I want to know the order status now and
when it will be delivered. I want to see my bank balance now.

Information is power, and the more up-to-date it is, the greater its
value and potential impact. As events have shown in the last few
years, situations can unfold very quickly, and reporting events sev-
eral hours and possibly even days behind is no longer desirable or
acceptable. I find more and more customers want visibility to the
latest data on a global basis.

So, in a nutshell this customer has two issues: data volumes and data
latency.

I wasn’t invited to the meeting just by chance, as the IT director had
seen a presentation of mine a few weeks earlier where I had talked
about “changed data capture.” He reckoned that if he only processed
the data that had changed during a given timeframe instead of contin-
ually processing all the data every day, he could crack the data volume
problem. But what had particularly caught his attention was the con-
cept of “real-time” changed data capture. If the changes could be
captured as they occurred and trickle fed to the various systems that
needed them in a single process, both of his issues would be dealt with,
killing two birds with one stone.

I was sitting in a meeting with an IT
director and his technical team and
they told me that within 12 months,
their projections showed that they
would need to do 27/24 processing,

and he urgently needed a whole new
way of thinking.That was why he was

buying the beer.
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The pressure was on, and if he failed to deploy a solution quickly, the
only route forward was going to be a career move, heavily encouraged
by his board of directors. So we started talking about the attributes of
the sort of system that he would need. I put the beer glass down and
started earning my humble crust. The timescale was very intimidating
and we started out with a skills analysis. They are a large mainframe
shop using DB2 and VSAM mainly, plus off-shore development with
one of the leading Indian SI’s. Between them, the consensus was that
they did not have the deep mainframe expertise to develop and deploy
a home-grown solution in a 6-9 month time period, with the project
scoping, architecture, design, development and all the other things that
are needed to take a project live. The existing systems must be kept run-
ning, and the skills and resourcing are just too challenging, never mind
project cost issues. Future maintenance was also considered, and with
the technical complexity involved, it soon became clear that the TCO
would be high for an in-house developed solution.

Requirement 1: packaged software solution which runs “out-of-
box” with no need for program coding

They are a heavy DB2 and VSAM shop. The DB2 sub-systems are
heavily loaded, and any solution that adds extra load to DB2 is not
acceptable. So the solution has to have minimal impact on DB2, and
therefore, any changed data should not be captured into DB2 tables.

Requirement 2: changed data capture must be low in sub-system
impact, outside of DB2, and DB2 should not be used to store the
changes

They had previously played around trying to catch changes to some
of their VSAM datasets. The only way they were able to do this was by
running file comparisons “today” versus “yesterday” to generate the
deltas. As they pay for outsourced MIPS, their calculations had shown
that this approach would likely add to processing costs. Also, working
this way provides no way to keep a trickle feed going all through the
day, which is vital if you want to run 24/7.

Requirement 3: solution must provide changes in real time and
hence cannot rely on file comparison or database log file analysis

Many of the changes would likely need to be delivered to different loca-
tions in different timeframes. They had looked at triggers on DB2 but
found that this did not offer a clean solution in terms of “capture once—
deliver many.” Triggers are also expensive in terms of on-line processing
and will affect the production systems. VSAM does not have triggers, so
this is not even possible. The only way this would work was if the changed
data was captured once into a persistent data store and then they could
consume the data multiple times from the store.

Requirement 4: solution has to deliver the changed data to a per-
sistent data store, so that changes can be consumed multiple times
without using database triggers

They were already a user of a powerful data integration product. This
was the backbone of the production processes that they used to move
and consolidate their data up the various geographical levels. So, it was
critical that they could exploit their previous investment and not have
to do a complete system rework. However, they also have a need for
other technologies to access the changed data, for auditing, reporting
and consolidation purposes.

Requirement 5: engine-driven SQL-based access to the captured
data with an open architecture, such that more than one tool can
access the changes with no programming

With their outsourcing, the consumption of mainframe MIPS was
very closely monitored. Where they could use inexpensive MIPS they
wanted to. Although all the data capture was going to be done on their

mainframe, they wanted to get the changed data over to the
UNIX/Linux systems as cheaply as possible, so any heavy-duty trans-
formation processing could be done there. However, some captured
changes would need to be processed on the mainframe as part of their
production batch jobs, and hence, consumption and delivery needed to
be very flexible.

Requirement 6: solution must support changes being “pulled” and
“pushed” from either the mainframe or the mid-range systems

Being a long-time mainframe COBOL shop, they have many legacy
systems processing the data and require a swift means to integrate the
changed data with them. They need to be able to access the COBOL
copybooks such that the changed data can be acquired from the VSAM
files with no coding. In addition, the changes must be delivered in a
format that their COBOL systems can understand. Any hand coding
would significantly affect the project.

Requirement 7: ability to automatically acquire meta-data from
COBOL copybooks and DB2 catalogs, such that no coding is required
to implement the solution, capture or delivery

With their data integration product, they could do many activities
very easily and swiftly using a graphical environment. To apply incre-
mental updates, it is essential that only completed transactions are
delivered for processing, and when the data is delivered, it must be
easy to figure out whether the data coming through is an update, insert
or delete.

Requirement 8: full respect of transactional units-of-work with the
data delivery containing not just the captured data, but also control
data like the update indicator, date/time stamp, such that a full update
strategy can be developed using pre-built transformations

To go to a 24/7 trickle feed architecture, you need to take an initial
database snapshot, beyond which you can begin applying the incre-
mental changes. Hence, a fast and easy method of moving source data
to the target is a must; the jargon that I use for this is “materialization.”
This is also critical in a recovery situation, so that if a system goes pear-
shaped, you can recover swiftly, with minimal human intervention.

Requirement 9: high-speed bulk data movement for materialization
and recovery purposes must be built into the system

While the conversation focused heavily on mainframe to mid-range
data movement, we started talking about future needs and require-
ments. Although the mainframe runs most of the systems of record,
some of the applications being used at a local level run on mid-range
systems. Their interfacing with the mainframe systems could be
reduced in complexity if changes from the mid-range databases could
be fed directly to the mainframe using the same architecture—full
bi-directional capture and delivery.

Requirement 10: support for mid-range systems with the same
architecture as the mainframe

RECOMMENDATIONS

Well, it was a tough day at the office, but by the time we had fin-
ished, I had gone through several beers and eaten many crusts.
While “changed data capture” is not a panacea, it is still one of the
important strategies that you can employ to start doing “smart inte-
gration.” Analyze whether changed data capture can deal with the
data volume and latency issues at your shop. If it can, then the
choice is whether you should develop a homegrown solution or look
for packaged software. You should be reluctant to develop a home-
grown one in such a complex technical area, as the total cost of
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ownership can be considerable. A puppy can be a gift, but how
much will it cost over its lifetime? In addition, a packaged software
solution is likely to be much faster to implement, a key IT driver
these days.

If you decide to go for a packaged solution, drill deeply into the
“what” and “how” of the approach used. I have seen changed data
capture “products” that only provide a crude capture mechanism or
deliver sample source code user exits in Assembler. So, consider all
aspects of capture, consumption, delivery and recovery. Is the capture
done in real time or by log file analysis? If you need real-time prop-
agation of the changes, batch log file analysis may not do the job, as
the latency could be too high. Will the capture method affect other
sub-systems? Also, capturing the changes is only the beginning of the
process. How the data is persisted and how it can be consumed is
often more critical than the actual capture. Do you need the data to be
consumed by products that generate SQL requests? How is the data
to be pushed or pulled between platforms? Can the data be captured
once and consumed multiple times? What about recovering from fail-
ures? Unless you live in Utopia, things will break, and you must be
able to recover quickly.

CONCLUSION

Hauling gigabytes of data around your shop, day in and day out, will
eventually lead to 27/24 overwhelming you, so I recommend that you
start developing your “smart integration” strategies now while you still
have time. Good hunting for the solution that fits your requirements!  

David Richmond is currently Vice President of Product Strategy for Informatica.
He can be contacted at drichmond@informatica.com
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