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Data Integration without
the Hassle

By  Y ve s  d e  Mon t c h e u i l

Data integration no longer has to be an overwhelming task.
Doing your homework will help you.This article presents factors
to consider, including traditional approaches, hidden costs, platform
considerations, and many other issues to bear in mind when
choosing data integration solutions.

THE
success of almost every new business initiative relies heavily
on data integration between heterogeneous applications

and databases. For that reason, when companies look to improve pro-
ductivity, reduce overall costs, or streamline business processes, data
integration is often at the heart of their plans.

TRADITIONAL DATA INTEGRATION
APPROACHES

For a long time, savvy IT managers assumed that building an IT sys-
tem based on a single application package (such as an Enterprise
Resource Planning—ERP—package) and a data repository would be
difficult. Customizing application packages had proven to be costly
and time-consuming and typically did not provide the same level of
functionality as a best-of-breed application approach.

A typical company has a mix of ERP, Customer Relationship
Management (CRM) and best-of-breed applications along with
internally developed software. As IT teams struggle every day to
cope with the complexities posed by environments made up of het-
erogeneous systems and data, they discover that the challenge of
integrating data is more daunting than it originally appeared. To
effectively—and efficiently—address the challenge of integrating
vast stores of data, companies need to look for tools that can
address five key functions:

� Extraction, Transformation and Loading (ETL)—for building
data warehouses or operational data stores in batch or real-time
and giving end-users access to enterprise data through business
intelligence or ad hoc query tools.

� Data Replication—to allow multiple heterogeneous servers and
databases to share data in real-time with high throughput.

� Data Synchronization—to allow the sharing of data between
servers and remote devices when connectivity is temporary (is
only needed occasionally).

� Database Cleansing and Migration—enabling the maintenance
of high-quality data and providing the ability to move data into
new systems quickly.

� EAI (Application Integration) – through a data approach. For
most IT teams, this approach is efficient, pragmatic and easy to
set up and implement.

Often, IT teams address their initial data integration needs through
manual scripting, commonly using homegrown code (such as SQL,
Perl and Java) to integrate data. However, the high cost of maintaining
these scripts, the lack of script portability, and the demands made by
increasingly complex projects are driving IT managers to look for soft-
ware tools that are less costly and easier to maintain and expand.

Many software vendors have developed sophisticated systems typically
capable of addressing one specific data integration requirement. For the
most part, vendors providing ETL, data replication, data synchroniza-
tion, and database cleansing and migration solutions have prospered
because they provide the ability to reduce the cost of script building
through the use of automated tools (as opposed to manual coding)
which have proven successful for large projects.

IT managers, and tech support staff members, are realizing that
most projects are complex enough that they require tools that can
address multiple needs. For example, data synchronization initia-
tives require simple data transformations. However, over time, users
typically realize that they really need to perform more complex
processes such as joins and data aggregation—functions that only
ETL software can handle properly. The same is true for data cleansing
projects. At first being able to run simple transformations is sufficient.
But, eventually the users realize they also need to perform data inte-
gration as well.

Today, the market is crowded with expensive data integration solu-
tions based on complex systems that require dedicated servers. Most of
the available tools use a proprietary engine approach, making major
demands on budgets and schedules and creating a tremendous burden
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when trying to integrate the tool into the production environment and
overall IT infrastructure.

To choose a data integration solution that meets the requirements
of both current and future initiatives, IT departments need to under-
stand the architecture of these tools. Below is a list of the possible
issues that must be considered when choosing a cost-effective data
integration tool:

Issue #1: Hidden Costs Affiliated with Proprietary Engines
and Product Complexity

Most data integration products process data through a proprietary
engine. They use either a memory engine or a proprietary database
engine to transform data according to rules or programs coded by
developers. Data is typically duplicated or journalized in the proprietary
engine which then performs the appropriate processing (validating,
transforming, loading or replicating data).

Traditional data integration software typically requires dedicated
servers, as well as a proprietary engine between all source and target
servers. The major drawback of having an engine installed on a dedi-
cated server is performance, as well as the cost of the dedicated hard-
ware. Performance is a common and well-known issue that surfaces
whenever you introduce new software into a production environment.
Essentially, the engine becomes a bottleneck between the sources and
targets, and even after increasing hardware resources, the desired scal-
ability levels are hard to achieve. Additionally, licensing for dedicated
hardware is usually linked to server size. As the volume of data increases,
associated costs also increase.

Despite the common “no programming required” message touted by
vendors, it can often take weeks or months before a user is proficient
enough to actually develop scenarios and scripts with the proprietary
language. Additionally, proprietary languages are usually comprehen-
sive, but rarely extensible. And, quite often, organizations that choose
to use multiple specialized data integration products—each with their
own proprietary language—eventually realize just how costly it can be
to learn and support multiple proprietary environments. Lastly, a pro-
prietary engine usually requires complex setup and tuning, which is
often performed by costly consultants from the tool vendor.

Recommendation #1:
The key to achieving optimal data integration reliability, perform-

ance and scalability is to eliminate the proprietary engine that sits
between the data sources and targets. The ideal data integration solu-
tion employs the resources and reliable components of the IT system
already in place—such as the Relational Database Management
Systems (RDBMS)—to do the work required to detect changes and
extract, validate, transform, replicate, synchronize and load data. These
IS components have the power and reliability required to handle large
production jobs, and IT teams have acquired the knowledge and expe-
rience necessary to work with those systems. Using this approach, the
transfer of bulk data between the source and the target servers is thus
possible, replacing the row-by-row transfer that traditional products
perform. Also, this approach allows IT users to employ a decentralized
architecture that perfectly matches their needs and takes into account
their existing IT system.

Lastly, before deciding whether to license a data integration solution,
one should request an evaluation copy of the software they are consid-
ering, if only to check the complexity of the installation and setup
process on their own systems. Benchmarks should be performed using

in-house systems and actual data. Part of the evaluation should also
include monitoring the installation and setup of the data integration
software and the development of business rules. Vendor consultants are
good at hiding the real complexity of these operations. Unfortunately,
most traditional data integration tool vendors do not offer an evaluation
package since they are afraid a prospective customer will be disap-
pointed by the complexity of the software.

Issue #2:Applications and Standards Support
Another issue that can be a source of hidden costs is the standards

and applications the product supports. Typically, a tool relying on a
proprietary architecture employs older standards (such as ODBC) for
connectivity to heterogeneous data or proprietary database connectivity
solutions (such as OCI, CT-Lib, etc.). Although still pervasive, older
standards can cause reliability and scalability issues, as well as upward
compatibility problems and hidden migration and deployment costs.

Connectors to existing applications and to ERP and CRM packages
are important requirements to consider when choosing a data integra-
tion solution. Some packaged applications have very complex database
models. Despite the common vendor marketing hype about connectors
for common packaged applications, don’t be fooled. Performance is
generally a hidden issue. Potential buyers should evaluate the software
and the appropriate connectors for their ERP or CRM software before
buying a high-priced connector.

Recommendation #2:
The ideal solution should support any version of any database,

any file format and any application, including legacy, as well as
future versions. Java offers such capabilities. For example, JDBC
level 4 drivers achieve unbeatable performance and portability by
eliminating the need for client layers. With JDBC, users never have
to wait for the latest version of the data integration tool in order to
support the new release of their database engine and future database
releases are automatically supported. Most database vendors supply
JDBC drivers for free, so it makes sense for the data integration
solution to use them instead of proprietary connectors that need to
be updated periodically.

Obtain the relevant connectors for your systems as part of your
evaluation process and make certain they perform as expected.
Also, make sure you understand the pricing structure for these con-
nectors. This will allow you to avoid bad and costly surprises down
the road.

Issue #3: Batch Approach or Real-Time Approach?
Even if, at first, some typical data integration projects—such as

data warehouse (ETL) projects— require only batch processing to
extract data and perform transformations (typically nightly), a large
majority of projects—including the building of an operational data
store—will also require real-time capabilities. For this reason, many
believe that the days of “batch only” operations are numbered since
more and more users and managers want to access and analyze data
in real time. Thus, any valuable, long-term data integration solution
must provide both batch and real-time capabilities. This is further
evidenced by a recent CIO Insight study which found 66% of IT
executives believe it is critical to analyze and report operational
data in real time.

A good real-time data integration product should also provide
capabilities for automatic capture of changed data. Unfortunately,
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traditional software vendors generally limit the real-time features of
their product to the availability of a connector to a message-oriented
middleware (MOM).

We have all finally come to realize that point-to-point development
fosters the need to create what is often called “spaghettiware”—multiple
products cobbled together by internally developed code. And, anyone
that has had to support and maintain spaghettiware knows how com-
plex it can be.

With a MOM architecture, developers only have to produce inter-
faces that prepare data to be written to, or read from the MOM. The
data integration software does the transformation required to match the
format of data with the one defined in the master repository. Moreover,
if the data integration software is truly built for real time, MOM mes-
sages must appear as a simple row of a relational table. This means
developers can easily do a join between a MOM message and any other
source of data without any programming. Using a MOM simplifies the
development and maintenance process of the scripts, thus improving
the productivity.

Recommendation #3:
Take a long-term view when making your purchase decision. Be sure

you don’t purchase a tool that you’ll outgrow. Real-time data integra-
tion may not be your most immediate need but will likely be something
you’ll need to address in the future.

To appropriately support a real-time project, the software must
providethree key components:

� The automatic detection of data changes in the source databases
(change data capture feature) for any source of data and regardless
of the RDBMS in place.

� Connectivity to a JMS compliant MOM (message oriented
middleware). The middleware component not only secures the
flow of messages (guarantee of delivery) but also allows systems
to work in an asynchronous mode.

� A MOM by itself. The data integration software must include a
MOM out-of-the-box. This lets customers avoid having to go
back and forth between different support teams to make their
real-time architecture work.

Issue #4: Platform Support
Like most complex software products, data integration tools are

often written for a specific platform and then ported to other environ-
ments. It is not uncommon for some features and functionality to be
lost in the porting process. The product’s behavior and reliability can
change, causing problems.

The issue of platform support, as well as the platform availability
matrix, must be considered in order to choose the most appropriate tool
for your given configuration. Additionally, one should keep in mind
that software vendors must bear the additional costs of support and
maintenance when porting their product to additional platforms. And,
such costs are eventually passed on to the customers.

Recommendation #4:
Understand your platform support needs—now and in the future.

Carefully compare performance of the data integration software on all
relevant platforms. Understand the vendor’s porting policy, and assess
the effectiveness of this policy by looking at past releases and talking
to other clients with heterogeneous platform needs.

IN SUMMARY

In any data integration project, the desired goal is to get the job
done quickly and effectively. However, the volume of data exchanged
through batch or real-time processes is often underestimated. When a
data integration project succeeds, users are able to access more data
in less time. A data integration solution based on a hub-and-spoke
architecture will not be able to meet the scalability challenge for an
enterprise project.

A solution using a proprietary engine to perform the transformations
of data is bound to become a bottleneck for the whole data integration
process. The only working solution able to cope with the scalability
issue—at a reasonable cost—is one that relies upon existing RDBMS
in the IT system to perform the integration work. RDBMSs have
proven to be very reliable and fully support operating system features
such as parallel processing and load balancing. After all, what widely
deployed IT component can better manipulate large volumes of data
better than an RDBMS such as Oracle, DB2, SQL Server or other pow-
erful RDBMS?

A good data integration solution should also rely on industry stan-
dards to achieve optimal connectivity.

And lastly, acquiring a data integration tool should not require
learning a proprietary programming language. An efficient data inte-
gration process should be expressed graphically using the languages
and functions available to, or in use by, the IT system. SQL is the
typical example.

CHOOSING A DATA INTEGRATION SOLUTION
THAT IS RIGHT FOR YOU

Before you invest in a data integration solution, ask yourself the fol-
lowing questions

� If I buy this product, will I be forced to purchase additional
hardware to run the software?

� If I buy this product, will my users have to heavily invest their
time to learn the product before being able to be productive with
the product?

� If I buy this product, will it take me more than a year to develop
my data integration applications?

� If I buy this product, will I need to continue to pay additional
charges each time I want to support a new piece of software
or hardware?

If you find yourself answering “yes” to any of these questions, you
may want to reconsider your product options. Data integration no
longer has to be a daunting task. Do your homework, and you, too, will
see how choosing the right data integration solution can help you
achieve your integration goals.  

NaSPA member Yves de Montcheuil is the director of product marketing for
Sunopsis, a leading provider of data integration software. He can be reached
at yvesm@sunopsis.com.
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