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Getting Started with
DB2 Application Tuning—

Part One
By  J im  S c h e s vo l d  a n d  J o h n  I rw i n

Learn how to identify and isolate DB2 application performance
constraints and mitigate their impact. Once you identify the
problems, you can begin to create a detailed tuning plan.

Note: The opinions in this article are solely
those of the author, and the information herein
is to be taken “as is.”

ONE
of the distinctions in tuning
DB2 as compared to other sys-

tems software—such as CICS or MVS—is
that a major performance determinant for
DB2 lies in how application programs make
use of DB2 facilities. While it is true that
application design is always important to per-
formance, the flexibility and power of the
SQL language make it easier to create
applicationsthat use excessive resources, and
quite unintentionally. The good news is that
these same characteristics mean that there are
times when a relatively minor change to a
SQL statement can result in a major perform-
ance improvement. But before any tuning
changes are made, tuning information must be
gathered, and poorly performing logic in
programs or transactions must be identified
and isolated. This action should be followed
by a detailed analysis that provides insight
on performance problem characteristics and
possibletechniques to minimize or eliminate
them. Then it’s time to tune!

DB2 TUNING
INFORMATION SOURCES

Before any DB2 tuning, you must review
the performance information to pinpoint the
problem. DB2 sub-systems have facilities to

gather information and produce DB2 TRACE
records that are written to either SMF or GTF
destinations. The normal destination for per-
formance-related informational records is
SMF. DB2 creates three common SMF record
identifiers: 100, 101 and 102. DB2 assigns
multiple classes to these record types. These
classes are specified in DSNZPARM or on the
START TRACE command, and tell DB2 what
level of detail to accumulate.

SMF Records
SMF 100 records are called Statistics

records and contain DB2 system-wide infor-
mation. Four classes are associated with sta-
tistics records. Since very minimal overhead
is associated with statistics records, the rule of
thumb is to turn on statistics classes 1, 3, 4
and 5. These classes contain the following
information:

� Class 1 –These records are written
every “N” minutes (as specified in
DSNZPARM) and show summary
information related to all DB2 activity
during this time interval.

� Class 3 –These records are written for
every deadlock or timeout and contain
information related to these incidents.

� Class 4 –These records are written
during DB2 exceptional conditions and
contain diagnostic information.

� Class 5 –These records contain
information related to Data Sharing.

SMF 101 records are called Accounting
records and contain the individual DB2
thread-related information used to initiate
any tuning project. The rule of thumb for
accounting trace classes is to turn on 1, 2, and
3 (if you’re using DB2 packages and would
like package level accounting information,
activate classes 7 and 8). The following
explains the normal accounting classes:

� Class 1 –This record contains basic
accounting information.

� Class 2 –This record contains “in-
DB2” time. Without this class, it is
impossible to determine if the problem
resides in DB2 or in another resource
or product.

� Class 3 –This record contains wait
time. This is important if the problem is
related to buffer pools, CPU overload,
DASD, or other factors that contribute
to wait time.

� Class 7 –This record contains Package/
DBRM basic accounting information.

� Class 8 –This record contains
Package/DBRM level wait time
information.

SMF 102 records are called Performance
records, and they contain detailed performance-
related information. These records are collected
for very detailed problem determination.
Beware, some of the performance traces seri-
ously affect DB2 performance.
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DB2 EXPLAIN and RMF Data
Another important source of tuning informa-

tion is DB2 EXPLAIN output. This information
describes the methods that DB2 uses to
retrieve answer-sets. It is very important to
always run EXPLAIN when binding plans or
packages. It’s also very important to retain his-
torical data of EXPLAIN output. This history
is vital in determining if a performance issue
is related to data retrieval method changes.

The final base information that is useful for
DB2 performance tuning is RMF data. The
RMF information can be especially useful if
the problem is CPU resource or DASD con-
tention. RMF helps to pinpoint the specific
problem for these types of constraints.

IDENTIFY AND ISOLATE
PERFORMANCE PROBLEMS

Where should you start if it appears that
there are DB2 application performance issues?
The first thing to do is identify that there truly
is a problem. This may be recognized by the
following factors:

� A user’s complaint that transactions
and/or jobs are taking too long

� A performance monitor
� A proactive (normally user written)

accounting information analysis
application

Isolate the Cause
Once a problem is recognized, the 80/20 rule

should be used to identify the small percentage
of DB2 transactions that represent the majority
of the total workload. These transactions will
give the greatest payback when they are tuned.
During this phase of the investigation, ask ques-
tions such as: is this problem related to a single
transaction, job, or user, or does this problem
only appear at certain times of the day?

DB2PM Short Accounting Report
During the tuning project’s fact-finding

phase, the normal starting point is to review
the DB2PM Short Accounting Report. This
report provides indications of resources used.
The short accounting report will identify:

� DB2 response time (elapsed time)
� Resources used (processor and I/O)
� Lock suspensions
� Application code changes (via the SQL

used fields)
� Wait times (processor, I/O wait or

lock wait)

These fields identify potential problems.
There is one warning when using the Short
Accounting Report: this report is the average
of all executions of a plan or package for the
reporting interval. Averages can have the effect
of hiding some very long running executions of
the plan/package if 1) there are many execu-
tions of the plan/package during this period
and 2) most of the executions are of very short
duration. Again, look for the plan/package(s)
that appear to be using the majority of
resources during the reporting interval.

DETAILED PERFORMANCE
INVESTIGATION

Once the “problem” plan/package has been
identified, it is time for a detailed review of the
information related to this plan/package. The
first place to look is the EXPLAIN output.
Run a stand-alone EXPLAIN to determine the
current access path that DB2 is using. Then
compare this information to the EXPLAIN
output (accumulated in your PLAN_TABLE)
as it relates to the last bind that was run for this
plan/package. If the access path DB2 is using
is incorrect based on how you think DB2
should be retrieving information, check for
things such as missing statistics in the DB2
catalog or changes in SQL calls.

DB2PM Long Accounting Report
If the DB2 access path review does not

reveal the solution, examine the DB2PM Long
Accounting Report. This report gives detailed
information regarding plan/package execu-
tion. Following are a few of the essential
pieces of information presented in this report:

� Class 1 Elapse Time –Compare this
value to CICS or IMS transit times. They
should be close, but not necessarily
identical since DB2 time doesn’t include:

� Time before the first SQL statement
� DB2 create thread time
� Time after the DB2 terminate thread

This helps identify whether the
problem is related to DB2 or some
“outside” cause.

� Not-in-DB2 Time –This is the calculated
difference between Class 1 and Class 2
elapse time. If time spent outside DB2
(but within the DB2 accounting interval)
is lengthy, the problem will be found in
the application, CICS, IMS, or the
overall system, and not within DB2.

� Lock/Latch Suspension Time –This
value shows contention for DB2
resources. Check the “Locking
Summary” section of this report for
additional information, then proceed to
the Locking Reports for help.

� Synchronous I/O Suspension Time –
This is total application wait time for
DB2 synchronous I/Os. If the number of
I/Os is high, check for:

� A change in access path
� Application code changes
� System-wide DB2 buffer pool

problems
� RID pool failures
� System-wide EDM pool problems

If I/O time is greater than expected,
check for I/O contention. A
Synchronous read should take from
15-25 milliseconds, depending on the
DASD device. If this value is longer, use
RMF to check for DASD contention.

� Asynchronous Read Suspensions –
This is the accumulated time for read
I/O done under a thread other than this
thread. It includes time for Sequential
prefetch, List prefetch, Sequential
detection or Synchronous read performed
by another thread. The rule of thumb for
Sequential prefetch or Sequential detection
(asynchronous I/O) is 1 to 2 milliseconds
per page. The rule of thumb for List
prefetch is 3-4 milliseconds per page.
Check “Other Read I/O” to locate value.

� Not-Accounted-For DB2 Time –This
is accounting class 2 time that is not part
of class 2 CPU or class 3 suspensions,
and it is normally due to MVS paging,
processor wait time or time spent waiting
for parallel tasks to complete. Check the
“Not Account” field for this value.

TUNING FOR PERFORMANCE

Once a performance constraint has been
identified, actions can be taken to mitigate the
impact. However, tuning is not so simple.
Tuning involves identifying multiple constraints
or bottlenecks, and evaluating multiple possible
tuning actions that may remedy poor perform-
ance. A tuning plan should be put into place.
Here are some things to consider as you
constructyour tuning plan.

1. “If it ain’t broke, don’t fix it.” Before
doing any tuning, verify that a
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performance problem really exists.
Making tuning changes is an inexact
science where it is not always possible
to forecast the impact of the change, and
the result will sometimes be worse
performance, not better performance.

2. Always have tested fallback procedures
in place, so when something goes
wrong, it is easy and quick to change
things back to the way they were. Make
sure these procedures are communicated
to everyone involved, and make sure
they work.

3. Make ONE tuning change at a time. As
previously stated, the impact of making
a change cannot always be predicted,
and if multiple changes are made at
once, the impact of a change cannot be
measured, either.

4. Start with the tuning actions that are
most likely to have a major impact on
performance, and you may never need to
make the tuning changes that will have a
lesser impact. The 80/20 rule applies
here—by making 20 percent of the
changes in your tuning, you will very
likely realize 80 percent of the
performance gains possible. The 80/20
rule also applies to system activity. If
you expend effort tuning transactions or
batch jobs that comprise a small per-
centage of total system work, the overall
performance impact will be small
regardless of how much you improve
them. It is the most heavily used trans-
actions and jobs where the promise of
better performance lies.

5. In cases where a change can be made
to part of a system, rather than the
whole, test the change on a small part
of the system before implementing it
across the board. For example,
Table or Plan (or Package) parameter
changes can be made to a select few
and then evaluated, before implementing
the change on all Tables or Plans
or Packages.

6. Monitor performance closely and for an
extended period of time when you are
tuning. Just because you made a change
and performance gets better does not
always mean what it appears to on the
surface. Was the volume the same on
both days? What else was going on
in the processor? Was month-end
just completed?

7. Keep performance monitoring in place
even after performance has become

acceptable. Just because the system is
now performing well does not mean it
will stay that way. Applications change,
usage changes, hardware changes,
system software changes, and all of
these variables affect performance.
Preventative performance monitoring
allows you to see performance problems
developing, where you can act before
the situation becomes severe.

SUMMARY

Now that you have identified what your
problem is or where it originates, what do
you do about it? How can you take a symp-
tom and transform it into a diagnosis? Can
the environment you are running in be a
contributing factor? For an answer (or at
least a starting point thereof), see Part Two

of this article in an upcoming issue of
Technical Supportmagazine.  
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