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Getting Started with DB2
Application Tuning—

Part Two
By  J im  S c h e s vo l d

Part One of this article explained the steps necessary to identify
and isolate DB2 application performance constraints. Now
that you’ve isolated the problem and determined that it is
DB2-related, you’ll learn approaches and techniques to solve it.

The opinions in this article are solely those of the author’s; the
information herein is to be taken “as is.”

INPart 1 of this article, we explored steps to identify and isolate
DB2 application performance constraints. Those steps included

collecting and reviewing DB2 tuning information, identifying and
isolating performance constraints, and performing a detailed performance
analysis to find the specific cause and resolution of a DB2 application
performance problem. The question that’s left is: Now that I’ve isolated
my problem and determined it’s DB2-related (versus paging, I/O con-
tention, MVS, CICS, etc.), what can I do about it?Let’s look at
approaches and techniques that will answer this question.

DB2 PROBLEM ISOLATION

In the detailed performance investigation section of Part 1, we
identified the following information sources:

� Compare DB2 Explain output to plan(s) or package(s) that have
been identified as performance “piggies.”

� Review Class 1 Elapse Time to isolate the problem to DB2, or
some other component. We’ll assume the problem is in DB2.

� Review Not-in-DB2 Time to isolate the problem to DB2, or
some other component. We’ll assume the problem is in DB2.

� Review Lock/Latch Suspension Time to determine if the constraint
is due to locking contention.

� Review Synchronous I/O Suspension Time to see if I/O time is
over 25-30 milliseconds. This indicates I/O contention may be
degrading performance.

� Review Asynchronous Read Suspensions to see if I/O time is
over 2-3 ms./page for Sequential prefetch, or over 4-5 ms./page
for List prefetch. This also indicates I/O contention.

� Review Not-Accounted-For DB2 Time to determine if paging,
processor wait time, and/or parallel task wait time is degrading

performance. If so, the resolution is at the operating system or
hardware level, not DB2.

Space does not allow for a thorough discussion of EXPLAIN, lock-
ing, and I/O contention in this article, so we will focus on EXPLAIN
for the rest of our time.

For more information on locking contention, see http://publibfp.boul-
der.ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh13/5.7, and chapters 2.4
and 4.1 of http://www.redbooks.ibm.com/redbooks/pdfs/sg242233.pdf.

For more information on I/O contention, see http://publibfp.boul-
der.ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh13/5.5.4.4, http://pub-
libfp.boulder.ibm.com/cgi-bin/bookmgr/BOOKS/erbzpm20/4.0, and
http://docs.share.org/proceedings/sh100/s2598.pdf.

USING EXPLAIN

DB2 provides an EXPLAIN facility that allows you to monitor and
analyze the access plan chosen for an SQL statement, plan, or package.
The EXPLAIN facility gathers information on table space scans,
indexes, data prefetch, sorts, joins, views and nested table expressions,
and it gathers information on how each of these is implemented.
EXPLAIN can also estimate the cost of an SQL statement in millisec-
onds and/or Service Units.

For the purposes of this article, assume the following:

1. The three EXPLAIN tables (PLAN_TABLE, DSN_STATE-
MENT_TABLE, DSN_FUNCTION_TABLE) are already set up.
Most analysis data is stored in PLAN_TABLE; DSN_STATE-
MENT_TABLE is only needed for cost estimation, and
DSN_FUNCTION_TABLE is for user-defined functions.
PLAN_TABLE – using the 51 column format – is the only table
discussed in this article. For information on setting up
PLAN_TABLE, see http://publibfp.boulder.ibm.com/
cgi-bin/bookmgr/BOOKS/dsnagh13/5.10.1.1.
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2. No EXPLAIN tools are discussed, but it
is assumed (and highly recommended)
that you have tools such as Visual
Explain and other DB2 performance
monitors in place. However,
PLAN_TABLE is a standard DB2 table,
and can be accessed via normal SQL
statements. To retrieve information for a
specific plan in PLAN_TABLE, retrieve
rows specifying the plan name in the
APPLNAME= predicate of a SELECT
statement. To retrieve rows for a package,
use the PROGNAME, COLLID, and
VERSION columns. See http://pub-
libfp.boulder.ibm.com/cgi-bin/
bookmgr/BOOKS/dsnagh13/5.10.1.3.

3. Other useful performance information is
also available, including
� Program or SQL source.
� Performance monitor data.
� Catalog statistics.
� DDL related to the plan or package.
� Before and after EXPLAIN data if a

change is being evaluated.
4. EXPLAIN=YES is specified on the

BIND for this plan or package

Indexes and Table Space Scans
One of the most powerful techniques for

tuning an application is through the appropri-
ate use of indexes on columns used to retrieve
DB2 data. Generally, indexes are the fastest
way to access DB2 data, so if the predicates in
your SQL (especially SELECT) are not using
indexes, they probably should. Indexes filter
data and retrieve fewer rows than a table space
scan, and indexes can eliminate the need for
sorts in certain cases as well.

Here are some situations where indexes can
significantly improve performance:

� When SQL predicates are referencing
non-indexed columns and table space
scans are occurring.

� When adding a column to an existing
index could allow the query to use
index-only access.

� When the query accesses a low or
moderate percentage of the total rows
in a table or view.

� When sort is causing excessive overhead.

For an index to be used, two conditions
must be met: (1) an index must be defined on
the column(s) specified in SQL predicates,
and (2) an SQL predicate must be indexable.
For information regarding indexable predi-
cates, see http://publibfp.boulder.ibm.com/

cgi-bin/bookmgr/BOOKS/dsnagh13/5.8.2.1.2.
There may also be situations where indexes
are not being used because DB2 is using out-
dated statistics to select access paths. If this
is the case, run RUNSTATS (see http://pub-
libfp.boulder.ibm.com/cgi-bin/bookmgr/
BOOKS/dsnagh13/5.9).

To determine whether an index is used for an
SQL statement, examine the ACCESSTYPE
column in PLAN_TABLE. If ACCESSTYPE=I,
I1, N, M, or MX, one or more indexes are
used. If ACCESSTYPE=R, a table space
scan is used. And while it is true that indexes
normally access DB2 data more efficiently,
there are situations where a table space scan—
especially when using sequential prefetch—is
the most efficient access to DB2 data. Some of
these situations are:

� Sequentially accessing rows as they are
ordered on DASD, especially if a high
percentage of rows are returned.

� Reading very small tables.
� Accessing data through a created

temporary table.
� Tables with indexes that have a low cluster

ratio (see http://publibfp.boulder.ibm.com/
cgi-bin/bookmgr/BOOKS/dsnagh13/
5.9.7.1).

In these cases, adding an index will likely
be of little help. Using prefetch or segmenting/
partitioning the table (if possible) can improve
the performance of a table space scan. For
more on table space scans, see http://pub-
libfp.boulder.ibm.com/cgi-bin/bookmgr/
BOOKS/dsnagh13/5.10.3.1.

It is also important to remember that while
indexes normally improve access to DB2 data,
they do incur overhead that if overdone can
outweigh an index’s value. A good rule of
thumb is that if you have more than 4 or 5
indexes for a table, it’s probably too many.
Each index causes the following overhead:

� Additional processing for each INSERT,
UPDATE (if an index column is
changed), DELETE, and LOAD (if
building indexes).

� An additional data set and index space.
� Additional virtual and real storage.

Eliminating Sorts
Not only can indexed access improve per-

formance by reading fewer pages than a table
space scan; data can also be ordered in a man-
ner other than row sequence. If an index is
sequenced in the same order as an ORDER BY,

GROUP BY, DISTINCT, or VIEW, this order-
ing capability allows the elimination of a sort.

Not all sorts are performance constraints;
Record Identifier (RID) sorts are performed in
memory, and usually are very efficient. Data
sorts need to be weighed against the cost of
indexes; especially where the sort is small, it
may be the most efficient method of accessing
the rows.

To determine whether a sort is occurring,
examine the following columns in
PLAN_TABLE:

� If SORTC_GROUPBY contains Y, a
composite table has been sorted due to a
GROUP BY clause.

� If SORTC_ORDERBY contains Y, a
composite table has been sorted due to
an ORDER BY clause.

� If SORTC_UNIQ contains Y, a composite
table has been sorted to remove duplicate
rows, as part of processing DISTINCT
or UNION.

� If SORTC_JOIN contains Y, a composite
table has been sorted as part of a nested
loop or hybrid JOIN.

� If SORTC_JOIN and SORTN_JOIN
contain Y, a composite table and a
new table has been sorted as part of a
merge JOIN.

� If SORTC_GROUPBY and
SORTC_UNIQ contain Y, a sort has
been performed for a subquery. Both
columns contain Y because duplicates
have been removed and rows have been
re-ordered in the same sort.

Note that if the column name starts with
SORTC, it applies to a composite table, while
SORTN applies to a new table. A composite
table is also known as an outer table, or a
table created in a prior stage of JOIN process-
ing. A new table is also known as an inner
table, or a table created in the current stage of
JOIN processing.

Another technique that may reduce the
likelihood a sort will occur is to specify
OPTIMIZE FOR 1 ROW.

Multi-Predicate Access Using a Multi-
Column Index

The simplest and generally most efficient
method of accessing DB2 data is called Equal
Unique Index access. If the MATCHCOLS col-
umn in PLAN_TABLE is equal to the number
of columns in an index, equals-predicates have
been used that fully match all columns of a
unique index. The result is always a single row.
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If MATCHCOLS>0 in PLAN_TABLE, a Matching Index Scan has
been used for access. A Matching Index scan filters data, reducing the
number of rows retrieved. If the filtering is high, data access can be
quite efficient. The following rules apply to a Matching Index Scan:

� Only indexable boolean term predicates can be used as matching
predicates. An indexable predicate has the capability of using an
index, and a boolean term predicate has the characteristic that if
it is false, the entire WHERE clause is false. For more on
boolean term predicates, see http://publibfp.boulder.ibm.com/
cgi-bin/bookmgr/BOOKS/dsnagh13/5.8.2.1.4.

� Predicates are scanned in order of the columns in the index.
Scanning stops when no matching predicate is found for an
index column, or when a range predicate (for example, T>0,
which is not a boolean predicate) is found.

Another access technique that may be invoked if MATCHCOLS>0 is
Index Screening, but there is no column in PLAN_TABLE for this. Index
screening uses non-matching but indexable predicates to filter data further.

As a general statement, when using multi-predicate access with
multi-column indexes, the more index matching and/or screening used,
the better the performance.

Example: When using SELECT * FROM T WHERE A=1 B=5 C>9
D=25 E=4, and a unique index of (A,B,C,D) exists, the first 2 predi-
cates are matching predicates. The second 2 predicates do not match
(matching stops at C, a range predicate) but do qualify for index
screening, and the last predicate is examined when a row is read.

When INDEXONLY is Y in PLAN_TABLE, another very efficient
form of data access, Index-Only access has been used. In this case, all
data retrieved by a SELECT is contained within the index, eliminating
the need to access data pages (this is not true in the case of UPDATE
or DELETE). In cases where most columns retrieved are already in an
index, adding the remaining columns may improve performance.

When MATCHCOLS=0 and ACCESS-TYPE=I in PLAN_TABLE,
a Nonmatching Index Scan was performed. Unless index screening is
possible, no data filtering is performed. Performance is usually inefficient
except for table space scans on multiple tables in a nonsegmented table
space. OPTIMIZE FOR 1 ROW may also help.

Multi-Predicate Access Using Multiple Indexes and Other
Techniques

When ACCESSTYPE=M, MX, MI, or MU, Multiple Index access
has been used. Multiple Index access incurs more overhead than Single
Index access, but in cases where a single index is not efficient, this may
be the best-performing access. Additional overhead with multiple
indexes comes from unions and/or intersections of RID lists. Space
does not allow for a detailed discussion of multiple indexes; more
information can be found at http://publibfp.boulder.ibm.com/
cgi-bin/bookmgr/BOOKS/dsnagh13/5.10.3.3.5.

There are several less-common methods of index access.
Information on these can be found at http://publibfp.boulder.ibm.com/
cgi-bin/bookmgr/BOOKS/dsnagh13/5.10.3.3.

Data Prefetch
The PREFETCH column in PLAN_TABLE indicates whether data

prefetch has been used and what type of data prefetch has been used.
Data prefetch can save significant processor cycles and I/O overhead
by asynchronously reading multiple pages (usually 32) in a single I/O

operation. Data prefetch comes in two forms: sequential prefetch and
list prefetch.

When PREFETCH=S in PLAN_TABLE, sequential prefetch—the
sequential retrieval of a set of pages—has been performed. Sequential
prefetch is primarily used for table space scans, but is also used for
index scans over 8 pages with a clustering ratio over 80%, and certain
other situations. The number of pages prefetched in an I/O depends on
the size of the buffer pool; the more buffers allocated, the more pages
prefetched (see http://publibfp.boulder.ibm.com/cgi-bin/bookmgr/
BOOKS/dsnagh13/5.10.5.1).

When PREFETCH=L in PLAN_TABLE, list prefetch has been per-
formed. List prefetch reads pages based on a sorted list of Record
Identifiers (RIDs) created from an index, allowing for asynchronous,
non-sequential retrieval of multiple pages in an I/O. List prefetch is
used for multiple index access, single index access if the cluster ratio is
less than 80%, on certain JOINs, and on certain, moderate-sized
indexed tables. See http://publibfp.boulder.ibm.com/cgi-bin/bookmgr/
BOOKS/dsnagh13/5.10.5.2.2 for more details.

List prefetch can be selected at BIND time or dynamically (in nest-
ed loop JOINs), and will be terminated if more than 25% of the rows
in a table will be accessed (replaced by a table space scan). RID POOL
SIZE can affect whether list prefetch is used, because the expected
number of RIDs for a query cannot exceed 50% of the pool. See
http://publibfp.boulder. ibm.com/cgi-bin/bookmgr/BOOKS/
dsnagh13/5.4.3. For more on list prefetch, see http://publibfp.boulder.
ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh13/5.10.5.

JOIN Processing
EXPLAIN also provides information for evaluating JOIN tech-

niques. The METHOD column in PLAN_TABLE identifies the type of
JOIN that has been performed.
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Title ID URL
DB2 V7 Admin. Gde., Chpt. 5-Performance SC26-9931http://publibfp.boulder.ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh12/5.0

DB2 Admin. Gde., Chpt. 5.10-EXPLAIN SC26-9931http://publibfp.boulder.ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh12/5.10

DB2 Admin Gde, Chpt. 5.8-Tuning queries SC26-9931http://publibfp.boulder.ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh12/5.8

DB2 Admin Gde, Chpt. 5.7-Concurrency SC26-9931http://publibfp.boulder.ibm.com/cgi-bin/bookmgr/BOOKS/dsnagh12/5.7

Tuning DB2 SQL Access Paths http://www7b.boulder.ibm.com/dmdd/library/techarticle/0301mullins/030
1mullins.html

The INTELLIGENT OPTIMIZER http://www.idug.org/idug/member/journal/nov99/optimizer.cfm

The Seedy Underworld of DB2 http://www.idug.org/idug/member/journal/winter00/articl10.cfm

Query Optimization Lecture Notes http://www.cs.umb.edu/~poneil/dbppp/notes/chap9.pdf

SQL Performance and Tuning http://www.oti.fsu.edu/dba/2003_Database_Training/DB2_SQL/Module6
Tuning.ppt

Identifying Perf. Tuning for Existing SQL http://www.imsi-intl.com/tuning.zip

Performance Rules of Thumb for SQL http://www.ims.state.ne.us/dba/dbmdoc02.html#Performance

Application Perf. Tuning  for DB2 http://www.quest.com/whitepapers/AppPerfDB2.pdf

DB2 Appl. Design Guidelines for High Perf. SG24-2233http://www.redbooks.ibm.com/pubs/pdfs/redbooks/sg242233.pdf

Managing DB2 Application Performance IDUG http://www.idug.org/member/journal/summer00/articl09.cfm

A Minimalist Approach to DB2 Appl. Tuning http://www.imsi-intl.com/minimal.zip

DB2 Tuning Tips for OLTP Applications. http://www7b.boulder.ibm.com/dmdd/library/techarticle/anshum/0107ans
hum.bbhtml

CICS-DB2 Perf.: Hints, Tips, War Stories SHARE http://www.share.org/proceedings/sh97/data/s1355.pdf

DB2 V7 Performance Topics SG24-6129http://www.redbooks.ibm.com/pubs/pdfs/redbooks/sg246129.pdf

DB2 Performance Update for V7 & V6: Parts
1 and 2

SHARE http://www.share.org/proceedings/sh97/data/s1330.pdf &
http://www.share.org/proceedings/sh97/data/s1333.pdf

A DB2 Perf. Tuning Roadmap SHARE http://docs.share.org/proceedings/sh100/s1313.pdf

DB2 Buffer Pool Tuning IDUG http://www.idug.org/member/journal/Nov01/articl08.cfm

DB2 Macro-, Micro-Level Tuning SHARE http://www.share.org/proceedings/sh98/data/s1316.pdf

Tuning DB2 From the Ground Up SHARE http://www.share.org/proceedings/sh97/data/s1343.pdf

Tuning DB2 From the Top Down SHARE http://www.share.org/proceedings/sh92mo/data/S1349.PDF

Monitoring/Tuning DB2 for Improved Perf. IBM http://www.ibm.com/software/data/db2/os390/techdocs/m08.pdf

DB2 Virtual Storage Management SHARE http://www.share.org/proceedings/sh99/SHARE/data/S1332.pdf

DB2 Real Time Statistics SHARE http://www.share.org/proceedings/sh99/SHARE/data/S1314.pdf

Using DB2 with WLM for z/OS SHARE http://docs.share.org/proceedings/sh100/s1355.pdf

DB2 Discussion List http://listserv.ylassoc.com/

IDUG Solutions Journal http://www.idug.org/journal/index.cfm

DB2 High Performance Design and Tuning,
Yevich & Lawson

ISBN 0-13-
203795-5

http://vig.pearsoned.com/store/product/0,,store-562_banner-0_isbn-
0132037955,00.html

DB2 Development for Performance http://www.gabrielledb2.com/

DB2 Product Family Homepage http://www-4.ibm.com/software/data/db2/os390

SearchDatabase.com-Enter DB2 performance
questions, view Q&A.

http://searchdatabase.techtarget.com/ateQuestion/0,289624,sid13_tax2856
51,00.html

DB2USA: DB2 for OS/390 Links http://membres.lycos.fr/db2usa/eliendb2.htm

FIGURE 1: REFERENCE INFORMATION
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METHOD=1 represents a nested loop join,
which is usually the most efficient form of JOIN.

METHOD=2 represents a merge scan join.
METHOD=4 represents a hybrid join.
JOIN processing is a topic worthy of an

article by itself, too large to discuss here. For
more information on JOIN processing, see
http://publibfp.boulder.ibm.com/cgi-bin/
bookmgr/BOOKS/dsnagh13/5.10.4.

VIEWs and Nested Table Expressions
EXPLAIN also provides information for

evaluation of VIEWs and nested table expres-
sions. The TNAME (VIEW name) and
TABLE_TYPE columns in PLAN_TABLE
can be used to determine whether merge or
materialization was used in VIEW or nested
table expression resolution. Wherever possible,
you should strive to implement merge pro-
cessing. Merge processing involves a single
stage and no I/O, while materialization has
two stages and incurs I/O activity.

TABLE_TYPE=Q or W is indicative of
materialization processing, but you must exam-
ine several rows from the PLAN_TABLE to
determine whether merge or materialization has
been performed. As with JOIN, VIEW/nested
table expression resolution is worthy of its
own article. For more information, see
http://publibfp.boulder.ibm.com/cgi-bin/
bookmgr/BOOKS/dsnagh13/5.10.7.

SUMMARY

I hope that this article has provided the
wherewithal to select from the following
tuning actions:

1. Define an index where one is needed.
2. Use equal unique index access

if possible.
3. Use index-only access if possible.
4. Use index matching and screening

wherever possible.
5. Use multiple index access where single

index access is not efficient.
6. Replace data sorts with indexes after

evaluating feasibility.
7. Use OPTIMIZE FOR 1 ROW to elimi-

nate sorts, improve Non-Index Matching
performance.

8. Reorganize indexes.
9. Collect new statistics via RUNSTATS

to cause indexes or list prefetch to
be used.

10. Change buffer pool settings so sequential
prefetch retrieves sufficient pages in
an I/O.

11. Review cluster ratios to determine if list
prefetch is used appropriately with
single indexes.

12. Increase RID POOL SIZE to increase
the chances of using list prefetch.

13. Review JOIN processing to see if nested
loop JOIN is or can be used.

14. Tailor VIEWs and nested table
expressions to use merge processing
wherever possible.  

NaSPA member Jim Schesvold is president and
owner of Best Customer Solutions, Inc., an infor-
mation technology consulting firm specializing in
IBM S/390 and z/Series systems software.
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