
AsStorage Area Networks (SANs)
evolve, businesses are consoli-
dating today’s sprawling and

inefficient SAN islands but are risking a loss
of control in the process.

IT managers need to build tighter, smarter
storage networks to accommodate ever-rising
data volumes and ever-more demanding and
complex applications. However, to do that,
they must look at storage in a new light. They
need someone with an amalgam of skills capa-
ble of drawing the blueprints for secure, reliable
and manageable backbone storage to span the
enterprise and align with business priorities.

Traditionally, IT organizations delegated
storage provisioning to systems administrators
experienced in enterprise-class servers and
applications. Networking infrastructure was
delegated to a separate group, and the applica-
tions and databases to yet another.

Nevertheless, today’s SANs combine ele-
ments of storage and application manage-
ment, as well as high-speed networking, and
this hybridization is leading IT executives to
a wall. Their in-house knowledge does not
extend far enough to fully support the
emerging specialty. Executives have three
choices. They can train someone on the data
networking side to handle storage architec-
ture and networking; bring someone from
the systems side over to networking and
architecture; or hire someone new. If they
hire a storage architect, this requires time

and money spent training them on the orga-
nization’s environment.

This article will outline some of the chal-
lenges that this new hybrid of network and
storage management technology poses to
organizations implementing long-term SAN
strategies. The article will detail five major
requirements that should be high on the list of
concerns: availability, performance, scalability,
manageability and security. While the terms
are not new to any network, system, or appli-
cation administrator, anyone building a SAN
will need to know how all five relate to the
next-generation storage backbone in particular.

1. AVAILABILITY

Traditional SANs have been implemented
with dual fabrics for high availability. A dual
fabric SAN consists of two independent
switching networks—configured independently
and switching independently. Storage and
servers are connected to each independent net-
work to ensure multiple paths. After a few
false starts, SANs are only now starting to
behave like the highly available systems in the
rest of the network infrastructure. Network
architects with little storage background might
ask, if the new class of high-availability SANs
is 99.999 percent available (“five nines”),
why do I need dual fabrics?

The answer would be obvious to a SAN
architect or a storage administrator who has

worked with SCSI in the past. SCSI time-outs
between a server and an array or tape drive ren-
der the application unavailable. The connection-
oriented nature of SCSI is what led to the
development of fibre channel in the first place.

However, the steps for troubleshooting this
type of outage would not be obvious to some-
one only familiar with the standard tools for
managing the SAN. On the other hand, as
companies start taking a full-fledged networking
approach to storage, new classes of switches
are emerging. These switches have capabilities
that have been standard in local area networks
(LANs) and wide area networks (WANs) for
years but are new features to storage. Making
best use of the new storage network compo-
nents begs for experience in both fields.

Despite the increased availability of new
director and backbone class SAN switches, dual
fabrics will still be used in future years. These
connections are more than just servers talking to
storage over a network. Increasingly, these net-
works are the applications. The data that once
lived inside the box out of sight and out of mind
is now traversing the data center (and in some
cases multiple data centers) 24 hours a day.

Understanding the implications of this is
easy for system administrators already famil-
iar with Direct Attached Storage (DAS). In
the DAS world, SCSI cables go bad and
fibre can fail. But dropping frames is just
not an option in the storage network; and
network administrators are more accustomed
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to troubleshooting routing protocols than
LUNs (logical unit numbers).

Companies are now developing routing
technology with management and controls
analogous to what network administrators are
used to using in traditional high-availability
LAN networks, but the technology is not yet
mature. Until it is, dual fabrics are likely to be
the top choice for high-availability environ-
ments, even those with switches that are
99.999 percent available. A redundant fabric
offers increased supportability, easier change
management, and in some cases, 99.9999 per-
cent (“six nines”) availability.

2. PERFORMANCE

Performance is an ever-moving target. First
the servers drive performance, next the appli-
cations catch up, and then the network
leapfrogs and the cycle continues. Right now
servers and applications are beginning to catch
up and drive traffic on the SAN. Where just a
few short years ago filling a full 1 gigabit (Gb)
pipe was the exception, today faster buses
drive at nearly line rate on 2Gb connections.
Couple this with the improvements that stor-
age array vendors have been making in the
performance of their storage systems, and the
result is increasing traffic in the SAN. Though
not talked about much yet, congestion is like-
ly to be a major concern for next-generation
SAN architects and administrators.

Congestion in the SAN has been off the
radar until recently because of how fibre
channel developed. Fibre channel hides con-
gestion by backing down over barring initia-
tors and limiting buffer-to-buffer credits.
Buffer-to-buffer (b-to-b) credits are the
mechanism that fibre channel uses to allow
servers or storage to transmit frames. A serv-
er may only be allotted three b-to-b credits
because a resource (such as a storage array)
needs to hand b-to-b credits out to all of the
servers trying to send frames to that particu-
lar port on that array. Very few switches or
applications on the market today can provide
a clear enough view into the SAN to locate
the source of congestion.

Traditionally, eliminating congestion in the
network was simply a matter of throwing more
bandwidth at it. However, that is not an option
when the bottleneck is storage. Disks only
spin so fast. Storage array vendors are actively
working to build faster arrays with new tech-
nology to use more disk spindles. Again, the
technology is not yet mature enough to elimi-
nate the problem easily.

To increase performance, then, a knowl-
edgeable SAN architect might advise looking
at SAN switches built with a five-to-seven
year time horizon in mind. The migration path
is to newer and higher bandwidths, such as
now standard 4Gb fibre channel, and soon
10Gb fibre channel. Controlling these higher
bandwidths and provisioning these links, how-
ever, will become increasingly complicated,
and increasingly important. In keeping with
their hybrid nature, high-availability SANs
will never be LANs; the traffic that traverses
the two will always be very different and will
behave differently. “Best effort” was fine
when architecture was not an issue, but now
that SANs have grown into the hundreds of
ports, performance management has become a
major concern.

As new server and array technologies
emerge to accommodate applications that
push the fabric to the limit, performance will
have to become a manageable asset in the
SAN. Higher port counts and throughput will
not be enough to accomplish the next level of
supportability and gain the next level of
return-on-investment.

3. SCALABILITY

Scalability has become a guiding principle
as SANs migrate from workgroups to the
enterprise, often accompanied by server and
storage consolidation projects. Ultimately,
most corporations would like to reduce the
number of storage resources while increasing
the amount of storage accessible in the plat-
form. Many are moving towards diskless
servers, or servers with minimal internal stor-
age in the form of 1U (U equals one rack unit)
and rack-mountable blade servers.

To achieve scalability then, the SAN needs to
be coupled with intelligent physical design.
When evaluating SAN switching, for example, it
is not enough to count the number of ports. One
must also consider how the network and applica-
tions will access the ports via fibre channel. SAN
architects may want to consider a modular
design. Even on highly available director and
backbone SAN switches, administrators may
still have to hot swap parts every now and again.

The ability to scale often means increased heat
and power, raising the question of how dense an
environment the data center can tolerate. This
issue will become increasingly important as
companies continue to consolidate and grow
their SANs. Many data center environments
were calculated with 3-5U servers (U equals
Rack Unit of Measure for a 19 inch Rack) in

mind, many of which did not produce the heat
that many of the 1U servers can. The bottom line
is that port count is only part of the equation.
SAN architects need to consider the environ-
mental impact of scale while acquiring a range of
technology that will work in the data center now
and for the next five years.

4. MANAGEABILITY

IT managers who began with mainframes
and moved to open systems or networks know
that today’s network management technology
has yet to reach the level of maturity it has in
the mainframe world. Although network and
open systems have come a long way in the
past decade and a half, SANs and storage are
still about 10 years behind. Few organizations
have a plan to coordinate storage and storage
switching management.

The technology has done little to make
management any easier. The reason that cur-
rent architectures allow so little visibility or
control of the storage infrastructure is due to
the lingering influence of the direct-attached
mentality. Administrators knew by hard
attaching what was going to happen and did
not have to worry about over-subscription or
b-to-b credits.

Some of the products from the newest crop
of intelligent switching platforms incorporate
standalone management stations to accom-
plish more management functions. Others are
embedding intelligence into the fabric. The
good news is that the adoption and innovation
curves are a little steeper and earlier in the
SAN than it has been in storage until now.

The Storage Networking Industry Association
(SNIA), a consortium of vendors, is moving for-
ward with standards work expected to make
management easier. The standards coming out of
SNIA, such as common information model
(CIM), are not going to solve all of the SAN
administrator’s problems. However, applying the
processes and procedures from the network and
open systems world to storage infrastructure,
while combining with emerging standards, will
go a long way to addressing some of the out-
standing management issues. Savvy adminis-
trators should evaluate what manageability and
visibility the storage infrastructure can provide
and plan on leveraging the standards.

5. SECURITY

All SANs should use secure protocols and
provide alternative methods to access and
configure the system, including SSH, SSL
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and SNMPv3. Beyond the basics that
administrators have come to expect from
network and open systems, the storage
infrastructure should offer the ability to sep-
arate one set of systems from another on the
fabric. Newer SAN switches can allow this,
but in very different ways.

SAN architects evaluating the options for
separating servers from each other must keep
in mind that they will be layering whatever
method of secure regions a vendor provides on
top of standards-based fibre channel zoning.
They will need to ensure that the right policies
and procedures, such as change management,
are in place in the base architecture, and that
whatever security they layer on top of it is
properly configured.

Here too, standards are evolving like those
that have been available in the networking
and open systems worlds for some time.
Eventually, they will allow for heterogeneous
storage infrastructures that make use of
encryption and autonomous regions.

Until then, anyone building a storage net-
work backbone will have to keep one eye on
the progress the standards are making and the
other eye on the policies their infrastructures
have in place. This way, they can take advan-
tage of what value-add the switching vendors
are providing today.

PULLING IT ALL TOGETHER

If there is one thing for IT organizations to
keep in mind as they search for the right person
to head their storage networking initiatives, it
is that everything old is new again. Storage
architects need at least a general understand-
ing of networking fundamentals as well as
application/database and storage technologies.
They will need a basic understanding of
fibre channel and a solid foundation for
understanding iSCSI as it matures. This per-
son’s resume should include a general
understanding of open systems and storage
arrays so that he or she fully understands
everything that must be attached to the SAN
and how it impacts operations.

Having a network architecture background
will be important, too. This means an ability to
gather the business requirements, map them to
the applications being deployed, and develop
an infrastructure keyed to the business needs.
Incidentally, it should also mean the ability to
state requirements clearly as well as a talent
for evaluating how well a given storage net-
work vendor meets them.

SAN storage is likely to be a hot button
for IT managers for the near future. Since
access to SAN storage is much more effi-
cient than access to LAN-attached storage,
SANs offer the promise of much wider use
for both disk and tape devices. Building and
managing an efficient and reliable storage
network keyed to business priorities—one
that will grow comfortably with the rest of
the infrastructure—is going to be a standing
challenge for many companies. It is going to
take a well-rounded skill set and a firm
grasp of systems, storage and networking
principals—in short, a new way of treating
storage—to do the job right.  
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