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In the summer of 2001, my employer, GuideOne Insurance, a
national property / casualty and life insurer, decided to pilot a
Linux project. Its purpose was to reduce the number of PC

servers we currently had and convert them to Linux instances running
on the mainframe. They would be installed on our mainframe under
z/VM. At that time, we did not have z/VM within our company. Our
experience was mainly mainframe OS/390 system programmers and
network and PC administrators. We had no actual Linux skills except
the experimentation that a few of us had tried. I had downloaded a
SuSE distribution that supported the mainframe from the Internet and
created a native logical partition (LPAR) on just one DASD to play
with the operating system. Several people on the network side had
done the same on PCs. One of our OS/390 system programmers had
worked on VM at a previous shop.

We had plenty of help from IBM and an IBM business partner in
our area, MSI Systems Integration. From this background and
many months of climbing the learning curve, we would create an
LPAR for z/VM, set up five pilot Linux instances, and almost 20
production Linux instances.

We learned many things along the way, such as how to install and
customize z/VM, how to customize TCP/IP under z/VM, how to
install and customize Linux, how to set up an OSA card for use
with the TCP/IP under z/VM, and how to manage the disk and
memory resources needed by each Linux instance. In this article, I
hope to explain what I had to learn about Linux and z/VM to set up
the DASD for these systems from an OS/390 systems program-
mer’s point of view.

The Linux instances need disk space for two main purposes—its
general file structure and swap space. The file structure is the direc-
tory of files that make up the Linux operating system. It also
includes any directories and files that are needed to run a specific
application. The swap space is similar to the OS/390 page and swap

datasets. Its purpose is to swap out low-use pages to disk. Linux
can initially be set up with no swap space at all. On the other hand,
you can also have two or more swap spaces as the need arises.

The z/VM DASD layout supports the Linux requirements as
well as one that is required by z/VM itself to initially install the
Linux instance.

GETTING STARTED

To get started, you have to logon to the MAINT userid that
comes with z/VM. Edit the ‘USER DIRECT’ file. This file con-
tains information about what resources each z/VM guest has
allocated. Figure 1 (on page 25) shows the edit screen from
z/VM for the Linux instance.

Most of what you see in Figure 1 (on page 25) is pretty standard:
memory amounts, device definitions, machine information and so
on. Looking at this example, you will notice four MDISK, or
mini-disk, statements have been set up for this Linux instance.
MDISK 191 starts at 0001 cylinder and is 50 cylinders in size.
MDISK 200 starts at 51 and is 200 cylinders in size and so forth.
This is the primary MDISK required for any z/VM guest.

MDISK 191 does not correspond directly to any Linux DASD
structure. Z/VM uses it to hold “boot” files from the Linux vendor,
in this case SuSE. Three files are placed here from installation
media provided by the Linux distribution. They are the image,
parm and initrd files. The location where you begin the installation
of Linux kicks off the load of the other mini disks you have allo-
cated. You can also install the “profile” exec on MDISK 191 to
automate the user logon process such as IPL.

MDISK 200 corresponds to the swap space we need for the
Linux instance. As stated before, you can add additional DASD
space for this if it’s needed later on.
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MDISK 201 corresponds to the file
structure of Linux. For a basic install of
SuSE 7.0, Linux will use about 10 percent
of the 3088 cylinders allocated for it. This
space could be made smaller, but as appli-
cations are added to Linux, the file structure
can grow quite a bit. There are also log
datasets for Linux itself and some of its
applications that can grow rather large.
For these reasons, it is a good idea to leave
yourself room to grow. Moving files and
directories from an existing Linux
instance to other DASD because of space
problems can be difficult.

You will also notice the first three
MDISK statements in this example have
the same volume serial (volser) of LIP040
because each mini disk resides on the
same volume. This does not have to be the
case. We have some Linux instances that
we know will need more space for the file
structure and larger swap spaces. These
can be allocated larger on individual
DASD if the sizing of the instance
requires it.

After you have defined the disk layout
and updated the VM directories with this
information you will have to format the
3390 volume and each mini disk you have
defined.

The 3390 volume format is accom-
plished by invoking ICKDSF under z/VM.
For example:

INIT UNIT(unitaddr) NOVERIFY

VOLID(LIP040)

Each of the mini disks are then formatted
using the FORMAT command under z/VM:

FORMAT 191 A

ADDING A DASD

Under Linux there are many steps you
must take to add a DASD. Each z/VM mini
disk will go through most of these steps.

The first step is to define the DASD
unit addresses to a text file in Linux. This
step can be done in a couple of ways. The
first way is using YAST, an installation
and maintenance tool provided with
Linux. YAST stands for “Yet Another
Setup Tool”. It is a GUI interface provid-
ed by the Linux vendor that you can use
to install and modify existing Linux sys-
tems. It can make things easier in this
process. You can also edit files using

VIM, an editor that comes free with most
Linux distributions. I would compare it to
ISPF, but that would not be fair to ISPF.
VIM edits text by typing special charac-
ters to change, delete or add to the text.
Once you are familiar with VIM, you will
be able to get the job done. Whatever
method you use will update a text file
called /boot/parmfile. Here is what the
file looks like:

linux40:~ # cat /boot/parmfile

dasd=0200,0201 root=/dev/dasdb1 noinitrd

The cat /boot/parmfile is just a command to
display the file on the Linux console. I think
of the cat command as an IEBGENER. The
difference is that the file you specify is the
SYSUT1, and the SYSUT2 is the Linux
console you are viewing.

You will also notice that every Linux
command line used in my examples is pre-
fixed with ‘linux40:’, the name of the Linux
instance where my system is running. This
is similar to the SYSNAME of the LPAR
you can see when looking at SYSLOG on
OS/390. Just like setting this value in the
SYS1.PARMLIB(IEASYMxx) member,
Linux can do the same thing.

After you have these mini disk addresses
added you must update files on what will be
the IPL volume for this Linux instance. This
step is done with the ‘silo’ command. This

command is similar to loading IPLTEXT to
OS/390 DASD using ICKDSF and has no
effect on any of the other files on that
DASD. It sets up areas used to IPL the sys-
tem. An example of the command:

linux40:~ # silo -d /dev/dasdb -t2

READY FOR FORMATTING

After the IPL volume has been updated
with the new addresses from /boot/parmfile
using the SILO command, the system must
be re-booted to make them available for the
next step—actually formatting them.

Each file structure mini disk needs to be
Linux formatted. This step is done using the
following command at the Linux prompt:

linux40:~# dasdfmt -f /dev/dasdc -b 4096

CREATING A FILE SYSTEM
FOR DASD

After formatting is completed you will
need to create a file system for that DASD.
There are several file system types than
can be used. For Linux under z/VM we
use ‘Second Extended File System’, or
‘ex2fs’. This step is done using the
‘mke2fs’ command:

linux40:~# mke2fs /dev/dasdc1
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FIGURE 1: Z/VM USER DIRECT FILE

linux40:~ # cat /etc/fstab
/dev/dasda1     swap                      swap             defaults   0   0
/dev/dasdb1     /                            ext2              defaults   1   1
/dev/dasdc1     /newname              ext2              defaults   1   2

FIGURE 2: LINUX FSTAB DISPLAY
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After the extended file structure is defined
you will need to create a directory that you
can associate with the DASD using the
‘mkdir’, or ‘Make Directory’ command:

linux40:~# mkdir /newname

MOUNTING THE NEW DASD

Finally you have to mount the new DASD
with the new directory using the ‘mount’
command:

linux40:~# mount /dev/dasdc1 /newname

This command is obviously like the
OS/390 MOUNT command. The device is
now ready for use with the directory that
is specified for access. The only problem
at this point is that the mount command
you just entered is not permanent. If the
Linux instance goes down for any reason
you would have to remount the DASD
again. Linux takes care of this with anoth-
er text file. This file, ‘/etc/fstab’, contains
a list of all DASD and how they are
mounted to this Linux. This is similar to
the VATLSTxx member in SYS1.PARM-
LIB on OS/390. However, the fstab file is
more important to Linux than that. If you
do not correctly specify the devices and
how they are mounted it could prevent the
system from coming up. It is used at boot
time to mount each one, so you do not
have to worry about doing it yourself. The
file looks similar to Figure 2 (on page 25).
Notice the various fields in this dataset.
The first field is the same /dev name we
used in our ‘mount’ command. The next
field defines the DASD mount.

You may have noticed by now the rela-
tionship between the traditional mainframe
addresses used for the z/VM mini disks,
0200, and the Linux ‘/dev’ names such as
dasda1. In this example /dev/dasda1 repre-
sents 0200, /dev/dasdb1 represents 0201
and so forth.

WHAT DASD IS ALLOCATED?

After all this is accomplished on Linux
you can display what DASD is allocated
using a few Linux commands.

The first command you could use is the
‘df -h’. As Figure 3 demonstrates, this
shows the space available on each DASD
mounted to Linux. Another command
shows you additional information about

how the DASD are mounted to Linux—the
‘mount’ command we used earlier but with
no parameters. See Figure 4.

SWAP DASD

So far, the focus has been setting up
DASD for file structures with Linux. The
process you need for creating SWAP DASD
is somewhat different. You still have to do
the first two steps we talked about, adding
the address to ‘/boot/parmfile’ and using the
‘silo’ command to update the IPL volume
with the information. You have to execute
some additional Linux commands to set it
up. First you enter the ‘mkswap’ command
to define the swap DASD and its size. It can
be up to the maximum number of bytes you
allocated in the cylinders on the z/VM defi-
nitions. An example:

linux40:~# mkswap -c /dev/dasdc 2000

The number 2000 in this case represents
the number of blocks on DASD that are
allocated for the swap. After this is com-
pleted you have just one more command
to do for swap, the ‘swapon’. I think of
this as the OS/390 PageAdd command.
An example:

linux40:~# swapon /dev/dasdc

This swap DASD is now up and running for
system use. However, just like adding a new
file structure volume with the ‘mount’ com-
mand is temporary unless you update the
‘/etc/fstab’ file, the same holds true for a
swap DASD. The ‘swapon’ will not be per-
manent unless you edit it into ‘/etc/fstab’ as
shown previously.
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linux40:~ # cat /proc/swaps
Filename                        Type            Size    Used    Priority
/dev/dasda1                  partition       600460  0       -1

FIGURE 5: LINUX CAT OF PROC/SWAPS

FIGURE 6: LINUX TOP DISPLAY

linux40:~ # df -h
Filesystem            Size       Used  Avail  Use%  Mounted on
/dev/dasdb1           563M   81M  453M  15%  /
/dev/dasdc1           740M  654M   48M  93%  /usr

FIGURE 3: LINUX DF -H DISPLAY

linux40:~ # mount
/dev/dasdb1 on /       type  ext2 (rw)
proc             on /proc type  proc (rw)
/dev/dasdc1 on /usr   type  ext2 (rw)

FIGURE 4: LINUX MOUNT DISPLAY 
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After you have the swap DASD set up
you use Linux commands to display infor-
mation about it.

The first way to display information is to
enter the command ‘cat /proc/swaps’ and
you will see the display shown in Figure 5.
(on page 26) If you had more than one swap
DASD that would also show up here. This is
similar to the ‘D ASM’ command provided
by OS/390 to display page datasets and
information about their use.

Another way to display swap information
is by using the TOP command. This com-
mand usually comes packaged with Linux. It
displays many details about system perfor-
mance, including swap and memory usage.
Figure 6 (on page 26) shows an example of
the output of the TOP display.

This shows swap, memory, number of
tasks running, and a list of the top tasks
based on CPU percent being used. It is sim-
ilar in many ways to the IBM RMF monitor
III session you can start on OS/390.

CONCLUSION

Much more can be done with z/VM and
Linux. Mini disks can be shared between
Linux instances. This allows some common
files to be used and perhaps save DASD
space. There is also a Linux-based product
called LVM, or Logical Volume Manager.
This product, from Sistina Software
Incorporated, allows a special DASD con-
figuration. Using LVM, you can have several
mini disks grouped together as one large
logical disk. It also allows you to add or
remove minidisks to the logical volume
later if you need to change how much space
you need. This feature can be very useful
for large data requirements such as file serv-
ing. LVM came packaged with the SuSE
distribution that we purchased. Sharing of
mini disks between Linux instances and
LVM will not be discussed here, but they
can really help managing DASD under
z/VM and Linux.

During the course of this project I found
several references very useful:

◆ Running Linux 3rd Edition from
O’Reilly Publishing. This was a good
book for a beginner who wants to
explore Linux on a deeper level

◆ LPI Linux Certification in a Nutshell also
from O’Reilly Publishing. Its purpose
is to prepare you for a certification that
is now available. Because the book covers

such a broad range of Linux topics that
might show up in testing, it is a good
resource for a Linux beginner.

◆ IBM Redbook Linux for S/390, which
you can find at ibm.com/redbooks
SG24-4987.

Managing our DASD was just a part of
what we had to understand to make our
z/VM and Linux project a success. It’s a
task common to systems of all kinds. In
this article I tried to explain some of the
basics as I saw them as an OS/390 sys-
tems programmer.

Dennis Johnson is employed by GuideOne
Insurance in West Des Moines, Iowa. He is a
senior systems programmer and is responsible
for the installation and maintenance of Linux
systems under zVM and OS/390 systems. He
can be reached at djohnson@guidemail.com.
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