
TECHNICAL SUPPORT • FEBRUARY 2003

Torrents of information flood in to NASA each day from
satellites patrolling both the earth and the solar system. A
large portion of that information is managed by Dr.

Jonathan Jiang and his colleagues. Jiang is a climatologist at
NASA’s Jet Propulsion Laboratory (JPL) in Pasadena, CA, part of
a team working on the Aura satellite, which is scheduled for launch
in January 2004.

To process the data that will come from the Aura spacecraft,
NASA is relying on Linux clusters. This article will examine the
Aura satellite’s mission and how JPL scientists are using a Linux
cluster to process satellite data and use it to model climate change.

SPACE PENGUIN

While Linux clusters are still considered cutting edge in many fields,
they are old hat at NASA. In the summer of 1994, Thomas Sterling and
Donald Becker built the world’s first Beowulf cluster at the Center of
Excellence in Space Data and Information Sciences (CESDIS), at
NASA’s Goddard Space Flight Center, consisting of 16 Intel DX4
processors. (Beowulf clusters use Commercial Off The Shelf (COTS)
hardware connected by a LAN to create a supercomputer.) By 1998, a
team at JPL had built a 64-node Beowulf cluster using 300 MHz PII
processors which had comparable performance to JPL’s Cray T3D
supercomputer. By November 2002, 93 of the world’s 500 fastest
supercomputers were clusters, with two of them earning top-10
rankings. The fastest was Lawrence Livermore National
Laboratories’ cluster, built by Linux NetworX and Quadratics, getting
5.7 teraFLOPS out of 2304 Intel Xeon 2.4 GHz processors.

For Jiang and his team, who are working on the Microwave Limb
Sounder (MLS) for the Aura satellite (See sidebar on page 16 for
an explanation of their project) setting up a Linux cluster was sim-
ply an extension of what they already had in place. The MLS team
members were using Linux workstations with dual 1GHz Pentium

III processors and 2GB of RAM. Custom software linked the 25
workstations, connected on a common subnet, into a grid so that
they would all act as a single parallel computing system. While this
worked for the early stages of development, when it came time to
start running simulations, more power was needed. The MLS team
opted to add a cluster using the same software they were using to
run the grid in order to get the necessary speed.

But in selecting a vendor and building the cluster, JPL had a spe-
cific requirement that the cluster run on the same grid software the
MLS team already had in place. The grid would remain in use, while
the cluster added additional processors for concurrent or backup use.

“We were pleased with the results we had gotten with our grid,” says
Navnit Patel, a contractor from ERC Incorporated (Huntsville, AL)
who operates as the team’s Science Computing Facility Manager. “We
also wanted to have clusters of nodes acting as parallel system so that
if one more client node went down, it wouldn’t affect the cluster.”

Patel says that several companies presented their cluster solu-
tions. JPL wanted an integrated hardware/software package, so it
wouldn’t have to waste time trying to get everything to work
together. In addition to price and performance, evaluation criteria
included durability, hardware repair and the working knowledge of
the vendor’s customer service personnel.

“The knowledge of the actual customer and technical support
representatives is important,” he says because, once you have pur-
chased the hardware and run into a problem, “you will need all the
help you can get from technical support.”

A critical requirement was that they demonstrate JPL’s grid software
running on their cluster and benchmark the results before submit-
ting a bid. In the end, IBM won the contract.

“The best advice I can give is to insist on a successful benchmark
using the software you intend to run on the cluster,” Patel says.

In this case, in addition to the custom grid software, all the MLS
applications are developed in house using Fortran 95. IBM built
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and configured all the equipment in its own
shop, and conducted extensive burn-in tests,
before shipping the equipment to JPL. In
January 2002, the new hardware arrived—
three racks loaded with a total of 64 IBM
X330 series 1U rack-mount servers, model
8674-11x, running Red Hat Linux 7.3 .
Each unit came with dual 1GHZ CPUs and
2 GB RAM. An IBM technician came out to
JPL to finish the installation. Since IBM
had done all the wiring at the factory, and
preloaded the operating system, it was sim-
ple for the IBM technician to complete the
installation: Just connect the three racks to
the master node, install the management
software, configure the master node and the
clients, and it was set for use.

The IBM cluster provided greatly
improved performance, but it still wasn’t
enough. Eight months later, JPL ordered
another set of boxes for the cluster—64
additional servers with dual 2GHz proces-
sors, but this time coming from Linux
NetworX Corporation (Salt Lake City, UT),
the company which installed the Lawrence
Livermore National Laboratory Linux clus-
ter previously mentioned. JPL’s Linux
NetworX Evolocity servers work together
with the IBM servers, making a total of 256
CPUs available in the cluster, in addition to
the 50 in the workstation grid.

A TERABYTE A DAY KEEPS THE
DOCTORS AWAKE

The data from Aura, the satellite that
studies the atmosphere, will be added to that
of the other EOS and legacy satellites in a
data store called the Earth Observing
System Data and Information System
(EOSDIS) where government agencies and
other interested parties can access it. The
EOSDIS currently collects data from four
EOS satellites and five earlier missions.
While three years ago NASA’s entire Earth
science data holdings totaled a mere 300
Terabytes (TB), the Terra satellite, which
studies land, has been adding to it at the rate
of 194 gigabytes (GB) of raw instrument
data per day and another 650GB of
processed data, doubling NASA’s previous
holdings in a single year. (This is nearly as
much as the Hubble telescope produces in a
year.) The Landsat-7 satellite adds another
150GB per day. Then there is the data com-
ing in from Aqua and all the other satellites.

Aura’s raw data production won’t be as
high as Terra’s, but it will still be beaming

earthward about 65GB of instrument read-
ings per day. The MLS instrument will be
sending an estimated 1200MB of raw data
per day, which then goes through three levels
of analysis. Level 0 data is the “raw count”
data from the instrument. Level 1 data
products (4000MB) are calibrated instru-
ment data at full resolution, together with
performance diagnostics and ancillary data
such as time of day and spacecraft altitude,
location and velocity. Level 2 data (80MB)
includes the geophysical products (tempera-
ture, humidity, chemical composition) and
their estimated precision at full resolution.

At Level 3 (50MB) we have daily and
monthly maps of the information.

READY FOR PRIME TIME

It takes a lot of computing power to gener-
ate all this data on a daily basis, which is what
the Linux cluster is designed to provide.

“We are currently running simulations to
test and improve the retrieval mechanisms so
when Aura is launched and the actual data
comes in, we will be ready,” says Dr. Jiang,
who uses the cluster located at JPL. “By using
the clusters, my colleagues and I have devel-

Doing Something About the Weather

There’s an old saying that people complain about the weather, but they don’t do anything
about it. Unfortunately, that isn’t entirely true. While people may not do anything to address
their particular complaints in this area, mankind’s actions have been affecting the weather.

One of the first such effects discovered was the Antarctic ozone hole, which some have
attributed to the use of chlorinated fluorocarbons. Later came the issue of global warming
that many claim to be due to carbon dioxide emissions. More recently, NASA discovered
that the heat generated by cities is exerting an influence on local weather conditions. For
example, scientists believe that heat accounts for a forty percent increase in lighting strikes
in the Houston area.

When it comes to predicting the weather, though, it’s another matter entirely. It’s not that easy
just to generate accurate weather reports a day or two ahead of time. And it’s far more complex
to track climate changes over a longer period and then to either pin those changes on a specific
human activity or determine that it is part of the natural cycle of global climate changes which
result in periodic ice ages. That job belongs to NASA’s Earth Science Enterprise (ESE).

Part of the ESE is the Earth Observing System (EOS) group of satellites. The first three of
these satellites are Terra, which studies land masses, Aqua, which studies the oceans, and Aura,
which studies the atmosphere. Aura’s flight path is coordinated with that of Aqua and two other
EOS satellites, Calipso and Cloudsat. These satellites all take coordinated measurements of the
same area within minutes of each other, so that NASA can assemble the data from all the dif-
ferent instruments into a composite picture of the area using Linux cluster technology.

Aura’s five-year mission, which begins after its January 2004 launch, is to answer three
key environmental questions:

◆ Is the Earth’s ozone layer recovering?
◆ Is air quality getting worse?
◆ How is the Earth’s climate changing?

“Due to the complexity of the climate system and the current limitation of climate models, we
don’t yet have undisputable proof of the relationship between greenhouse (e.g. carbon dioxide)
emissions and global warming, but we can’t wait till we have it before acting,” says MLS sci-
entist Dr. Jonathan H. Jiang. “It may take ten years or twenty years to develop clear observational
or modeling proof, at which point it might be too late for us to prevent the climate changes.”

The satellite contains four instruments, each measuring a different aspect of the atmos-
phere. The one Dr. Jiang is working on is called a Microwave Limb Sounder (MLS). In this
case, the term “limb” refers to the edge of the atmosphere, not a bodily appendage, and the
instrument measures the chemical composition and temperature of the atmosphere.

An earlier satellite, the Upper Atmosphere Research Satellite (UARS) also contains an
MLS, and JPL’s MLS team has published over 240 scientific papers based on the UARS-
MLS experiments. But that’s nothing compared to what will happen once Aura launches.

“We are looking forward to doing much better with EOS-MLS,” says Dr. Jiang, “since it
has one hundred times the precision of the earlier device and much, much more data will be
coming in on a daily basis.”
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oped and tested a new retrieval algorithm that
was not possible without the use of clusters.”

The users directly access the master node
right from their desktops without having to
go through the administrator. The user tells
the master node how many nodes or CPUs
he needs to get the job done and the master
node then allocates the job to the appropri-
ate number of available client nodes. The
added power makes it possible to move
computations up to the necessary speeds.

“I’m testing the cloud simulation and
retrievals,” says Dr. Jiang. “Without the
Linux cluster, it takes about three days to
process one day of data; but it takes less
than 30 minutes with the clusters.”

This means that the JPL scientists can
perform their simulations using the full cal-
culations they will use once the satellite
launches, rather than being restricted to
using a simplified model like they were
doing previously.

“We are in real time ‘live’ production
mode,” says Jiang.

But, like any other type of enterprise,
no amount of computing capacity is
enough for long. The cluster is working
well currently, and they have another
Linux cluster hosted by Raytheon
Company (Lexington, MA) for added
power, but a few miles away from the JPL
facility lies the campus of Caltech, which
manages JPL for NASA and which is
one of the members of the TeraGrid
consortium. Through TeraGrid, Caltech
and the other members—the San Diego
Supercomputer Center, Argonne National
Laboratory, the National Center for
Supercomputing Applications and the
Pittsburgh Supercomputer Center—have
access to more than 21 Teraflops worth of
64-bit Itanium processors connected
through a 40Gigabit-per-second backplane.

“I think in the near future when we work
on the next generation satellite experiment,”
says Jiang, “we must make use of the
TeraGrid.”

Originally from Scotland, Drew Robb is a full-
time freelance writer living in Los Angeles. He
specializes in technology and engineering
and has had hundreds of articles published
over the last few years. He is also the author
of a book on Disk Management which is due
out in the Fall.
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