
I n today’s business world, it seems that
everything needs to be available at all
times. You know the cliché about 24x7

availability. Twenty-four-hour customer service,
banking, shopping…you name it, and people
want it. Therefore, in order for a business to
remain competitive, it usually needs to provide
that constant access. That means they need their
technology and data available at all times.
Customers calling at two in the morning to
check their bank balances do not want to hear
that the system is down for maintenance (such
as backup, which we will touch on later). They
want access to their money now! Even more
crucial, customers do not want to hear at two in
afternoon that the system is down for unsched-
uledmaintenance, i.e. a crash. This is not only
inconvenient, but it also leaves an uneasy feeling
in the customer’s mind: “Is my data really safe
with this company?” There are a number of
methods that companies are using to try and
provide this access and security to their data,
and thus to their customers, but one of the fastest
growing and high-profile methods is clustering.

CLUSTERING

Clustering connects two or more nodes so that
they present one seamless, “virtual” highly avail-
able system pool to all the end users. This allows
sharing of resources such as files, servers and
print capabilities. The user sees no differentia-
tion in the resources; they do not need to specify
a particular node to access their file or process.
For clustered storage, all the storage looks direct-
attached. The so-called “heartbeat” connection
of nodes means that if one of the nodes fails,
there is transparent failover to another node, so
there is no interruption in the users’ experience
of service. A second major benefit of clustering
is the ability to load balance. This employs a
“manager” server, which points each user
request to a different node to literally balance the

load of each machine. This also decreases the
chance that any one node will overload and fail.

SHARING RESOURCES

Clustering is interesting because it gets us to
the notion of multiple machines sharing resources
and providing robust reliability. Sharing
resources sounds so much like an old theme of
mine, doesn’t it? Remember our mainframe that
allows everyone to share resources? The
biggest difference between the mainframe and
the cluster is that the mainframe almost never
goes down, versus UNIX, Windows, or
NetWare boxes that are still not mainframe-
robust. Therefore, the hardware/software man-
ufacturers have come up with clustering as a
plan to try to provide higher availability, and
allow people to gain access to shared resources.

ADVANTAGES

In fact, clustering has been around for a
while, dating back to the 1980s when it was
used in DEC’s VMS systems. IBM even has a
mainframe system approach to clustering—its
sysplex. Currently, Sun Microsystems,
Microsoft, and other leading hardware and
software companies offer clustering packages
that they tout as offering scalability as well as
availability. As traffic, data volumes or avail-
ability assurance needs increase, more nodes
and resources can be added to the cluster. This
allows easy incremental system growth. While
as an old mainframe die-hard, I do not believe
it is truly as robust as the mainframe, it seems
to be a good solution, and the scalability of
clustering is an advantage.

PITFALLS

However, clustering can still have its pit-
falls. One of the major problems is that many

backup products cannot support the automatic
failover. If a cluster fails over in the middle
of the backup, many backup products them-
selves fail, or at least stop until manual inter-
vention can fix the situation. This can pres-
ent a real issue—clusters can and do fail, and
there can be other dangers, such as viruses
deleting all the data in the cluster. Backups
are still an absolute necessity with clusters.
Never mind telling the customer that the system
is down for maintenance; just imagine telling
them that the system is down permanently,
and their data is gone. Delivering such bad
news is not a pretty picture for any busi-
nessperson, especially for the IT professional
who needs to tell their CEO. However, a few
products out there support failover automati-
cally and transparently, moving on to capture
the data from the next node seamlessly. So, if
you are considering moving to clusters, con-
sider finding one of the backup solutions that
do support it.

CONCLUSION

Clustering offers many advantages to
achieving high availability in this 24x7—
sometimes called 24x7xforever—world.
Although, it is worth remembering that noth-
ing is perfect, which is why high availability is
also sometimes referred to as 99.999, not
100%, availability!  
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