
Technical Support | December 2003

Grid Computing Using the
Sun Grid Engine

By  D av i d  G e e r

What is grid computing and what can it offer? This article
presents the benefits of and theory behind the technology of
grid computing and concludes with how-to information on
performing an installation.

GRID
computing offers increased throughput through increased
use of processing power. You can increase utilization

of “idle cycles.” “Instead of having a machine dedicated to each
application—and making sure that machine meets the specifications
for maximum load—you can have a smaller server farm run all your
applications, sharing the capacity of each machine across all tasks. You
no longer have to waste excess capacity on individual machines, mean-
ing fewer machines, lower software and maintenance costs, less
administration, and more efficient use of resources,” says Kent Smith,
President, IPSO Incorporated (Wayland, MA).

“Grid computing is about sharing cycles and resources over a network
and moving the compute to where the resources are idle. Once these
technologies take off, there is a huge, huge pool of unused resources
out there, and you are going to drive these utilizations from where they
are today, which is quite often below 20%, well up into the 60s or 70s,”
says Pete Marshall, Assistant VP, Candle Corporation.

First, you need to drive server utilization, virtualization or consoli-
dation well in-house. Then, find a partner to do grid computing with
that has a load that is asymmetrical to yours. Increased utilization also
allows you to delay adding or upgrading equipment by getting more
out of existing hardware. You also free up your time because you can
submit several jobs at once, and the system will assign those jobs to
resources as they become available. A load-balancing virtualization
occurs where a request is routed to a particular processor with access
to common resources, but scheduling is based on resource manage-
ment. You measure performance of target systems and then schedule
the job.

“What is more complex is to do that across multiple applications. We’re
starting to see that with some of the server virtualization and e-business on
demand. Beyond that, you get into the autonomic kind of computing
whereby you can provision at the hardware level on demand. If you get
toward the end of the month and see the account reconciliation work
load go up, for example, you can automatically start reprovisioning
hardware, moving from Windows to Unix on some systems to reprovision

an application and move forward. You’d start to turn the whole thing
from a bunch of servers into a true utility,” says Mr. Marshall.

Grid computing offers savings in hardware, support and man-hours.
When companies move from client-server to web-centric, central con-
trol type models, they realize they have purchased many servers for
individual tasks. “I was talking to one customer in NY who did this.
They had to turn the air-conditioning back on that they had previously
used for the mainframe,” says Mr. Marshall. You do not need a server
for every task with grid computing. Distributed resources—a pool of
fewer machines—handle tasks. “The math is going to work for you.
Not only in the saving of hardware costs, but also in the ability to bring
down licensing costs. That’s why a lot of vendors are moving to user
licensing instead of server licensing,” says Mr. Marshall.
Administration costs come down because you need fewer staff to run
grid computing than you do to manage a large server farm.

Grid computing will begin with a lot of in-house virtualization.
Companies will go from geographically distributed servers, to servers
in one room, to virtualization and grid technologies. Then they will
connect those grids to share computer resources between organiza-
tions. “We’ve started to see some pilot projects in bioengineering and
even in financial services where people who need to do large compute
jobs on an irregular basis can get access to more cycles,” says Mr.
Marshall.

GRID THEORY

The theory behind grid computing is that we can recover and use
available CPU time on what are nearly a billion computers worldwide
that are often sitting idle or performing minimal tasks. The available
CPU time can be added together from among all these computers and
used, creating an environment far more productive due to high efficiency.
This involves distributed and parallel computing. Productivity increas-
es much further if the computers in the grid are supercomputers. With
ubiquitous supercomputing awaiting us via standardized equipment
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now available as off-the-shelf computer clusters from companies like
Linux Networx, and broadband speeds of 40-Gigabits per second
reached this year on the TeraGrid, that productivity increase will also
become reality.

HARDWARE AND SOFTWARE

You need to do server inventory. Do network planning, then move
the servers to a central location. Measure the workload over the
course of a business cycle. Figure the average load and do some
modeling. “As you reprovision servers, reprovision them in a differ-
ent way. Look toward server virtualization. Consider the total cost of
computing. Then go out and buy the right kinds of software virtual-
ization,” says Mr. Marshall. In addition to servers and software for
virtualization, you need a software package for grid management,
not only to facilitate jobs but also to keep the grid from failing when
one or more servers fail.

HOW GRID COMPUTING IS USED

Distributed servers are moving to virtualization. Some are outsourc-
ing to hardware providers. Some large enterprises are beginning to
share resources and move toward the global grid for storage. Some
companies are “doing bioinformatic searches or portfolio analysis in
financial organizations,” says Mr. Marshall.

Grid computing is beginning to be used by industries with urgency
(to arrive at research conclusions) as well as by those who will see
improved performance and savings. These include drug companies,
which are able to bring new medications to market years ahead of
schedule because of grid computing. (Grid computing allows pharma-
ceuticals research to quickly weed out drugs that will not make it to
market, arriving at those that will much faster.). Military, government,
science, education, and the financial communities will also be among
the first to benefit.

Grid computing will be useful for companies that need access to a lot
of processing power at significant savings, and in many cases by pur-
chasing CPU time rather than hardware.

SETTING UP A GRID

You will need the free SGE 5.3 download available from Sun at
http://wwws.sun.com/software/gridware/sge_get.html (this is the base-
line product). Once familiar with its use and benefits you may want to
try the SGE Enterprise Edition with which you can manage resources
in more detail.

“In the latter case, switching between the Grid Engine baseline product
mode and the Enterprise Edition is an installation option described in sec-
tion 5 (the last) of the following page: http://gridengine.sunsource.net/
project/gridengine/23o701rb.html,” says Fritz Ferstl, Manager Grid
Computing Engineering, Sun Microsystems. Make sure the download
includes the common package and at least one binary.

Following the explanations herein and the resources referenced here,
you will be installing the SGE v5.3 on a computer cluster. The cluster
must be of a homogeneous platform consisting of either Linux exec
hosts or Solaris exec hosts. If you wish to demo the package first, you
will be using the POVRAY (Persistence of Vision development team)
rendering package. “Since frame and POVRAY rendering are examples
of compute intensive applications that can be parallelised, they are
good examples of compute farm applications,” says Chris Lawrence, a
technical consultant in the UK.

If you want to graduate to the Enterprise Edition, you should
develop an understanding of Distributed Resource Management
(DRM). This will help you determine how the Enterprise Edition can
be helpful to you. You can catch up on this with materials like Sun’s
Grid Engine manuals, Sun’s white papers on the DRM foundation:
http://wwws.sun.com/software/grid/whitepapers.html, and the DRMAA
spec: http://www.drmaa.org/docs/ggf-rec-drmaa-1_0.pdf. In the context
of SGE, Enterprise Edition supports the DRM architecture. DRM can
increase efficiency and throughput and reduce costs. DRM primarily
“formalizes the methods that are used to take advantage of multiple
resources (CPUs) on multiple machines,” says Kent Smith, President,
IPSO Incorporated (Wayland, MA).

“A DRM system consists of a pool of resources, workloads which
are supposed to be distributed across those resources and a scheduling
middleware, which maps workloads to suitable resources, executes them
there and collects the results. A typical scenario would be rendering of
a huge number of movie scenes on a cluster of servers orchestrated by
a DRM system like SGE,” says Fritz Ferstl, Manager Grid Computing
Engineering, Sun Microsystems.

You will install SGE v5.3 using a combination of the qmon GUI
and the command line. That is solely because a combination of the
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FIGURE 1: THIS FIGURE IS THE SUN GRID ENGINE QUEUE CONTROL
PANEL

The theory behind grid computing is
that we can recover and use available
CPU time on what are nearly a billion
computers worldwide that are often

sitting idle or performing minimal tasks.
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two provides the easiest setup rather than the exclusive use of either
interface.

Upon determining your network environment and storage needs, you
will be ready to install SGE.

INSTALLATION

SGE v5.3 includes a thorough installation document. Before running
the installation scripts, familiarize yourself with the entire INSTALL
document in the doc directory of the distro. The install scripts come
with the download in a tarball. When you extract the files from the tar-
ball, the installation scripts will be included.

After unpacking the so-called “common” package, the installation
scripts reside in the top-level directory of the hierarchy as unpacked.
The installation scripts are called install_qmaster and install_execd.

Follow the install instructions, adding the following.
Designate a host as master host. The master host is responsible for

farming out tasks to execution hosts. Tasks are submitted to the master
host with the qsub command. On each execution host there is at least
one queue, and these are usually mapped to the processors on each
machine. So an exec host with four processors would typically manage
four queues. The master host would know that that host had that capa-
bility and be able to track where it was up to. SGE takes care of all
this communication.

The ideal system for the master host is a two CPU system. It should
have a generous amount of memory, and it should have fast CPUs.
Product requirements are listed in the documentation. For all hosts, set
up an administrative user. In the TCP services file, create a port for grid
engine communication. This is done for all systems. You can put SGE
on the master host or on a file server. Perform an untar once only and
do an NFS mount from the compute host onto the location. The other
systems will do an NFS mount of that file system. There is further
detail in the install guide.

You must share one directory between the master and exec hosts. This
allows you to share the SGE distribution files. Make this directory the
home directory for the SGE admin user “sgeadmin.” Install all applica-
tions in this shared directory. In this way, the administrative user can be
used to run all jobs, and you only need to share the one directory for all
three purposes. Make sure that the UID/GID (User ID/Group ID) for the
admin user “sgeadmin” is the same on all hosts. If these were to differ,
the hosts would think each was a different user.

You have one master host and an arbitrary number of exec hosts in
an SGE grid. On the one host, which you pick as your master host, you
need to run the master installation script install_qmaster. On each of
the exec hosts you run install_execd. The installation scripts ask for
input several times offering defaults. For the simplest installation, just
accept the defaults. The execution host installation also creates one or
more “containers” (the so-called queues) for running different types of
jobs on that host. Just create a single queue to keep it simple.

Add a line to the administrative user’s shell configuration file. It will
automatically source the SGE configuration script. For csh or tcsh add
a line to ~/.cshrc

source <path_to_SGE_ROOT>/default/common/settings.csh

The file <path_to_SGE_ROOT/default/common/settings.csh con-
tains several convenient definitions and settings which SGE users and
administrators might wish to import into their environment. “Sourcing”

that file does this. Importing such information is dependent on the com-
mand interpreter users are using. The above works for the “csh” or
“tcsh” command interpreter.

For sh, ksh, or bash add a line to .profile.

. <path_to_SGE_ROOT>/default/common/settings.sh

This step is required for the command interpreters “sh,” “ksh” and
“bash.” Note that they require a different file to be “sourced” than “csh”
and “tcsh.”

For this setup, accept the default install setting to create only one
queue per host.

Note: Some excerpts from the Quick Installation Guide, Sun
Microsystems, used with permission.

VERIFYING THE INSTALLATION

One way to verify the installation is to enter a sleep job by logging
in as the administrator, and sourcing the settings file if this is not auto-
matically done in the shell configuration. Change directory to
$SGE_ROOT. Qsub examples/jobs/sleeper.sh and run qstat to see the
job running. If qstat returns nothing it means the job has completed.

APPLICATION INSTALLATION

As sgeadmin, untar the POVRAY demo. Do this in the home direc-
tory of sgeadmin. Change directory to the anim_demo directory, and
run the script render.sh. Upon seeing the single frame of an animation
render to completion and the window disappear, you will have a .ppm
file in the output subdirectory.

If no frame renders, make sure the DISPLAY environment variable
is set and make sure the console you use has xhost permissions set for
access from all hosts.

If the render.sh script works on the local system, you are ready to run
jobs on all exec hosts using the SGE. The DISPLAY environment
variable must use the hostname or IP of the display host, not just the
display number. An example would be DISPLAY=hostname:0.0, rather
than DISPLAY=:0.0. Be sure to have enabled remote displays on the
remote host with “xhost +.”

At the prompt, type the qsub render.sh command. This sends a job to
an exec host. You should see a single frame being animated at some
point. The frame is animated on an exec host with the display sent back
to your console.

At this point, you are doing grid computing.

TROUBLESHOOTING

Most troubleshooting issues surround name resolution. The master
host and compute hosts must agree on what their names are. Grid
Engine comes with troubleshooting tools for dealing with these kinds
of issues. You can define an alias file to give a host a number of agreed-
upon logical names to resolve to. These must be distinct from any given
for any other host. You also need to make sure the wrapper script sets
up the environment variables properly for the application.

As for upgrades, the patch model is followed, or a release with a
patch or patches is offered.

For some useful applications of SGE, see the blueprints at
http://www.sun.com/solutions/blueprints/browsesubject.html#resource
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and the case studies at http://wwws.sun.com/software/gridware/
case_studies.html.

Additional resources at: http://www.sun.com/products-n-solutions/
hardware/docs/pdf/816-4739-11.pdf

Here are a few examples of typical configuration tasks, courtesy of
Mr. Ferstl, which grid administrators perform in order to fine tune their
SGE installation for their production system needs:

� You will want to configure your queues (load thresholds, number
of jobs to run in a queue, job resource limits, etc.).

� You may want to add further queues for other types of jobs.
� You will want to represent critical resources such as software

licenses or disk space via the configuration of so-called
“complexes.”

� You may need to configure so-called “parallel environments” if
you intend to run jobs which make use of parallel processing.

� If using SGEEE you will want to configure its share-entitlement
policies to control which user group gets what portion of
the resources.  

David Geer is a NaSPA member and full-time freelance writer and the owner
of Geer Communications, a freelance writing services company. David
specializes in corporate writing, technical and business writing and journalism,
and general topics. Reach him at Geercom@alltel.net
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