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Making the Connection:
DFSMShsm Fast

Subsequent Migration

I n large-scale business data processing,
there is nothing more important than

the production workload. Regardless of
industry, production systems are central to
the ability of the company to do business.
The production workload, in turn, is depen-
dent upon the availability of enough DASD
space to meet processing needs. One way
that the storage administrator ensures that
this space is available is to use the storage
management subsystem to migrate unused
data from primary DASD to the slower but
cheaper, lower levels of the hierarchy; ML1
(compressed DASD) or ML2 (tape).

Perhaps even more important to produc-
tion processing than the availability of
DASD space, however, is the availability of
data. If access to a required dataset is
delayed, then performance may suffer. For
this reason, the system automatically recalls
migrated datasets when they are needed,
mounting the required tapes and transpar-
ently restoring the dataset to DASD.

The storage administrator must perform a
balancing act, using the SMS management
class attributes to migrate data as necessary,
but not so often that datasets are “thrashed”
back and forth between disk and tape.

Often, however, factors beyond the con-
trol of the storage administrator, such as
application requirements or the need for
more aggressive migration to provide disk
space, result in datasets being recalled and
re-migrated several times.

Prior to version OS/390 version 2.10, if a
dataset that had been recalled needed to be
migrated a second time, DFSMShsm could
not reuse the existing version of the dataset
on the ML2 tape, even if the dataset had not
been changed during its time on DASD.
Instead, the migration process was repeated
over from the beginning, with the dataset
moved to a new tape. This wasted both tape

and, particularly for very large datasets, I/O
and processor resources.

To address this problem, OS/390 version
2.10 introduced a new function, Fast
Subsequent Migration, which allows
DFSMShsm to “reconnect” migrating
datasets to their already existing copies on
tape (if the tape has not already been recy-
cled), eliminating the need to copy the
dataset a second time. For installations that
keep data “in the channels,” Fast Subsequent
Migration may provide a significant boost in
migration performance.

Fast Subsequent Migration is implement-
ed through the DFSMShsm SETSYS
RECONNECT command. If
SETSYS(RECONNECT(ALL)) or
RECONNECT(ML2DIRECTEDONLY) is
specified, then at re-migration time,
DFSMShsm can update the existing record
in the Migration Control Dataset (the MCD
record in the MCDS) to indicate that the
record, which was invalidated when the
dataset was recalled, is now valid again.
The MCD record points to the ML2 tape
volume, which contains the migrated copy
of the dataset, so there is no need to move
the data again — instead, the dataset is
merely deleted and its catalog entry is
changed to indicate that it now resides on
volume MIGRAT.

Reconnection does not affect ML1-to-
ML2 migration — it only applies when data
is being migrated from primary DASD. The
RECONNECT(ML2DIRECTEDONLY)
parameter indicates that reconnection
should occur only for datasets that are
about to migrate directly to ML2, while
RECONNECT(ALL) indicates that even if
the dataset would normally go to ML1, it is
instead to be reconnected to its ML2 tape. It
can be performed for all types of datasets,
both non-VSAM and VSAM, though

VSAM datasets cannot have alternate
indexes or paths. If a dataset is not eligible
for reconnection, no error occurs — it
simply goes through the normal migration
process. While the SETSYS RECONNECT
parameter is systemwide, more detailed
control over reconnection can be obtained
through the ARCMDEXT exit, which can
allow or prevent reconnection at the level of
individual datasets.

HOW DOES
RECONNECTION WORK?

In order to successfully reconnect a
migrating dataset to its existing ML2 tape,
several things must happen. First, when the
dataset is recalled, a bit is set in its catalog
entry that indicates that DFSMShsm should
consider reconnecting the dataset when it
next migrates. This will occur only if the
dataset has a current backup and if the
migrated copy of the dataset resides on a
single tape — the catalog bit will not be set
if the migration copy spans tapes volumes.

Later, when the dataset is again a can-
didate for migration, if the catalog bit that
indicates reconnectability is still on,
DFSMShsm checks several conditions to
see if reconnection can actually be per-
formed. The key condition is that the
dataset must not have changed since it
was recalled. If it has, then the migration
copy does not reflect the current contents
of the dataset, and the dataset must be
migrated normally. The change bit in the
dataset’s format-1 DSCB (DS1DSCHA),
which is set whenever a file is opened for
output, is used to determine whether the
dataset has changed. The reconnection
process also checks to see that the last
backup date in the MCD record matches
the dataset on disk, since it is possible
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that the dataset might have been changed and then been backed
up by DFSMShsm, which would have caused the change bit to
be turned off. A potential danger exists if recalled datasets are
changed and other software is used to back up the dataset, since
this software will turn off DS1DSCHA and DFSMShsm will be
unaware that the dataset should not be reconnected to its ML2
tape. A DFSMShsm DUMP class with the RESET attribute
should not be used on volumes containing recalled datasets for
this reason.

Reconnection can occur regardless of the type of migration, i.e.,
a volume migration or an individual dataset migration, unless
migration to ML1 is forced. If reconnection is successful, then the
ARC0734I messages in the DFSMShsm activity log will indicate
this with ‘ACTION=MIG-RCN’ rather than ‘ACTION=MIGRATE’.
Reconnection is bypassed for the migration/recall performed by
DFSMShsm primary space management in order to reduce the
number of dataset extents, since it would obviously not be useful.
By the same token, reconnection also is not performed for a
MIGRATE CONVERT command, which attempts to move datasets
from one L0 volume to another so that the source L0 volume can be
removed from HSM.

Several conditions can prevent reconnection from occurring and
force a dataset to be fully migrated. This might occur if, for exam-
ple, the MCD record had been deleted or the dataset’s ML2 tape
had already been recycled. Reconnection is also bypassed if there
has been any change to the dataset’s catalog entry since it was
recalled (especially the turning off of the reconnection-eligibility
bit), or if the creation date of the dataset differs from that recorded
in the MCD record. As previously mentioned, the dataset must have
a current DFSMShsm backup in order to be reconnected, but the
backup must be the same one that existed at the time of the first
migration — a new backup would mean that the dataset had
changed since it was recalled.

The storage administrator must take into account some of the
challenges that Fast Subsequent Migration introduces. For instance,
a larger MCDS may be necessary to accommodate the need to keep
MCD records around longer. The longer the MCD records are kept,

the greater the likelihood that a migrated dataset can be reconnected
to its ML2 tape. MCD records are normally deleted by
DFSMShsm’s automatic secondary space management function,
subject to the SETSYS MIGRATIONCLEANUPDAYS value. A
new parameter on this command indicates an amount to add to the
“predicted remigration” date, which is the date of recall plus the
age of the dataset at the time of the last migration. MCD records
can be deleted when they reach this date. It may also be desirable
to run the tape recycle function less often, to improve the chance of
reconnecting re-migrating datasets.

ADDITIONAL CHALLENGES

Another challenge for the storage administrator is the issue of
datasets such as GDGs or Tape Mount Management files, which
may be created each day by the thousands, and then subsequently
migrated and recalled several times, but which do not require a
backup because of their short lifetimes. Without a backup, these
datasets cannot be reconnected to their ML2 tapes, since the for-
mat-1 DSCB change bit will be on. APAR OW53608 documents
the availability of a DFSMShsm patch that turns off the change bit
when a dataset is recalled. This patch can be used to make these
sorts of datasets reconnectable.

In large enterprise computing centers, migration of disk datasets to
and from tape can be a significant consumer of resources as well as
an important factor in insuring that the production workload runs reli-
ably and efficiently. Fast Subsequent Migration is a technique that the
storage administrator can find useful in the continual effort to
improve the data center’s contribution to the corporate mission.  
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