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Data-access demands have certainly changed since the early
’70s when the IBM development team, which I was a
member, designed MVS. At that time, the idea of data

sharing was compatibility with MFT, MVT or SVS, and in some
instances, even allowing another similar system to access shared
data through hardware. Any notion of an independent workstation,
let alone another operating system, was severely limited.

Now, with Windows on every desktop and Windows servers
providing the enterprise infrastructure, a new set of requirements
has emerged. Today, enterprises need to access their corporate
information in near real time. However, it is still extremely difficult
to access mainframe data outside the glass house. OS/390 has
effectively put the data in “jail.”

This is very unfortunate since approximately 70 percent of business
data is stored in S/390 mainframes. Moreover, this situation is not
likely to change soon. Many companies have made VSAM for
OS/390 and COBOL the cornerstones of their application solutions.
The mainframe’s performance, stability, security, and scalability
make it the most popular method for storing critical historical
and current data.

However, getting that data to the desktop in a usable form
remains a challenge. A spring 2002 study by market
research firm IDC showed that the top two application
integration challenges are the integration of new technolo-
gies with legacy systems and the large number of disparate
systems that need to be integrated. According to the study,
55 percent of users feel that it is “critical” or “extremely
important” to have products and services that support
integration today. Moreover, this number is expected to
increase to 85 percent by 2004.

Clearly, enterprises need a new enabling technology and
communication infrastructure for connecting Web and Windows
applications to S/390. The challenge is meeting today’s need for
real-time access to critical host data, while maintaining the security
and integrity of the legacy systems.

The remainder of this article will discuss this challenge and
describe a “Virtual Real-time Data Mart” approach to meeting
that challenge.

PROBLEM AREAS

The following three major problems impede easy access to
OS/390 data:

◆ Too much information about the data is not kept with the data.
Data about the data (meta data) resides in multiple places. The
catalog contains information about where the data is stored.
The VTOC contains precise information about the location,
format and amount of data. Most importantly, information
about the structure of the data is generally kept in the application.

◆ OS/390 data is so valuable that its integrity and security
cannot be compromised. The mainframe operation must not
be impacted, and a high degree of change management must

be accommodated.

The Virtual Real-time

Data Mart: Freeing Mainframe

Data from its “Jail”

A Virtual Real-time Data Mart can enable organizations to quickly, easily and
cost-effectively utilize their legacy data for more accurate strategic decisions,
thus leveraging their investments in mainframe computing.

BY RON HANKISON

Today, enterprises need to
access their corporate information

in near real time. However, it is still
extremely difficult to access

mainframe data outside the glass
house. OS/390 has effectively

put the data in jail.

©2002 Technical Enterprises, Inc. Reproduction of this document without permission is prohibited.



◆ The host data format is very different
from the desktop format. Text is stored
in different formats (e.g., EBCDIC vs.
ASCII, double byte vs. Unicode).
Numeric data is formatted for packed
decimal vs. numeric, and S/390 floating
point vs. IEEE. Items such as date and
time are also in different formats.

DATA ACCESS ALTERNATIVES

There are several ways to address these
problems:

◆ An organization can create a universally
accessible data warehouse or data mart
(more on this later).

◆ An enterprise can move to a more modern
set of applications off the mainframe
(e.g., SAP, PeopleSoft, Seibel).

◆ The organization can move its critical data
to a distributed relational data manager.

◆ The enterprise can utilize ad hoc
processes such as screen scraping, FTP,
NFS, email or “sneaker net.”

Unfortunately, these approaches have
their problems, including substantial imple-
mentation and operational costs. They can
take a long time to implement. They may
not enable access to all the required data.
In many cases, the approaches create the
problem of keeping operational and deci-
sion-support data coordinated.

A new approach, a Virtual Real-time Data
Mart, supports an enterprise’s decision-
support needs without these disadvantages.

DATA WAREHOUSES AND
DATA MARTS

To understand the Virtual Real-time Data
Mart concept, it is essential to understand the
traditional data mart, which is a subset of the
traditional data warehouse. A data warehouse
is a central repository for all or significant
parts of the enterprise data. Typically, one or
more servers house a data warehouse. Data
from various online transaction processing
(OLTP) applications and other sources is
selectively extracted and organized on the
data warehouse database for use by analyti-
cal applications and user queries.

Data warehousing emphasizes capturing
the data from diverse sources for useful
analysis and access. Because developing a
data warehouse is such a large undertaking,
its design focuses as much, if not more, on

creating the infrastructure as on solving the
end users’ data-access problems.

Data marting, conversely, deals almost
exclusively with servicing a distinct commu-
nity of knowledge workers. As a model, data
marting ignores the practical difficulties of
protecting production systems from the
impact of extraction. Instead, the data mart
focuses on the knowledge workers who would
probably use the data mart to get the informa-
tion they need. The data mart acquires the raw
data necessary for the analysis and builds a
data model that is compatible with the user’s
needs, changing the vocabulary of the data, if
needed, to reflect the current task.

The problem is that implementing and
maintaining traditional data marts is costly
and time consuming. That cost, whether
borne exclusively by the division or depart-
ment using the data mart (e.g., the financial
department) or shared with the other general
IT and business services, must be factored
into the decision.

IMPLEMENTATION AND
MAINTENANCE CONSIDERATIONS

The most important activities in the
design of a data warehouse or data mart
are information and data modeling, along
with the definition of the meta data. The
implementation team needs to identify and
analyze potential sources of data, and
develop an effective interface for access-
ing the data in the data warehouse. The
data acquisition processes, programs and
procedures need to be designed to meet
the requirements of the data warehouse or

analytic application. Historically, a sub-
stantial amount of the time and expense
associated with data warehousing is asso-
ciated with data acquisition activities.

Once the data warehouse is up and run-
ning, the job is far from finished. The system
and the data must be maintained, and the
capacity and performance of the data
warehouse must be managed. To ensure
consistency and compatibility with in-place
procedures, the procedures must include
data maintenance routines to update, load,
back up, archive, administer, and restore/
recover data. Processes for application
version control, hardware and software
maintenance, error reporting and other man-
agement tasks must also be implemented.

In short, keeping the data in a data ware-
house current and consistent is a never-ending
task. When considering a data warehouse or
data mart, an organization needs to have the
long view. It is typically more expensive (and
complex) to maintain a data warehouse or
data mart than it is to build one.

ADVANTAGES OF THE “VIRTUAL
REAL-TIME DATA MART”
ARCHITECTURE

A Virtual Real-time Data Mart, on the
other hand, provides many of the advan-
tages of the traditional data mart, without
the significant implementation and mainte-
nance disadvantages. This approach provides
a robust, highly scalable communication
infrastructure for connecting Windows and
Web applications, in real time, to OS/390
data. Organizations can easily tailor the data
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views to specific user communities. Any
new or existing enterprise application,
including appropriate decision-support
applications, can directly read data from
wherever that data resides within the enter-
prise. Data can come from multiple sources
simultaneously. Data does not need to be
moved from its storage location; rather the
Virtual Real-time Data Mart accesses the
specific data records or fields required by
the requesting application, integrating data
from the various sources as necessary.

The Real-time Virtual Data Mart archi-
tecture can provide several advantages,
including:

◆ the architecture is easy to implement
◆ the system can be made to serve a larger

number of users without requiring
major procedural changes

◆ the approach allows data marts to be
created in any data format such as
relational, spreadsheet or flat files

◆ technical meta data can be reused
across the enterprise, ultimately
reducing the cost and
development/implementation time.

◆ the architecture promotes an enterprise-
wide common vocabulary by sharing
common business information

◆ the architecture allows the data mart
creation process to be automated

◆ the design is not tied to any specific
decision support system vendor or
database methodology

◆ with its centralized location of
information, the architecture ensures
data consistency across the corporation

◆ the Virtual Real-time Data Mart allows
the system to quickly respond to ad
hoc requests

◆ massive programming or operational
changes are not required

◆ the Virtual Real-time Data Mart
de-emphasizes the need for a back-end
data warehouse

◆ virtually all industry standard interfaces
and languages are supported, including
XML, .NET, ADO.NET, OLE DB,
ADO, Active X, C, C++, C#, Visual
Basic, VB Script, VB.NET, and Java

For a Virtual Real-time Data Mart to func-
tion effectively, the three major problem
areas cited previously must be addressed:

◆ Information about the data: A meta
data repository must extract the

necessary information about the
data and its structure from the system
and application.

◆ Security and integrity: The data-
acquisition engine must function as an
authorized subsystem on S/390,
accessing data in read-only mode.
The engine must also exploit the
underlying security managers (e.g.,
RACF, ACF2, Top Secret) to guarantee
integrity and security.

◆ Format: The meta data repository must
enable the OS/390 data to be translated
into industry-standard Windows and
Web formats. The repository must
provide a tool that reads COBOL
copybook definitions, and generates
and output meta data for the mainframe.

THE VIRTUAL REAL-TIME DATA
MART ARCHITECTURE

To address these problems, the Virtual
Real-time Data Mart is a multi-tiered system,
as shown in Figure 1. This architecture allows
the system to expand from multiple clients
accessing a single Windows server (2000, NT
and XP), and mainframe environment to an
unlimited number of inter-networked clients
(Windows 95, 98, 2000, NT and XP), servers,
browsers and mainframes.

The system is composed of templates,
agents and bridge-interface components.
These components provide client applications
with real-time access to existing data from all
servers running the agents, wherever they are
located in the system.

Each tier of the system runs a software
agent, which abstracts the underlying oper-
ating system and hardware, ensures security,
provides communication, extracts and
transforms data, and presents that data to
the application. Each agent recognizes the
platform hardware, operating system and
application-interface characteristics. The
agents translate the data format, integrate it
with information from other data sources,
and present the integrated data to the new
application in a ready-to-use form. Each
agent can act as either a data provider or a
data consumer.

The clients access data via pre-defined
templates, which are used as instructions to
agents. The templates tell the agent the
physical location of the data, the records
and fields to extract, and the presentation
format. Templates are stored on the server
and can be used by any client. Systems

administrators or programmers create and
distribute templates, which are reusable,
sharable, transportable, and easily operated
by end users.

The data-access subsystem is multi-
threaded; each application and file cluster is
independently controlled by sub-system
priority settings. This threading system
enables the solution to be scaled with
(optional) multiple servers running on
multiple threads on the mainframe.

The data-access server runs as a service on
a Windows NT or 2000 server. The server is
responsible for maintaining security of the
multiple clients accessing the mainframe,
while simultaneously working with the client
to ensure client standards compatibility.
Client standards are achieved using Microsoft
COM as the network-abstraction layer.

Data from the mainframe is presented to
Windows applications utilizing ADO
(ActiveX data objects), ADO.NET, OLE
DB and ASP.NET. This allows numerous
Windows programs, including all Microsoft
Office products, to directly view data
without further manipulation. This approach
also allows the client, bridge interfaces and
applications to use standard Windows func-
tions and features.

Interconnection among each tier is
accomplished using a standard TCP/IP
network. Using TCP/IP enables the Virtual
Real-time Data Mart to use standard con-
nections including Ethernet, Fast Ethernet,
Gigabit Ethernet or a Remote-Access
Server (RAS). TCP/IP also removes geo-
graphical boundaries that limit where the
data can be located, which allows data to be
co-located in the same facility or at a remote
location worldwide.

In addition to acquiring, converting and
managing the data, the subsystem ensures
security. When the primary host is an
OS/390 system, agents operate through the
System Authorization Facility (SAF), inter-
facing with RACF, ACF2 or Top Secret. The
primary host controls exactly which users
have permission to access specific files.
This level of security extends from the
mainframe, through the data-access servers,
and culminates at the data-access clients.

IS A VIRTUAL REAL-TIME DATA
MART RIGHT FOR YOU?

For enterprise decision-support systems
to succeed, they have to be cost-effective
and easy to implement and maintain.
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Unfortunately, all too often, the opposite
is true.

The Virtual Real-time Data Mart can
cost-effectively meet many of an enter-
prise’s decision-support requirements. Its
applicability should be evaluated against
those requirements. If the data warehouse or
data mart needs to process terabytes of data
(both current and historic), an offline
solution fits best. If the desired data is not
of the highest quality, needs substantial pre-
processing, is part of a performance-based
mission-critical application, or is sensitive
to cross-file consistency, extracted (not real-
time) copies may be more efficient. If the
desired decision-support or analysis tools
are not supported under Windows, a differ-
ent platform environment should be chosen.

For the majority of other applications,
however, a Virtual Real-time Data Mart can
definitely be appropriate. A company might
choose to implement a Virtual Real-time
Data Mart if the other, more traditional
approaches (e.g., legacy data warehouses)
fail to produce the desired results. The
Virtual Real-time Data Mart could be an
interim approach while the organization
evaluates or even develops a traditional data
mart. Even when a different strategic
approach is required, the Virtual Real-time
Data Mart could cost-effectively provide a
tactical, real-time solution for decision
support as well as for facilitating the data-
extraction and conversion process.

In short, this approach enables organiza-
tions to use their legacy data quickly, easily
and cost-effectively for more accurate
strategic decisions, thus leveraging their
investments in mainframe computing.  
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