
BY EDWIN LANG 

THIS article provides an overview of the security
considerations that you must address when

designing an online application that operates over the public
network. The ideas presented here apply to any application
server that conforms to the J2EE specification. This article
focuses primarily on a WebSphere application server
(WSAS) implementation with the application server
accessing some mission-critical system, such as an IBM
mainframe, to obtain DB2 or IMS applications that might be
running there. Before eBusiness, access to transaction systems
was straightforward and controlled: over direct-connected
screen scrapers or client/server networks, transmitted over
private leased lines, and used by a captive audience.

A networked application is one that is designed for
access across some network. The network may comprise
the internal end user community, some form of extranet
and a bevy of “untrusted” users who expect anytime, any-
where, anyplace access. I will revisit this eBusiness user
community a little later.

These networked applications range from simple WYSIWYG
presentations, perhaps using a Java Applet, to displays that
contain personalized content to sophisticated ones that sup-
port complex business transaction processing. This category
of application is generally accessed using thin-client technology
— the ubiquitous browser. On the other side of this loosely
coupled relationship lies the “server.” The server actually
consists of numerous logical components, including static
files, HTTP processors, Java Server Pages (JSP), servlets,
Java Beans and Enterprise Java Beans, and interfaces or
connectors to other systems. These latter connections might
include links, both in the open and encrypted, to IMS sys-
tems, databases and directory files, Enterprise Resource
Planning (ERP) or Customer Relationship Management
(CRM) systems and other remote systems such as a third-
party credit card authorization application. Thus, the notion

of networked application implies a sophisticated and dis-
tributed infrastructure.

ENTER “DISTRIBUTED PROGRAMMING”

Aside from infrastructure considerations alone, the field
of distributed programming makes it feasible to “de-layer”
applications into discrete functional modules. You can dis-
tribute these applications according to an n-tier model
where they can be dynamically reconnected to meet chang-
ing business needs. In some sense — this is a stretch, but
metaphorically speaking — it is a model that has been used
for a long time by mission-critical systems. Looking at
SDSF after IPLing an OS/390, there may be 30 system-level
applications running in addition to the operating system and
your TSO session. Obviously, operating system function has
been modularized and logically distributed, albeit generally in
the same operating environment and same LPAR. This func-
tional distribution has now been extended to the application
layer. Monolithic applications and their associated infra-
structure, such as security, now span multiple hardware and
software tiers.

As I will discuss in more detail, you can compartmentalize
the application components to build a nearly unbreakable
security framework. Another common reason for the emer-
gence of distributed programming is that there exists unique
areas of expertise: some legacy, some GUI screen design
specialists, some specializing in mid-tier middleware such as
.Net and the Java-based application servers, others in
building a secure environment. A third reason for distributed
programming is that application components can also be
grouped according to where they are most needed and hosted
on servers where they can provide quick and efficient access.
This design pattern also supports the notion of connectionless
computing; that is, Web services. Parts of the application may
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be executed close to the user; that is, on the
client workstation and in the Web server. In
the Java world, the Enterprise Java Bean
component, which generally comprises the
mission-critical business logic of the online
application, is executed on secure, high
capacity servers. As I mentioned before,
there may be quite a few other connected
and back-end systems that also form part of
this architecture.

ENTER WEBSPHERE

WebSphere is both an application server
and a platform. As a platform, or perhaps
more accurately, as a form of middleware,
WebSphere provides a functional benefit
that enriches Web access, enables legacy
access and opens opportunities for new
forms of devices. As an application server,
which I will focus on here, WebSphere pro-
vides container technology — transactional
and fail-safe services — around J2EE-based
Java applications in much the same way that
IMS and CICS1 have been the womb that
has cradled mission-critical logic for the
past three decades. It is a kind of glue that
gives coherency and a point-of-focus for the
component developed to the distributed pro-
gramming model. An application server
such as WebSphere resides in the sensitive
layer between the end user who is somewhere
on the worldwide network and your valued
data and resources. WebSphere provides
authentication, authorization and encryption
services, but there is no inherent protection
from a malicious intruder.

THE ISSUE

The challenge each of us faces today in
implementing an eBusiness application that
puts sensitive information at risk is to
design and implement a state-of-the-art
security infrastructure to accommodate this
fundamental need to provide a secure and
private environment. This is where the rub-
ber meets the road for eBusiness: how to
provide access to untrusted clients. Initially
it was thought that a firewall could provide
a reasonable level of protection because it
served to implement a secure separation
between both trusted and untrusted end
users and corporate resources. These ideas
were formalized in 2000 and do a fine job of
addressing performance and scalability

issues. However, given what we know
today, we need to add some additional
constructs to the picture in order to meet
mission-critical security requirements. As a
guideline for the conversation that follows,
Figure 1 illustrates an idealized eBusiness
environment that better reflects today’s
fortress mentality.

A firewall both restricts what traffic enters
a network and, in a distributed environment,
limits what crosses from one network to
another (e.g., the second firewall in Figure 1
limits the traffic from the network containing
the Web server — the traffic in the DMZ —
to the corporate network containing the appli-
cation server and other corporate systems).
This firewall is also known as the corporate
firewall and possesses properties much more
stringent than the client-facing firewall. You
can also use additional firewalls to allow
access for authenticated users. Some installa-
tions employ a third firewall behind which is
highly confidential information, accessible
only by Public Key Infrastructure (PKI)
authenticated users.

eBusiness firewalls generally restrict access
to HTTP or HTTPS Web connections, permit-
ting connection to the Web server running port
80 for the first type of requests or port 443 for
HTTP requests that have been encrypted with
the Secure Socket Layer (SSL) protocol.

Therefore, the Web server is a gateway,
operating in the “demilitarized zone”
(DMZ). The DMZ is a no-man’s land in the
sense that it contains inert presentation
logic. The cardinal rule is that no perma-
nent data reside in this zone. This also
applies to any files associated with the
login process. Clients interact exclusively
with the Web server. WebSphere connec-
tions come only from proxied Web server
requests. Since access is denied to all but
the Web server layer, the basic firewall
configuration creates a small footprint and
a highly controlled DMZ.

ACCESSING AN
EBUSINESS APPLICATION

There are numerous ways that you can
design a device such as a client worksta-
tion to access an application server. The
following options represent key ways.
Architecturally, they boil down to two: use
a browser or build an application that runs
on the workstation.

1. Browser access — Internet: Joe Public:
This is popular, low cost and easy to
implement and maintain. It offers a
reasonable level of security. Banks use
this method. The client specifies a URL
and obtains a login form. The initial
HTTP sessions gives way to a secure
session employing probably both SSL and
secure HTTP. The former creates a secure
transmission tunnel for the duration of
the client’s session with the bank until he
or she explicitly signs off. The latter
encrypts each HTTP transmission that
takes place during the entire session.

In this case, the browser establishes a
client/server relationship with the Web
server. The Web server resides in the
DMZ and processes the HTTP request
from the browser. It may subsequently
invoke servlets on the WebSphere
application server through the second
firewall, the corporate firewall, but can
only do this through well-defined
transactional interfaces and by using a
separate client/server connection.

2. Browser access — Intranet: You, me
or (poor Mrs.) “Rose in Benefits”2: The
configuration and flow is the same,
except that internal users come through
an intranet port on the firewall. Mrs.
Rose in the Computer Associates ad
underlies the working premise among
our security and privacy colleagues that
eBusiness applications and data are at
risk of misuse even by permanent and
temporary staff and consultants.

3. Browser access — Extranet: Implicit
in eBusiness are new channels opening
up for access to our mission-critical
systems. Virtual Private Network
(VPN) technology fits into this structure
quite well. Unless policy dictates that
the community has to use SSL or PKI
in addition to VPN, using tunneling to
implement a private network will not
have implications for a WebSphere
implementation. Browser access is
also basically the same as that
described previously.

4. Client/Server connection: Using a Java
application on the client workstation:
Simply put, this is classic client/server,
implemented in Java code. Java Swing
is popular because end users appreciate
its Windows look-and-feel. The
connection is generally over the IIOP3
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1CICS was developed in 1966 (http://www-1.ibm.com/ibm/history/history/year_1968.html), and according to Bob Yelavitch (http://www.yelavich.com/cicshist.htm), it went GA on July 8, 1969; like-
wise, IMS was released in April 1968 (http://www.research.ibm.com/journal/sj/374/blackman.html).
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protocol. This does not usually go
through the firewall without additional
setup. On one hand, this makes use of
EJB clients because the intermediary
interface is no longer a Web server as
in the previous examples, but a direct
link to the WebSphere application
server. As a rule of thumb, because
there are specifically identified clients
whose workstations have to be
equipped with a client-based Java
application, the security is more
stringent. Using SSL over the IIOP
protocol is possible to provide data
integrity. VPN and PKI technologies
may be a good fit here as well.

PHYSICAL SEPARATION OF WEB
AND APPLICATION SERVERS

The browser sends HTTP requests to the
Web server. It does this by using a newly
created HTTP over IP connection through
the firewall to the Web server. There is
plug-in code within the Web Server (e.g., OSE
Remote) that subsequently uses a separate
connection to forward the request through the
corporate firewall into the WebSphere appli-
cation server. Remember also that each link
requires a separate client/server connection.

Both of these connections can use the
Secure Socket Layer (SSL) protocol. The
connection between the Web Server and
WebSphere Application Server can use secu-
rity that is even more stringent. If the link
between the Web Server and the WebSphere
Application Server is a “safe zone,” it might
be possible to forward a request to the
application server over a non-secure TCP
connection, even though the Web Server
layer is using a secure SSL connection. I do
not recommend this, but you might consider
it for performance. The raw TCP connection
is much faster than an SSL connection
because of the overhead associated with DES
encryption. As a rule of thumb, if WebSphere
is hosting sensitive applications, all con-
nections must be secure. Sometimes even
the link between the Web Server and
WebSphere has to be at the PKI level; for
example, in situations where the Web Server
and the application server are geographically
separate and are not on the same data center
LAN or where the WebSphere environment
is so sensitive that one must minimize attack
and guarantee non-repudiation.

THINKING LOGICALLY

It is important to think of the different
components including the client-facing fire-
wall, the Web server, the corporate firewall,
and the WebSphere Application Server and
even the connectors into legacy applications
or other facilities such as Directories as
Logical Nodes. Each can contain fairly
sophisticated equipment. For example, the
security front-end “firewall” may include a
high performance router and/or switch,
possibly a hub of firewalls, some intrusion
detection device, and intelligent load bal-
ancing and some caching facility.

SSL, VPN AND PKI

When using SSL, use version 3.
Additionally, as a rule of thumb, an installa-
tion should use the strongest encryption
supported: 1024-bit key length with 128-bit
encryption, although it is possible to use a
low-range of 512-bit keys and 40-bit
encryption. Generating the key is computa-
tionally intensive, which may be a challenge
when faced with ensuring the application
meets response time targets. SSL, like PKI,
uses public key cryptography; a technology
that is based on key pairs in which one key
in the pair is public and the other is private.
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FIGURE 1: IDEAL END-TO-END VISION 

2“Rose in Benefits”: This is an advertisement on the back of the January/February 2002 issue of Technology Review for Computer Associates’ eTrust Security Solutions.
3IIOP is a standard protocol — a transport layer mechanism — whose use guarantees that CORBA-enabled objects can communicate across CORBA run-times from any vendor. This is generally
used in the context of remote method invocation (i.e., RMI over IIOP).
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The magic lies in using this key pair structure:
Data encrypted with one key can only be
decrypted with the other key: thus, trust in a
server can be established as follows:

1. The server computes a hash value for
some data and encrypts the hash using
its private key creating what is known
as a digital signature.

2. The client subsequently decrypts the
hash value using the server’s public
key and compares the result to its own
computed hash value. If the two val-
ues match, the client can trust the
authenticity of the server.

Generally, the use of SSL is invisible to
the application server, unless a client/serv-
er (option 4) is being used. The SSL imple-
mentation WebSphere uses is the IBM ver-
sion of the Java Secure Sockets Extension
(JSSE) specification. JSSE is a Java pack-
age that enables secure Internet communi-
cations, implementing a Java version of the
SSL and TLS (Transport Layer Security —
the IETF4 approved standard SSL) proto-
cols and has the capability to perform data
encryption, client and server authentica-
tion, and message integrity.

VPN is also an option for all but option 1
discussed previously. It can require more
client software on the workstation and a sep-
arate login. On the other hand, when you
use VPN to support remote clients, you can
trust the clients and let them connect direct-

ly to the Web Server tier without going
through a firewall. Without a VPN, you
have to treat all connections to the Web
application (even those from remote sites
using homegrown or purchased client appli-
cations) as untrusted.

In summary, SSL provides data integri-
ty. VPN provides a secure tunnel between
one site and another. PKI provides strong
authentication and most significantly non-
repudiation and digital signature capability.
It is probably fair to say that VPN obviates
the need for SSL. However, it does not do
this for a unique “login”! A VPN-enabled
network still requires that a bulletproof
security policy, frameworks and procedures
be in place, and, at a minimum, unique
passwords, or even a PKI environment.

CONCLUSION

I would like to conclude this article with
an interesting and optimistic quote from
Tom Berson, principal scientist at Xerox
Palo Alto Research Center. Tom wrote the
following in his column, “Insight in
Technology Review”:
“(the AES standard) adopted in
February 2001 as a draft U.S. Federal
Information Processing Standard (is)
about 4,000,000,000,000,000,000,000
times more secure than its predecessor,
the Data Encryption Standard (DES), yet it
operates many times faster. Inexpensive
chips will be available in 2002 that can exe-

cute the new algorithm at multigigabit per
second rates, fast enough to make fiber-
optic links secure. These same chips will be
able to perform 10, 000 modular exponenti-
ations per second, thereby accelerating e-
commerce applications ...”
This is the new world, of which applications
and platforms such as WebSphere will play
a significant role.

In a subsequent article, I hope to explore
programmatic authentication and the matur-
ing field of privilege management infra-
structure (PMI), that is, how passwords and
access lists fit into the eBusiness model and
the WebSphere/Java application server
space. In the meantime, I would like to rec-
ommend the following article, “Security
Challenges for Enterprise Java in an e-busi-
ness Environment.”5 This excellent article
provides a comprehensive overview of the
overall security requirements that have to
be considered in a J2EE environment and
covers such things as authentication and
authorization in detail.  
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4The Internet Engineering Task Force is a large open international community of network designers, operators, vendors, and researchers concerned with the evolution of the Internet architecture
and the smooth operation of the Internet. See RFC 3160 (http://www.ietf.org/rfc/rfc3160.txt).
5“Security Challenges for Enterprise Java in an e-business Environment.” IBM System Journal Volume 40, which can be found at http://www.research.ibm.com/journal/sj/401/koved.html.
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