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Implementing any large-scale computer infrastructure service is
a daunting task. This holds even truer for the implementation
of a large-scale backup service. In order to back up thousands

of servers each night, the IT department must deploy a rock-solid
backup service. In this two-part series, I will examine the most critical
components required to deploy a very large-scale backup service.
For the purpose of this article, I define very large scale as 500 or
more servers that will be supported by the backup service. This
series will concentrate on the following two major components of
building a large-scale backup service:

◆ integrating the backup service with core infrastructure services

◆ hardware/software platform for backup services

This article will explore the integration of the backup service
with other core infrastructure services. In the concluding article, I
will look at the hardware and software components required to
build a large-scale backup service.

You may be thinking that I am presenting this series in the wrong
order. “Shouldn’t we learn how to build a hardware/software
platform before we learn how to integrate it into other systems?”
The answer is “No.” The hardware/software platform strategy
depends upon the requirements brought on by the need to integrate
the backup service into other systems.

LARGE-SCALE GROWING PAINS

As a corporation’s IT department grows from a medium- to a
large-sized organization, the IT department must develop specialized
core infrastructure services in order to support and manage the
systems they deploy. Infrastructure services such as job schedul-
ing, problem and event notification, security and backup/recovery

systems must become “utilities” on which the other core services
can rely. You need to know that every night your file server will be
backed up reliably — just as you know that when you pick up the
phone, you get a dial tone.

In order for an IT department to successfully support hundreds or
thousands of servers, these core services must deploy non-redun-
dant solutions in order to provide these services in a cost-effective
manner. Here is an example of non-redundancy: The job scheduling
service must deploy a single software system to perform the
required job scheduling functions of the entire IT infrastructure and
the backup service must deploy a single software system to support
the entire organization’s backup needs. By deploying a single soft-
ware system for each service, the teams that support each service
can develop, and pass on, the knowledge they gain that is related to
each software system.

This standardization on a single software platform to support the
core infrastructure services brings with it many problems. In my
job scheduling example, many of the other core service systems
software, such as the software used in the backup services, have
their own integrated scheduling systems. This gives the teams
responsible for each core service a choice: either use the standard
job scheduling service, or manage their respective built-in job
scheduling functions themselves. Most teams will figure out, even-
tually, that it is in their best interest to conform to and use the
standard job scheduling service.

So, what does all this have to do with large-scale server backup?
Most of the software systems for backing up servers contain
their own scheduling functions, alert notification systems,
reporting functions, and media management functions. In many
instances, features of the backup software system are severely
hindered when you attempt to “not use” a certain component,
such as the built-in job scheduler. To make matters even worse, in
many instances, the backup software system’s auxiliary components,
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such as job scheduling, are inadequate for
use in a large enterprise.

DETERMINING WHICH CORE
SERVICES MUST INTEGRATE
WITH THE BACKUP SERVICE

Deciding which core services that the
backup software system must integrate with
depends upon the state of your other core
network infrastructure services. For exam-
ple, if you do not have an enterprise-wide
problem/event notification service, you do
not need to worry about integrating the
backup software with it. However, you will
need to ensure that the backup software system
has an adequate problem/event notification
system built into it.

The backup software system should inte-
grate with the following core system services
if available in your environment. These
systems are listed in order of importance:

1. job scheduling service

2. problem/event notification service

3. media management service

The job scheduling and the problem/event
notification services are, at least in most
instances, relatively easy to integrate with
and provide the most “bang for the buck.”

The media management service is perhaps
the hardest service for integrating with a
backup system. Most backup software sys-
tems closely couple their built-in media
management functions with the actual backup
functions. For example, the backup soft-
ware system’s built-in media management
facility decides when a tape can be over-
written by managing the retention period of
the backup data stored on the individual
tape volumes. However, if a company does
have a strong media management system in
place, such as CA-1 running on a main-
frame, you can leverage the vaulting function
of the media management system to manage
the rotation of the backup tapes that must be
sent off-site.

USE OF SCRIPTING IS KEY

In order for a server backup system to
successfully support thousands of servers, it
must be custom-scripted to take advantage
of the “other” standard core infrastructure
services, such as the job scheduling service

and the problem/event notification service.
The job scheduling function, must in turn,
support scripting.

Look at a typical backup scenario. A
file server is running SQL Server. The
organization’s database service team does
its part to dump the SQL database’s files
residing on that same server each night.
The backup services system knows that
these files will be dumped before it runs
its nightly backup. The reason that the
backup services team knows the SQL files
will be dumped before the backup is that
both the SQL service and the backup service
use a common job scheduling system. This
SQL file dump job is scheduled as a pre-
requisite of the backup job.

What happens if the SQL dump job fails?
In a best-case scenario, the SQL team will
get paged. In a worst-case scenario, the
backup job will run anyway. If the SQL
team is not paged, or worse yet, is never
notified of the problem, the backup job will
continue to run night after night even if the
SQL dump job fails each night. This creates
a false sense of security.

The backup service should know that the
SQL service will successfully perform a dump
before the backup job starts. In addition, both
the backup and the SQL services know that
the job scheduler service will generate an
alert to the problem/event service if the
SQL dump job fails.

The bottom line is that for all these ser-
vices to work together they must be able to
communicate with each other. The obvious
solution is scripting.
Command Line Interfaces

The software system implemented for
every core infrastructure service must sup-
port a command-line interface in order for it
to be scriptable. This includes the software
used for the backup service. Let’s look at
why this is important.

If you want to integrate your backup
software system with a job scheduling
system, you must be able to give the job
scheduling system a command-line com-
mand to invoke each individual backup
job. The job scheduling system will issue
this command on your backup server
when all of the prerequisite jobs for that
particular backup job have been satisfied,
such as SQL dumps, server reboots, etc.
When this command is issued to the back-
up server, a script is started on the backup
server that performs the actual backup.
When the backup completes, it can send a

completion code back to the scheduling
system indicating the success or failure of
the backup job.

Choosing a Scripting Language
When choosing a scripting language for

the backup service, you must make sure
that the language chosen is flexible
enough to:

◆ script the required functions of the
backup software

◆ integrate with the software systems
used by the other core services

If you must support multiple computer plat-
forms such as Unix, NT/2000 and NetWare,
you should choose a scripting language that
will run on all these platforms. My research
has found that the best cross-platform
scripting language available is Perl. Perl is a
very flexible language that is also widely
supported.

However, Perl is not the only scripting
language that you can use. Some of the
other viable scripting languages include:

◆ Windows Script Host

◆ Unix Shell Scripts

◆ Novell Script for NetWare

◆ TCL/tk

SCRIPTING A BACKUP JOB

So, what does a scripted backup job look
like? What functions should the script per-
form? Look at the simple backup script
illustrated in Figure 1. This Perl script was
developed for the Legato NetWorker backup
system, but you can use the general con-
cepts with any backup software system that
supports a command-line interface.

In order for this script to make sense to
you, and to show you some of the chal-
lenges you will face when you try to “not
use” your backup software’s built-in job
scheduler, you will need to understand how
Legato NetWorker works. NetWorker, like
most backup systems, comes bundled with a
rudimentary job scheduling system. The
NetWorker job scheduling system uses a
“group” concept. The backup administrator
defines a group that contains a list of servers
that are to be backed up within that group.
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A start time is associated with this group.
For example, a group named “Midnight”
could be defined that would start the backup
for several servers at midnight. Another
group named “One AM” could be defined
that starts the backup for another list of
servers at 1 a.m. each morning.

The command-line interface for
NetWorker allows you to start one of
these groups. In order to fully take advan-
tage of the external job scheduling sys-
tem, we need more granularity — we
must be able to individually schedule the
backup job for each server. The solution
to this is simple: Define a separate group
for each individual server that is to be
backed up. This way, when we use the
NetWorker command-line interface to
start a group, this group will start the
backup for a single server.

SCRIPT DETAILS

Let’s take a look at some of the more
interesting pieces of the script illustrated in
Figure 1:
Line 7: When we invoke this script, we
will pass the “short name” of the client.
For example, if the client is named
dpw2kas.corporate.drenpress.com, you
only pass dpw2kas to this script. Line 7
defines the domain of the network.
Lines 11 – 12: In this section, we make
sure that we are passed two parameters
(the client and group name). If two para-
meters are not passed, we exit with a
return code of “1”.
Line 18: We append the domain name to the
client name.
Lines 22 – 24: Here we make the call to the
NetWorker savegrp command. The -I switch
tells savegrp to skip the backup of the clients
index files. We also pass the fully qualified
client name ($client) and the group
($ARGV[1]) to the savegrp command.
Lines 25: After the backup completes, we
exit with a return code of zero.

EXPANDING THE SCRIPT
TO UTILIZE OTHER
INFRASTRUCTURE SERVICES

The script in Figure 1 is a very simple
example that shows you “the basics” of what
you must do to leverage a cross-platform
scheduling system to run your backup jobs.
However, what happens if you want to
expand the script to take advantage of your

problem/event notification facility? You can
easily modify the script to leverage an
external problem/event notification system,
but the method you choose to implement
this depends upon your environment.

For example, you could place some logic
in the script before issuing the “savegrp”
command to ping the server that is about to
be backed up. If the ping command fails,
you could call your external problem/event
notification using its command-line inter-
face. You could direct the problem/event
notification system to page either the net-
working team or the administrator of the
affected server, telling him that you cannot
ping the server.

If your scheduling system is already
tightly integrated with your problem/event
notification system, you could instead lever-
age that integration. For example, your
script could ping the server about to be
backed up, and if the ping fails, simply
return a predefined return code to the sched-
uling system that indicates that the server is
not pingable. The scheduling system could
then interrogate that return code and pass
the event to the problem/event notification
system. This makes your script much simpler
and easier to maintain.

CONCLUSION

It would be nice if backup software
vendors would concentrate on building
rock-solid backup engines that move data
from disk to tape, or other media, rather
than expending resources developing and

supporting auxiliary features such as job
scheduling and event notification. These
software vendors should provide the main
feature of backing up data along with a rich
command-line interface that allows large
companies the option of leveraging their
existing core infrastructure support systems.
This would appear to be a win-win situation
for the customer and the vendor. The vendor
would not be required to develop and
maintain these auxiliary systems, and the
customer would have the ability to easily
leverage their existing core services.

Integrating the backup software system
with other core infrastructure services is
only one of the issues faced when imple-
menting a large-scale server backup system.
The concluding article will examine the
selection of a hardware and software plat-
form for the backup software system. I will
look at server, tape, silo and SAN technology
and their implications. I will also address
the sticky issue of choosing between Unix
and NT/2000 for the backup server operating
system platform.  
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1. #! j:/perl/bin/perl.exe
2. # Windows NT/2000 Perl Script to start NetWorker savegrp
3. #
4. # To call: Perl bkupnt00.pl client group
5. # ie: perl bkupnt00.pl dracula ag
6. #
7. $domain = “.corporate.drenpress.com”;
8. # Check to make sure 2 parms were passed to us
9. #    if not....die
10. #
11. if ($#ARGV !=1) {
12. exit(1);
13. }
14. #
15. # Set the fully qualified client name
16. # This name must match the NetWorker Client Name
17. #
18. $client = $ARGV[0].$domain;
19. #
20. # Run the savegrp command
21. #
22. open (RUN, “savegrp -I -c $client $ARGV[1] 2>&1|”) ||
23. die “Cannot start NetWorker savegrp command\n”;
24. close(RUN);
25. exit(0);

FIGURE 1: PERL SCRIPT TO INVOKE LEGATO NETWORKER BACKUP 
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