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Storage Strategies

Survival of the Fittest:
Dataset Deletion

I n The Origin of Species, Charles
Darwin noted that in the absence of

predators or other limiting factors, a plant
or animal population could grow until
there was “literally no standing-room.”
Last month, I discussed the first part of the
dataset life cycle — the process of dataset
creation. This month, I will discuss the stor-
age administration functions that prevent
this sort of runaway growth from over-
whelming the data center.

Despite the continually falling price-per-
megabyte of disk space, DASD costs are
still a major part of IT budgets. The need
for disk storage always outpaces its avail-
ability, and when storage is purchased in
units of terabytes, as it is nowadays, the
cost is substantial. Therefore, storage
administration is a balancing act in which
the need for fast, random access to data
stored on disk must compete with the need
to minimize the time, effort and money
spent on hardware. System-managed stor-
age policies, based on installation rules for
dataset naming, use and retention, provide
this balance.

The concept of system-managed storage
involves a hierarchy. Data that must be
immediately accessible is kept on the
fastest resource — disk storage — which is
usually referred to as Level 0, or “Primary”
DASD. Because all data cannot be stored
on DASD indefinitely, datasets that have
outlived their immediate usefulness must
be removed from L0 to make room for new-
comers. This process is called migration or
archiving. In a DFSMShsm environment,
migration is performed as part of the daily
“primary space management” function.
Because it is possible that the migrating
datasets may be needed again, they are
sometimes not immediately placed on tape
(where a mount would be required to

retrieve them), but instead are placed on
DASD volumes which are dedicated to the
next level of the system-managed hierarchy,
i.e., Migration Level 1 or ML1. Usually,
data placed on ML1 is compressed (there
would be little point in migrating data to
disk if it took up the same amount of space
as it did on L0). The compression algorithm

used by DFSMShsm is a Huffman frequency
encoding, in which only only a few bits
represent the most common characters, and
the less common characters are represented
by longer strings of bits. The SETSYS
COMPACT command indicates whether
compression should be performed, and
can also specify the low-level qualifiers of
datasets containing source or object data,
so that special compression tables can be
used for these datasets, instead of the gen-
eralized default compression table. If the

DASD assigned to ML1 are IBM or
StorageTek RVA devices, SETSYS COM-
PACT(NODASDMIGRATE) should be
used, as the log-structured file architecture
of the RVA automatically compresses all
data anyway.

Although you can use any number of
criteria to select datasets for migration,
the usual reason that a dataset migrates is
because it has been unused for some time.
For each dataset, the operating system
maintains a last-referenced date in the
Format-1 DSCB, which is updated when-
ever the dataset is opened or closed. (For
VSAM datasets, this date is kept only in
the data component of the base cluster.)
By comparing the last-referenced date to
the current date, the DFSMS data manager
(DFSMShsm, FDRABR or other systems)
can tell if the dataset is “old” enough to
migrate. How old is “old enough” to
migrate is indicated in the Management
Class attributes for SMS-managed datasets
(PRIMARY DAYS NON-USAGE). For
non-SMS-managed datasets, the attributes
of the volume such as AUTOMIGRA-
TION MIGRATE(10) for DFSMShsm, or
the SYSIN control statements for
FDRABR determine the number of days
a dataset must have been unused in order
to migrate.

Like Primary DASD space, ML1 space
is not infinite, and datasets must eventually
migrate from DASD to long-term storage
in the next level of the storage hierarchy,
Migration Level 2, or ML2. Although it
can be DASD, ML2 is usually tape. With
the widespread use of robotic and virtual
tape systems, which eliminate the need
for manual tape mounts, it has become
common to migrate data directly from
Primary DASD to tape. This is done by
setting the Management Class value for
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LEVEL 1 DAYS NON-USAGE to zero for SMS-managed
datasets, or through the use of the SETSYS TAPEMIGRA-
TION(DIRECT) command. For DFSMShsm, there are some
restrictions on migration from Level 0 to either ML1 or to ML2,
namely that the dataset must have a DSORG and a current backup.
To avoid the first problem, it may be useful to ensure that every
dataset gets a DSORG, by allowing the ACS routines to assign
a null data class (i.e., a data class with no attributes) to any
dataset that does not have one when the data class ACS routine
reaches its conclusion. See Figure 1. You can use the
ARCMDEXT exit, if desired, to override the “in-need-of-backup”
condition and allow DFSMShsm to migrate datasets that do not
have a current backup.

The ARCMDEXT exit, which is called for each dataset that is
about to migrate, has a number of other uses. You can use it to pre-
vent migration of certain datasets, to force migration directly to
tape on a per-dataset basis, and to permit or deny the Fast
Subsquent Migration “reconnection” of datasets introduced in
DFSMS version 2.10. Under this version of DFSMS, if a dataset
that has been migrated to ML2 is recalled, it can be “reconnected”
to the same ML2 tape the next time it is migrated, assuming that
the dataset has not been altered in the meantime. This eliminates
the need to physically move the data to tape a second time and
lessens the need for recycling of the original tape.

Eventually all datasets, migrated or not, must come to the end
of their usefulness. The final “level” of the system managed stor-
age hierarchy involves deleting datasets that are no longer needed.
During the primary space management window, datasets that have
explicit expiration dates are deleted. For SMS-managed data, of
course, the criteria that indicate when other datasets may be deleted
are contained in the Management Class (EXPIRE AFTER DAYS
NON-USAGE, and a few other values). For non-SMS managed
data, the volume attributes (DELETEBYAGE or DELETEIF-
BACKEDUP) determine how “old” datasets must be to finally
expire and therefore, be deleted. For installations that use
FDRABR, a SUPERSCRATCH job can choose which datasets
must be removed, based upon Management Class or other criteria.
One problem that sometimes arises at DFSMShsm installations
occurs when a catalog entry exists for a migrated dataset, but the
dataset’s MCD record, which describes the dataset to

DFSMShsm, is missing or damaged. An IDCAMS DELETE
NOSCRATCH command alone cannot get rid of the catalog entry,
as DFSMShsm will still try to recall it. This command can be issued,
but in order to successfully remove the catalog entry, the user must
be logged on as a member of the RACF group ARCCATGP. In this
case, DFSMShsm will recognize that that no MCD record is
available for the dataset and will simply delete the unnecessary
catalog entry.

NATURAL SELECTION

In the world described by Darwin, many more plants and animals
exist than can possibly survive, and natural selection ensures that
only the “fittest” remain to occupy a place in the environment.
Similarly, in a large data center, many more datasets are created
than can possibly be retained. The storage administrator uses
DFSMS to establish policies that ensure that each dataset is kept
only as long as it is needed, and that each dataset occupies an
appropriate place in the storage hierarchy. These policies are
embodied in the ACS routines, which depend largely on dataset
naming standards. Therefore, the installation with clear and well-
enforced standards will have an advantage in the corporate struggle
for existence.  
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Software, Inc., a vendor of enterprise storage management products.
Steve has been involved in software development, storage management,
and disaster recovery for more than 20 years. He can be contacted at
pryor@mailatlanta.net.

/************************************************** */
/* CATCHALL RULE AT END OF DATA CLASS ACS ROUTINE: */
/* IF NO DATA CLASS YET, ASSIGN A NULL ONE       */
/* THIS WILL INSURE THAT THE DATASET GETS A      */
/* DSORG = PS IF IT IS NOT PARTITIONED OR VSAM   */
/************************************************** */

IF (&DATACLAS = ‘’ ) THEN   
SET &DATACLAS = ‘DCNULL’

FIGURE 1: DATA CLASS ACS ROUTINE “CATCH-ALL” FRAGMENT 


