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WHAT IS A SAN?

A SAN (Storage Area Network) is, essentially, a network dedicated
to storage (disk, tape, etc.). Traditionally, a company would have
one or more servers with internal hard drives (or direct-attached
storage) attached to a network, as shown in Figure 1. This produced
what is called “islands” of storage. The server that the storage was
connected to managed each island. This kind of scenario led to a lot
of wasted storage. Each server usually ended up with more storage
than necessary. If more storage was needed for a server, extra stor-
age from another server could not be moved to the server in need.
Companies also started implementing NAS (Network Attached
Storage), as shown in Figure 2, to start sharing the capacity and
data throughout the enterprise. While this did help alleviate the
“island” problem, it added more complexity to managing the storage
and NAS (NFS and CIFS) has so much network overhead that it is
not a feasible solution for most database implementations. The
industry has led us to a SAN environment to solve a variety of
problems. It does so by allowing the following:

◆ centralized management
◆ centralized security
◆ flexible, scalable architectures
◆ high bandwidth
◆ high availability/fault tolerance
◆ manageability
◆ improved total cost of ownership
◆ improved disaster recovery
◆ reliable backups
◆ enhanced clusters

HOW IS A SAN DIFFERENT FROM NAS?

Briefly, a SAN looks like and performs like (or better than) internal
or direct-attached storage. NAS, on the other hand, adds a lot of
overhead to an I/O transaction.

Let’s look at a mile-high view of an I/O transaction in both
environments to see the difference. Let’s start with the NAS, as
shown in Figure 3:

1. An application requests a piece of data from the network
file system.

2. The file system (NFS or CIFS client) takes the request and
sends it to the TCP/IP stack.

3. The request travels down the TCP/IP stack until it hits the
network hardware (10/100, Gigabit Ethernet, etc.).

4. The request traverses the network and is received by the
server that controls the data.

5. The request travels up the remote TCP/IP stack to the remote
NFS/CIFS server.

6. The NFS/CIFS server gets the requested data from disk,
through the local file system (traversing a SCSI, fibre
channel, etc., stack in the process).

7. The response is sent back down the TCP/IP stack to
the network.

8. The response traverses the network and is received by the
server that requested the data.

9. The response goes back up the TCP/IP stack to the
NFS/CIFS client.

10. The NFS/CIFS client presents the data to the application that
made the request.

Compare those steps with what happens in a SAN:

1. An application requests a piece of data from the file system.
2. The file system gets the requested data from the SAN

(traversing a fibre channel stack in the process).
3. The file system presents the data to the application.
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No matter how fast the network gets, it will never outperform SAN-
attached storage. There is just too much code running between the
data on the network and the server in a NAS environment. Is NAS
“dead”? Far from it. There will be a need for NAS for quite some
time. In fact, most environments will have a combined SAN and
NAS solution.

PIECES AND PARTS

Let’s look at the key components of a SAN.

Host Bus Adapter
The Host Bus Adapter (HBA) is responsible for initializing the

server onto an arbitrated loop or providing a fabric logon.
Additionally, Fibre Channel HBAs scan the entire loop or fabric
trying to initialize all the devices. In a SCSI environment, data from
disks is received in order. In a SAN, multiple storage pools may be
streaming data to a particular server. To interpret the individual
incoming data streams, the HBA must ensure that the data is pre-
sented in the proper sequence. If the HBA did not handle this, the
application would have to reassemble the data, which would add a
significant amount of overhead.

Hubs/Switches
Fibre channel offers a variety of ways to connect nodes, including

two commonly used devices: hubs and switches. A hub provides a
way to connect multiple devices where the available bandwidth is
shared amongst the resources plugged into the hub. A switch provides
dedicated bandwidth to each device connected to the switch. Hubs
are normally used to connect nodes into a loop topology. Multiple
switches that are interconnected are typically called a fabric. As the
cost of switches declines, expect the presence of hubs to decline as
well. Support for legacy SCSI devices is provided by a SCSI-to-Fibre
bridge attached to the switch or hub.

Storage
◆ Disk: The type of disks that can exist on a SAN range from a

single disk to a high-end, multiple terabyte RAID-protected
storage array. A single disk (or multiple unrelated disks) is
commonly called JBOD (Just a Bunch of Disks) and is usually
only used for non-critical data (unless software RAID is used).
Do not expect to see many JBOD configurations in a SAN.
Expect to see the majority of disks in a SAN to be protected
by some sort of RAID (Redundant Array of Independent
Disks). Also, expect to see an increasing amount of Solid State

TECHNICAL SUPPORT • DECEMBER 2002

FIGURE 1: DISTRIBUTED SERVERS AND STORAGE FIGURE 2: NETWORK ATTACHED STORAGE 

FIGURE 3: NAS VS. SAN FIGURE 4: POINT-TO-POINT 
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disks on a SAN. As the price of Solid State disks drops,
Database Administrators will start using them increasingly for
things like redo logs, archive logs and temporary tables.
Traditionally, these parts of the database receive the most
intense I/O. The combination of high-speed SAN connections
and high-speed Solid State disks gives the DBA an effective
weapon against I/O starved databases.

◆ Tape: The traditional model of one tape drive per system is
long dead. Tape on the SAN takes the LAN-based backup
model to the next level. Tape “silos” will continue to grow as
the amount of data on a SAN increases. A 16-drive (SDLT, LTO,
etc.) unit that holds hundreds of tapes will become commonplace.
Disk-based virtual libraries which can take advantage of the
performance of a SAN are now appearing on the market.

Using hubs and switches allows you to build a variety of topologies,
including:

◆ Point-to-point: Point-to-point topology is available in two
varieties. The first is simply two nodes (e.g., a server and some
storage) directly connected and exchanging information. See
Figure 4. This configuration is limited to two nodes much in the
same way a SCSI-attached RAID device would be attached to
a server. The second is when a switch is used to dynamically
set up different point-to-point configurations. In both cases, the
two connected devices have 100 percent of the bandwidth. See
Figure 5. Since communications are full duplex, 100MB transmit/
receive link is delivering 200MB of dedicated bandwidth.

◆ Arbitrated Loop: As shown in Figure 6, loops can also be
created in multiple ways. The crudest way is to connect
device-to-device with the first node connected to the last; if
one node fails or is not powered up then the whole loop is

down. The most common way to create a loop topology is to
use a hub. The hub allows for the isolation of each system in
the loop. This allows devices to be hot-plugged into the loop.

When a device wants to communicate to another node on
the loop, it sends a signal to the remote node. When that node
replies, a full-duplex, logical point-to-point connection is set
up and data is sent. If more than one device is requesting
access to the loop at a time, then arbitration takes place for
control. The winner gets control of the loop. Only one pair of
devices may communicate on the loop at a time.

With a loop, each node “sees” all of the data. A node listens
on the inbound connection for signals addressed to it. If the
signal is not for the node, it is forwarded to the next node in the
loop. When a signal is received for the node, a temporary point-
to-point connection is established and all frames received are
passed internal to the node until the point-to-point connection
is dropped. While the point-to-point connection is established,
all other devices in between simply repeat the data. No other
devices can use the loop while the devices retain control of it.
During this connection, the source and target devices have full
access to the total bandwidth available on the loop.

◆ Crosspoint Switched: Switched fabric gives all the features of
the loop along with switching capability. This means that every
segment receives its own 100MB/second of bandwidth. Switched
fabric gives concurrent active segments (multiple simultaneous
point-to-point connections). In an arbitrated loop topology, only
one thing can happen at a time. Like a switched Ethernet network,
you can connect Fibre Channel fabric switches to create large
networks (also called a mesh or cascade) with virtually unlimited
bandwidth. You can configure loops, switched or point-to-point
connections off fabric switched ports, or you can simply
configure nodes off each dedicated port. See Figure 7.

GETTING THE EXTRA BANG FOR YOUR BUCK

Besides providing expanded storage options, SANs help the
following areas:

◆ Backup: Traditionally, backups were performed by the server
that owned the storage, with dedicated tape drives. The next
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Fibre vs. Fiber

You will notice that the term “Fibre Channel” is used a lot
when talking about a SAN. Fibre Channel is the protocol
(much like SCSI) used to communicate with a device on a SAN.
Fiber is the actual glass that carries the data. Fibre Channel also
runs over copper wire (for shorter distances).

FIGURE 5: VIRTUAL POINT-TO-POINT FIGURE 6: ARBITRATED LOOP 
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step in the evolution of backup was to have any number of
backup servers on the network with dedicated tape libraries
SCSI-attached. Each server to be backed up would run a client
for communication with the backup servers. The backup server
would issue a set of commands to the client. The client would
send the data to be backed up across the network to the server
that would put the data on tape. This put a lot of overhead onto
the backup client and production network. Soon, private backup
networks were created which offloaded the load from the
production network but did nothing to relieve the load on the
backup clients. See Figure 8. Enter the SAN. With the SAN,
data is now centralized. The traditional LAN-based backup
models will still work, but the load on the backup client
remains. Currently, with the use of Fibre-aware tape libraries,
backups can now take place over the SAN. Again, the load is
still on the server. See Figure 9. The next big evolutionary
change will be when backup vendors provide server-free backups.
This is when the backup server will issue backup commands to
the client. The client software will let the server know what to
backup and the server will copy the data directly from the
SAN-attached disks to the SAN attached tape. See Figure 10.
The backup client will no longer have the overhead of pulling
the data from disk and sending it over the LAN (or another I/O
bus). Utilizing the (current) 10KM limit of a SAN, backups
can take place across town from where the production servers
are located, eliminating the need for off-site storage of tapes.

◆ Clusters: One of the “limitations” of clustering was that you
could only cluster two nodes. In reality, this was never a limitation
until the advent of the SAN. Before SANs, most storage
devices only supported attaching two servers. The servers
would be attached to the same storage device with one server

having active control of the unit and the other server waiting to
take over in case of a failure. With a SAN, there is virtually no
limit concerning the amount of servers with access to a storage
device. Another limitation with clusters is that servers in a
cluster are usually close together. With a SAN, SCSI distances
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FIGURE 8: DEDICATED LAN BACKUP 

FIGURE 9: LAN-FREE BACKUP 

Fibre Channel Protocol

The Fibre Channel Protocol is a layered protocol.The layers are:

• FC-0: Physical Interface and Media. Defines the physical
characteristics of the interface and media including the
cables, connectors, drivers, etc.

• FC-1:Transmission Protocol.Defines the transmission protocol
including serial encoding/decoding rules, special characters
and error control.

• FC-2: Framing and Signaling Protocol. Defines the rules for
the signaling protocols and describes transfer of the data
frame, sequence, and exchanges.

• FC-3: Common Services. Defines functions/services that
span multiple ports to provide advanced features. Functions
that are currently defined include:

• Hunt groups - A hunt group is a set of associated ports
attached to a single node.

• Striping - Use multiple ports in parallel to transmit a
single information unit across multiple links.

• Multicast - Multicast delivers a single transmission to
multiple destination n-ports.

• FC-4:Upper Layer Protocol Mapping.Defines the application
interfaces (audio/video, real-time computing, SCSI, IP, etc.)
that can execute over Fibre Channel.

FIGURE 7: CROSSPOINT SWITCHED 
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no longer limit the servers in the cluster. You can house any
number of servers in a cluster in one location and any number
of servers of that same cluster up to 10KM away. Expect the
10KM limitation to extend over time. Combined with data
replication (remote mirroring), clusters will provide companies
a true disaster tolerant solution (99.999 percent uptime).

◆ Data Sharing: A SAN also provides the infrastructure needed to
drive the industry to develop some fully functional data-sharing
solutions. Imagine a network with hundreds of servers all acting as
one, all connected to a World Wide SAN sharing the same data.

SUMMARY

SAN technology, while very robust, is still in its infancy. The
100MB/second transfer rate has recently increased to 200MB/second
and will soon exceed 1,000MB/second. On top of these “hard”
improvements, expect to see many “soft” improvements as well

(e.g., server-free backups, enhanced clusters, etc.). Hold on tight!
SANs are going to change the face of computing.  

Jim McKinstry is a senior sales engineer for MTI Technology
Corporation in Raleigh, NC. Jim can be contacted via email at
jmckinstry@mti.com.
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FIGURE 10: SERVER-FREE BACKUP Fibre Channel Ports

This article discusses ports in a generic sense. There are a
variety of different types of ports defined in Fibre Channel:

• F_Port: A port that is part of a Fibre Channel fabric.
• FL_Port: An FL_Port on a Fibre Channel fabric connects to

an arbitrated loop.
• E_Port: An expansion port on a Fibre Channel switch.

E_Ports are used to link multiple Fibre Channel switches
together into a fabric.

• G_Port: A port on a Fibre Channel switch that can function
either as an F_Port or as an E_Port.Also called a Generic Port.

• N_Port: A port that connects a node to a fabric or to
another node.N_Ports are end points in point to point links.

• NL_Port: An NL_Port has the same functional, logical, and
message handling capability as an N_Port, but connects to an
arbitrated loop rather than to a fabric.

RAID Levels

Here are the most common RAID levels that will be present
in a SAN:

• RAID Level 0:Striped Data. RAID Level 0 does not have any
fault-tolerance built in and should not be used for critical data.

• RAID Level 1: Mirrored Data. This RAID level provides
for an exact copy of all data and protects against the loss of
a single disk.

• RAID Level 5: Striped Data and Striped Parity. RAID
Level 5 uses parity, striped across all the drives in the RAID
store, to recreate data from a failed disk. Provides for fast
read performance, since the data is striped across multiple
disks, but degraded write performance since each write
needs to perform a parity calculation. RAID Level 5 protects
against a single disk failure.

• RAID Level 0+1 or 10: Striped data across multiple mir-
rored pairs.RAID Level 10 provides the fastest read and write
performance while protecting against multiple disk failures.
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