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Bigger Can Be Better
Large Volume Support

Even during a recession, business
requirements for storage are unrelent-

ing. Data centers continue to consolidate,
applications continue to grow in size and
complexity, and the need for more disk
space becomes ongoing. Fortunately, the
history of DASD devices shows that their
capacity becomes larger and larger even as
the devices themselves become smaller. In
large systems, however, compatibility
issues, not just capacity, dictate the design
of storage subsystems. Virtually all large
system disk devices now are RAID-based,
but for compatibility reasons, they almost
always appear to the operating system as
being one of various models of the original
IBM 3390. No one wants to repeat the
painful process of conversion that accom-
panied the varying track lengths of the 3350
and 3380. The largest device available in
most installations today is the triple-density
3390-9 (the “Fat DASD”), which was
introduced in the early ’90s. At 10,017
cylinders, or roughly 8.5GB per device,
these disks are quite a bit smaller than even
an average PC hard drive.

SOLVING THE DILEMMA

Since it is not unusual today to find data
centers of 20, 30 or even 50 terabytes in
size or larger, the limited capacity of indi-
vidual 3390 volumes means that some
installations are beginning to bump up
against another limit — the 64K maximum
allowable number of devices (UCBs) per
z/OS image. One obvious solution to this
dilemma is to allow devices larger than the
3390-9. How large could such a device be?
The control block that describes device
extents (the DEB) allows two full bytes for
the cylinder number, thus theoretically
allowing 65,535 cylinders. However, the

architecture of the I/O processors used by
z/OS limits the actual number of cylinders
to X’7FFD’, or 32,765.

In November 1991, IBM announced
(announcement 101-341) that the 2105
Enterprise Storage Server (the “Shark”)
would soon support devices of up to 32,760
cylinders in size. Other hardware vendors
already had similar capabilities in their
products or were providing them. Software
support for these “large volumes” became
available beginning with DFSMS version
2.10 via APAR OW04947. This support
required a number of changes to various
operating system components, of course,
including DFSMSdfp, ISMF, DADSM, and
CVAF. You can search IBMLink using the
keyword ‘SLV’ to find most of the APARs
related to support for large volumes. Two
publications, the DFSMS Software Support
Reference for the ESS, SC26-7440, and the
z/OS V1R3 DFSMS Technical Guide
Redbook (SG24-6569), also provide infor-
mation about large volumes.

Large volumes, which may be defined
with anywhere from 3,340 cylinders (the

minimum, one cylinder larger than the
3390-3) to 32,760 cylinders (the maximum)
allow installations to get around the z/OS
limit of 65,535 devices per image by
putting the same amount of data on fewer
volumes. These devices appear to the system
as 3390-9s with a customized number of
cylinders. Although it is possible to define
volumes with even more cylinders, they
cannot be varied online (the system will
give an error if this is attempted). The coex-
istence PTFs for versions of DFSMS prior
to version 2.10 also prevent volumes with
more than 10,017 cylinders from being
brought online to these down-level systems
at IPL time or varied online later by com-
mand (although they can be online to other
systems in the sysplex).

Naturally, the larger and fewer the vol-
umes, the greater the likelihood that you
will need to perform multiple I/Os at the
same time on the same device. Without the
use of Parallel Access Volumes, long IOS
queue times could result, since the I/O
subsystem normally allows you to perform
a single I/O at a time per volume. PAVs,
which allow multiple I/Os to take place
concurrently on the same volume, are there-
fore likely to be particularly important for
large volumes. If performance, rather than
capacity, is an issue, it may also be important
to use the Dynamic Alias Tuning function
of the Workload Manager to automatically
alter the number of PAVs associated with
large volumes as needed.

With large volumes, it may also be nec-
essary to increase the size of the VTOC and
VTOC Index to accommodate the larger
number of datasets that can be placed on
such devices. The maximum allowable size
for the VTOC is 9,640 tracks and for a
VTOC Index, 1600 tracks. This allows for
nearly half a million datasets on the volume

One question that
arises is what to call
these devices. If the

3390-9 was “Fat
DASD,” are large
volumes “Very

Fat DASD”?
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(although a smaller VTOC and VTOC Index is probably advisable
to limit the amount of searching required). Once datasets are placed
on a large volume, they can be accessed only by systems that have
large volume support enabled. Thus, if a dataset needs to be shared
across multiple systems, it cannot reside on a large volume unless
full support for large volumes has been applied to all of the systems
that might need the dataset.

Large volumes also introduce a number of changes in the
DFSMShsm control data sets. These changes affect the MCK
(which describes CDS records), the MVT (which describes
DFSMShsm-owned volumes), the VSR and DSR (Volume and
Daily Statistics records) and others used internally by DFSMShsm.
Volumes that are already defined to DFSMShsm cannot be rede-
fined as large, since this would require many changes to records in
the existing control datasets. Only newly added volumes can be
defined to have more than 10,017 cylinders. For installations that
use Innovation Data Processing’s FDRABR system, version 5.4
Level 20 is required for large volume support. (A special zap for
“early adopters” is available for prior versions).

Of course, it is important to check if changes are required to
other products as well. DFSORT, for example, requires a PTF
(PQ47926). One interesting change involves the movement of a
flag that indicates whether a dataset is EXCP-ineligible, which is
turned on for PDSEs, striped datasets, and the like from the
cylinder field in the DEB to the track field (from DEBSTRCC to
DEBSTRHH+1). Such a change could confuse programs that are
unaware of it.

Besides their obvious advantages, large volumes also have their
drawbacks (or, as those of us in the vendor community like to say,
“considerations”). For example, given the same utilization level,
large volumes obviously take longer to back up and restore than
smaller ones. Since backup and restore operations often require
long-term enqueues on the VTOC and on the datasets being
accessed, dataset and volume availability may suffer. This applies
not only to backup and restore, but also to any function that might
need to serialize on the volume. With large volumes, it may be more
important than previously to ensure that hardware RESERVEs are
converted into ENQueues. To limit the amount of time datasets and

devices are unavailable, it may be useful to make “instantaneous”
copies of the volumes (via Flashcopy or an equivalent) and then
create the tape backup file from the “frozen” copy.

Another consideration is that more virtual storage may be needed
for programs that process large volumes. With larger VTOCs,
VVDSs, and numbers of datasets, there is the possibility of 878 or
80A-type abends if not enough virtual storage is available for a full-
volume operation under DFSMSdss, for example.

Disaster recovery planning must also encompass large volume
support. Recovery at a disaster site often involves a full-volume
restore from a DFSMSdss physical backup or reconstruction of
volumes from incremental backups made under FDRABR or
DFSMShsm. These operations require that a device of the same
capacity be available as a target for the restore, and of course,
the restoring system must also have large volume software sup-
port installed.

Storage administrators meet the challenge of keeping installa-
tions competitive by taking advantage of changes in technology as
they occur. Large volumes provide relief as installations approach
the 64K device limit, simplify system administration with fewer
devices, and because of their size, may allow more data to be kept
online longer, lessening the need for migration.

“VERY FAT DASD”?

One question that arises is what to call these devices. If the 3390-9
was “Fat DASD,” are large volumes “Very Fat DASD”? They may
be identified by an installation’s DASD reporting programs as
3390-9, 3390-32, or any of several other values. Whatever you call
them, however, they are likely to play an important role in the data
center of the future.  
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