
BY JOE ZWERS 

An Ounce of Prevention:
How to Detect and Prevent

Hard Drive Failures
Unexpected disk failure is an expensive proposition. It is not the cost of the drives themselves,

but rather the tech personnel time involved in replacing and reloading the disk that can easily
outweigh the hard costs. Add in the user downtime, value of lost information and, in the case of
externally facing applications, lost customers, and the damage skyrockets.
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EVERYONE has their story of how life would
have been better if only they had

known ... There are plenty of magazine columns filled with
advice on how to find the perfect mate or know which stocks
to pick to avoid future heartache. In turn, there are plenty of
casualties of love and the stock market who will eat up this
advice in the hopes of preventing yet another catastrophic
decision. However, no one talks about
how to prevent another kind of disas-
ter — one that causes support staff so
much trouble: hard disk failure. How
can you reliably find out ahead of
time, which hard disks are going to
fail so that you can repair the disk —
or at a minimum back up and replace
it — before it brings the system to a
crashing halt?

Sure, there are plenty of disaster
recovery programs on the market.
RAID (Redundant Array of
Independent Disks) will prevent a
total data loss catastrophe in most
cases. However, it will also bring ser-
vice to a crawl while the faulty disk is
being replaced and the array rebuilds
the data onto the new disk. Backup gives you an added
safeguard. However, the data can be restored from tapes only
if the following conditions exist:

● the data was backed up
● you can find the right tape
● the media is not faulty
● IT has the time to find the documents users are hoping

to recover

Nonetheless, depending on RAID and backup for data
recovery is like driving recklessly down the freeway, comforted
by the fact that the insurance company will “put things back
where they belong” after a crash. No, the best approach is to
prevent a crash, whether it is of a car, the stock market or a
hard drive.

EARLY WARNING SYSTEM

Unexpected disk failure is an
expensive proposition. It is not the
cost of the drives themselves, since
prices have come down to the $100 to
300 range. Just the tech personnel
time involved in replacing and reload-
ing the disk can easily outweigh the
hard costs. Add in the user downtime,
value of lost information and, in the
case of externally facing applications,
lost customers and the damage skyrock-
ets. It would not be too bad if the disks
failed over the weekend, allowing
plenty of time for their replacement.
However, too often, disks crash during
peak business hours or when a top

salesperson is in the middle of an important presentation ... or
when a support professional has to be paged in the middle of
the night to come in and fix it. Yet all these expenses pale in
the face of the value of the data itself, and potential losses in
terms of lost customers, employee downtime and work that
has to be redone.

Therefore, it behooves IT to implement some system of
preventing data loss, and its related service losses, by being
able to know ahead of time, which disks are going to crash.

Nonetheless, depending on
RAID and backup for
data recovery is like

driving recklessly down
the freeway, comforted by
the fact that the insurance
company will “put things
back where they belong”

after a crash.
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That gives the administrator enough time to
pull the drive out of production, back it up,
run diagnostics to find out if it does need
replacement and then repair or replace the
drive. With enough advance warning, this
can simply be scheduled as a normal
maintenance routine instead of a “drop
everything” emergency.

IBM took the first strides in this direction
when it developed a technology called
Predictive Failure Analysis (PFA). It is
designed around the fact that almost all
drive failures are mechanical in nature,
caused by the gradual wearing out of a
drive’s moving parts. Therefore, just as an
automobile engine starts to leak oil, run hot
or make strange noises before it finally dies,
disk drives also have indicators that there is
a problem coming up. An increase in the
number of remapped sectors, for example,
is a sign of disk surface problem, while
rising temperature may indicate that the
spindle bearings are wearing out.

Compaq Computer Corporation took the
PFA idea one step further and came up with
Self-Monitoring Analysis and Reporting
Technology (S.M.A.R.T.). Separate versions
of the technology were developed for ATA
(IDE) drives (Small Form Factor Committee
document SFF-8035) and SCSI drives
(ANSI-SCSI Informational Exception
Control document X3T 10/94-190). Drive
manufacturers such as Seagate, IBM, Western
Digital Corporation, Maxtor and Quantum
Corporation have adopted S.M.A.R.T.

You can monitor up to 30 different indica-
tors with S.M.A.R.T, including such items as
head flying height, data throughput perfor-
mance, spin-up time, re-allocated sector
count, seek error rate, seek time performance,
spin try recount, and drive calibration retry
count. The drive controller rates each of these
items on an 8-bit scale (0-256) and interprets
the results to decide if there is a problem.

While this all sounds impressive, it suf-
fers from a fatal flaw that is not too dissimilar
to letting Enron fund the election campaign
of prominent energy officials — the manu-
facturers decided what S.M.A.R.T. will and
will not reveal. Although the data format is
standardized, each manufacturer decides
what items it wants to monitor on each disk
and what thresholds are to be set for these
items. The controller then provides that
data, upon request, to the BIOS, operating
system or other software designed to moni-
tor the drives. While ATA drive controllers
can provide more detailed information that

can be evaluated by software residing on the
host, SCSI drives generally only report a
“good” or “failing” status.

As Seagate describes it in its Technology
Paper TP-67D, “S.M.A.R.T. technology
resembles a jigsaw puzzle — it takes many
pieces, put together in the right way, to
make a pattern.” Unfortunately, some pieces
of the puzzle do not exist, and among those
that do, many of the really useful ones are
not available to you. S.M.A.R.T., it turns
out, is only designed to detect certain kinds
of predictable device failures. Thus, admin-
istrators who know what they are doing and
could possibly set S.M.A.R.T. to give them
some kind of warning of impending disk
failures are hamstrung by being unable to
set the values to match their needs. It is
quite common to encounter drives that
S.M.A.R.T. reports as 100 percent healthy,
even though they are barely alive.

DISK MONITORING

So how should you monitor enterprise
disks and deal with situations? If you know
you have a disk problem, running a diagnos-
tic tool can locate the cause and often repair
it. Seagate’s SeaTools diagnostic software
(www.seagate.com/support/seatools) tests a
drive to find the reason for the fault or error
message. Interestingly, Seagate has found
that 40 percent of disks returned to the man-
ufacturer do not actually have a hardware
problem. SeaTools, therefore, offers advice
when the disk is not at fault, on sorting out
the various errors that can arise such as with

the operating system, file system and parti-
tioning. A similar diagnostic tool called
Drive Fitness Test 3.01 is available from
IBM with Windows and Linux versions
(www.storage. ibm.com/hdd/support
/download.htm).

Unfortunately, analysis tools really only
come into play once you know you have a
problem. What about detecting disk woes
before a crash? Compaq’s Web-based
Compaq Insight Manager (CIM) monitors
all Compaq servers on a network. CIM
monitors more equipment components
than just the disk drives and does a good
job in most cases. By relying on SMART,
however, its disk monitoring functions are
somewhat limited.

Gibson Research offers Spinrite 5.0 as an
excellent alternative. It checks drive status
on machines running Windows 95, 98 and
Me by reading and re-writing data through-
out the entire surface of a disk to check for
data errors. Bad sectors are then removed to
prevent future problems. Spinrite also
includes data recovery tools to assist during
a crash. Unfortunately, this tool is limited in
that it is not designed for NT/Windows
2000/XP boxes and is not networkable.

For those looking for an enterprise solu-
tion to disk monitoring where a system
administrator can monitor disk health
accurately and easily from a central con-
sole, Executive Software’s DiskAlert
(www.execsoft.com/downloads/menu.asp)
provides a good solution. It works on
servers and workstations running Windows
NT/2000/XP. In addition to monitoring
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Using the Disk Alert console, you can monitor the health of all disks in the network, keep track of throughput and drive
error rates and set thresholds for alerts.

FIGURE 1: DISK ALERT CONSOLE 



single SCSI and IDE disks, it also reports
on the status of software RAID and most
hardware RAID arrays. See Figure 1.

DiskAlert uses S.M.A.R.T.’s raw data but
also monitors many other components to
determine data throughput and error rates
that are likely indicators of disk problems.
Additionally, it lets system administrators
configure four status levels for multiple
parameters. Alerts can be set according to
your own specific needs, rather than accord-
ing to the manufacturer’s presets. As an
additional tool for the prevention of crashes,
it alerts you when any disks are becoming
full. See Figure 2.

As this product has most relevance in an
enterprise setting, let’s take a look at it in
more detail:

You can download the 10MB trial version
of the software from the aforementioned
link. Once installed, the administrative con-
trol panel launches. Click on “Select Drives
to Be Monitored,” which is the only avail-
able option initially. This starts a wizard
that will map the network and present a tree
showing the domains, workgroups and
machines. Click on the box next to the
items you wish to monitor. You will then be
asked to select the drives within those
machines you want to track. These can be
individually or globally selected as with the
machines. You can return to this item later
if you want to change your selections. See
Figure 3.

Once this is done, the “Configure
Notification Alerts” button on the control
panel becomes available. When you acti-
vate this, a wizard appears, enabling you
to configure notifications to occur by pop-
up screen, email, paging and/or telephone.
Enter the names, email addresses and
phone numbers for those people you want
to be contacted. If necessary, you can
specify which disks are the provinces of
routine maintenance personnel and which
disks emergency response personnel
would address.

If, for example, you consider key server
disks the highest priority, a standby sup-
port person could be paged or called
whenever a threshold is exceeded. The rest
of the time, maintenance receives email
alerts and can check them out at their
leisure. Four status levels are available for
any and all disks: good, warning, critical
and fail. See Figure 4.

The next action is to load “Assistant
Consoles” on any machines desired. These

consoles can view the disk status through-
out the network, but cannot change any of
the thresholds. To load an Assistant console,
click on the box next to that computer on
the tree.

At this point, DiskAlert begins the
process of monitoring the selected drives.
The console displays the network tree with
a color-coded icon (Green - Good, Yellow -
Warning, Red - Critical and Black - Failed)
showing the status of disks within that
domain, workgroup, server or workstation.
When any disk hits a threshold, that warn-
ing changes the icons on up the tree. The

items in the tree can be expanded or collapsed
similar to Windows Explorer.

When you click on any monitored drive,
you have a choice of viewing either a line
graph displaying disk throughput, an indica-
tor of disk health over time, or a pie chart
showing the amount of free space. On the
disk health graph, there are two lines
showing the critical and warning thresh-
olds. Change these by clicking and dragging
them, or by clicking on the Properties button
where you can enter numerical values for
the thresholds. Its probably best to stick to
the default settings at first and gradually

TECHNICAL SUPPORT • AUGUST 2002

Four status levels are available for any and all disks: good, warning, critical and fail. The alert pictured here is a ‘Warning’. 

FIGURE 4: WARNING STATUS ALERT 

Alerts are received when free space thresholds are exceeded

FIGURE 2: FREE SPACE ALERTING 

The DiskAlert Configuration Taskpad allows you to select drives to be monitored, configure notification alerts, install
assistance consoles or purchase additional licenses.

FIGURE 3: DISKALERT CONFIGURATION TASKPAD 
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experiment with small changes on a couple
of drives until you find the levels that work
best for you.

On the free space chart, the default
thresholds are set at 75 percent utilization
for warning and 90 percent for critical.
These are not set that way in case the disk
suddenly fills up. It has been found that
disk performance begins to decrease at
about the 50 percent full mark.
Performance degradation actually becomes
quite noticeable at about 75 percent and
quite a serious problem at 90 percent.
Users will notice more sluggish machine
performance, longer read/write times,
some difficulties storing large files, and
occasional crashes.

Fragmentation compounds this situation.
While Windows-based systems begin to
fragment during the loading of the operating
system, the condition accelerates rapidly
once the disk is 75 percent full. With less
free space available, the remaining free
space becomes badly splintered and further
writes result in files being fragmented into
hundreds and sometimes thousands of
pieces. At 90 percent used free space, some
applications will start hanging up and frag-
mentation will, on occasion, slow a machine
to a crawl. Thus, free space alerting para-
meters should not be set higher than the
default levels and should also be treated
seriously. See Figure 5.

How long does it take to download and
set up? If you want to keep it simple by
accepting all default thresholds and having

a single person contacted for every machine
in the domain, installation can be done in 10
minutes. If, on the other hand you want each
of the 5,000 users to be called at home when
there is a problem with their workstation, it
will take considerably longer. However,
once it is set up, you can just forget about it
and let it do its job.

SUMMARY

Unexpected disk failure is an expensive
proposition. It is not the cost of the drives
themselves, but rather the tech personnel
time involved in replacing and reloading
the disk can easily outweigh the hard costs.
Add in the user downtime, value of lost
information and, in the case of externally
facing applications, lost customers, and the
damage skyrockets.

Depending only on RAID and backup for
data recovery is an incomplete strategy at
best. The right approach is to prevent a
crash and to attempt proactive maintenance
that removes problems with disks before
they arise.  

Joe Zwers is a Glendale, CA-based writer
specializing in business and technology.
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With less free space available, files become fragmented into hundreds and sometimes thousands of pieces. At 90 percent
used free space, some applications will start hanging up and fragmentation will, on occasion, slow a machine to a crawl.
Thus, free space alerting parameters should not be set higher than the default levels and should also be treated seriously. 

FIGURE 5: FREE SPACE CONSOLE 


