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EACHnew release of OS/390 and z/OS seems to feature
more components that rely on functions provided

by UNIX System Services (USS). Thus, proper tuning of
OS/390 UNIX is becoming a critical and non-trivial compo-
nent of overall OS/390 performance. The heart of the OS/390
UNIX file system is the Hierarchical File System (HFS), and
you can trace many OS/390 performance problems to poor
decisions related to HFS data sets. The good news is that
DFSMS 1.5 vastly improved HFS performance and added
some new controls for tuning these important data sets. The
bad news is that most of these new controls have not been
well documented or explained. This two-part series will
attempt to correct that oversight by explaining basic HFS
concepts, exploring the new features and controls added by
DFSMS 1.5 (Part I), and providing some practical sugges-
tions for improving HFS performance (Part II).

A strategic component of IBM’s OpenEdition MVS offering
(which allowed UNIX work to be run on an OS/390 plat-
form) was support for HFS data sets. Each data set contained
a logical mapping of a POSIX-compliant file system that
UNIX applications running under OpenEdition MVS could
directly access. Although the logical view of this stored data
mirrored the familiar UNIX tree-structure file system, including
a root directory and various files and subdirectories, the way
in which the data was stored differed from that found on any
native UNIX operating system.

The structure of those early HFS data sets was almost iden-
tical to the structure of PDSE data sets, and both types of data
sets used many of the same processing routines. It soon
became apparent that this design was not robust enough to han-
dle the I/O loads produced by serious production applications
running under OS/390 UNIX System Services (the new and
improved name for what used to be OpenEdition MVS). One
of the major enhancements of DFSMS/MVS 1.5 (which is
installed as part of OS/390 Version 2, Release 7) is an overhaul

of the support routines that handle I/O requests for HFS data
sets. Although these changes do not require any modifications
to the physical HFS data sets themselves, just about every other
piece of the puzzle underwent major or minor design changes.

HFS INTERNAL STRUCTURE

Before trying to use the tuning tools available for tuning
HFS data sets, it is important to have a basic understanding
of how the data set is constructed. There are three types of
pages stored within the HFS, and many of the measurement
tools provide separate performance and capacity numbers for
the various types of pages:

1. Index pages contain all the attributes and data pointers
for the user files and directories that are stored within the
data set. An analogy for OS/390 users is to think of the
VTOC (Volume Table of Contents) on a DASD volume.
Unlike a VTOC, however, the HFS index is not a fixed
size, but expands and contracts as needed based on the
contents of the data set. Some documentation refers to
the index records as the attribute directory (AD) of the
HFS data set.

2. Name directory pages maintain the logical directory
tree structure of the files and subdirectories that the
HFS represents. These pages also contain the actual
names of the user files and the subdirectories.

3. The last type of page stored within an HFS data set
contains the more familiar user data. This consists of
the standard executable programs, scripts, text files,
and application data files. The index pages maintain
pointers to these files.

The HFS acquires and dynamically formats all three types
of pages (each 4KB in size) as needed. There is also no
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segregation of the various page types,
which means that an index page, a name
directory page, and a data page might all
exist on the same physical DASD track.

In much of the OS/390 UNIX documen-
tation, you will find the term “metadata.”
This refers to those data structures used to
keep track of the attributes of a data file, but
not the actual data stored within the file
itself. Thus, metadata would include things
such as the file name, the file size, its per-
mission attributes, and the date and time it was
last referenced. Most of the index pages and
name directory pages are considered to be part
of the metadata.

All of this internal structure is quite trans-
parent to the typical OS/390 UNIX user, and
probably to most systems programmers as
well. However, knowing how all of these
pages work together will become important in
understanding proper HFS tuning procedures.

ENHANCED IN DFSMS 1.5

In this section, I will present some of the
significant performance and operational
improvements that DFSMS 1.5 added to the
system. This article only considers those
improvements relating to HFS operation.

Virtual HFS Buffer Pools
In an attempt to avoid or defer I/O opera-

tions for HFS data sets, DFSMS 1.5 adds
support for four different buffer pools
designed to cache all three types of HFS data
(index pages, name directory pages, and
application pages). Previously, the OMVS
kernel did some caching and buffering, but it
was limited to one 2GB data space, offered
no control over sizes, and could experience
S0F4 abends if all the space was exhausted.
DFSMS 1.5 assigns each of the four new
buffer pools to its own data space, and each
one can expand into multiple data spaces if
necessary (dynamic pool expansion). The
OMVS kernel address space allocates these
four data spaces and names them HFSDSPxx
(where xx is a sequential numeric value from
01 to 04).

The global HFS buffer pools reduce HFS
I/O activity in two ways: They reduce read
activity by caching input data, and they
reduce write activity by caching output data
and using deferred (asynchronous) writes to
update or “harden” the data at a later time.

The size of the buffers in the four buffer
pools is predetermined at 4KB, 16KB,
64KB and 256KB. Metadata is always

assigned to the 4KB buffer pool, and the
system obtains as many buffers as are needed.
User files are typically allocated four buffers
from only one of the buffer pools, based on
such attributes as access mode (random or
sequential), file size and the number of bytes
specified in the I/O request. Thus, the
amount of buffer space allocated for a file’s
user data could range from a minimum of
16KB (four 4KB buffers) to a maximum
of 1MB (four 256KB buffers).

Sequential input files will be assigned a
buffer pool based on the size of the file, so
that larger files will be assigned the larger
buffer pools. The first read request directed
to the file causes the system to obtain four
buffers and to fill them with data. The
buffers continue to fill via a read-ahead
function as the application is reading data.

Bufer pool selection for small, random
input files is also based on the size of the file,
but for larger random files, a more important
factor is the size of the read request.

Because most UNIX application files are
small, and because the 4KB buffer pool
holds all metadata, most users will find the
4KB pool to be the most active one.

A new parameter has been added to the
FILESYSTYPE keyword within the
BPXPRMxx member to allow the amount of
virtual storage allocated to the buffer pools to
be controlled. The VIRTUAL parameter
specifies the maximum amount of virtual
storage that the system should allocate for all
four buffer pools. The minimum value that
may be specified is 32MB, and the maximum
and default value is set as 50 percent of the
real storage available to the system after
IPL. Figure 1 shows an example of a
FILESYSTYPE keyword using the new
parameter.

This example indicates that the system
should reserve 128MB of virtual storage for
global buffer pools. When the VIRTUAL
parameter is detected at IPL time, the amount
of virtual storage specified is allocated to the
four buffer pools using a fixed allocation
algorithm that may not be optimum for your

workloads. The “Tuning Considerations”
section examines a better option that avoids
this problem.

Fixed HFS Buffer Pools
A portion of the overhead of performing

an I/O operation is the fixing and releasing
of the data pages that are being read or
written. This is necessary so that the paging
subsystem does not try to page out a page
while the I/O subsystem is trying to use it.

DFSMS 1.5 tries to reduce the overhead
of I/O requests by performing page fix oper-
ations against a portion of the virtual buffer
pools described in the previous section. If
the system can assign data to one of the
page-fixed pages, then any I/O performed
against that page will use fastpath I/O,
which is more efficient.

The new FIXED parameter specifies the
minimum amount of the allocated virtual
storage for buffer pools that should be page
fixed. The minimum and default value is
0MB, and the maximum value cannot
exceed the VIRTUAL value.

Figure 2 shows an example of the use of
the FIXED parameter. This example speci-
fies that page fixing should occur for 32MB
of the 128MB allocated for global HFS
buffers. When OS/390 UNIX finds a FIXED
parameter during initialization, it allocates
the fixed storage to each buffer pool using the
set algorithm shown in Figure 3.

A buffer never undergoes reassignment to
a different pool after the initial fixation and
assignment. The defaults shown in Figure 3
could be a problem if your workload con-
tains mostly files of the same size, because
one buffer pool may be overloaded, while
another has fixed storage that is allocated but
never used. The “Tuning Considerations”
section presents suggestions for avoiding
this problem.

The fixed storage assigned to buffer pool
4 is managed differently, and that is why the
table shows no fixed storage pre-allocated
to that pool. Data buffers in this pool are
never fixed at initialization time, but remain
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FILESYSTYPE TYPE(HFS)
ENTRYPOINT(GFUAINIT)
PARM(‘VIRTUAL(128) FIXED(32) SYNCDEFAULT(30)’)

FIGURE 1: A FILESYSTYPE KEYWORD USING THE NEW “VIRTUAL” PARAMETER 

FILESYSTYPE TYPE(HFS)           
ENTRYPOINT(GFUAINIT)
PARM(‘VIRTUAL(128) FIXED(32) SYNCDEFAULT(30)’)

FIGURE 2: THE USE OF THE “FIXED” PARAMETER 
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fixed for a short time after the system performs an I/O operation.
This is why buffer statistics will often show fixed page usage for
this buffer pool even if you have specified a value of 0MB for the
FIXED parameter.

When an application needs a new buffer, the first choice is for an
available page that is already fixed. If that is not possible, the next
choice is for an available page that is not fixed but is already backed
by real storage. The final option is to assign a new buffer page.

Deferred Writes
The new deferred write feature allows written user data and meta-

data pages to be kept temporarily in virtual storage, and then later
hardened (written to the HFS) asynchronously from the application.
Previously, any operation that caused a write would be forced to wait
until the data and metadata were actually written to the HFS data set.

SYNCDEFAULT, another new option supported by the
FILESYSTYPE keyword, determines the maximum time that
written data must wait in virtual storage before being hardened.
For an example of this, refer to the BPXPRMxx initialization file
shown in Figure 4.

This example specifies that each HFS will have its data hardened
every 30 seconds. Values specified for this parameter will be rounded
up to the next multiple of 30 seconds, except for a value of zero,
which will disable the deferred write feature, and cause all data to
immediately be written to DASD. If there is no supplied value, the
default value of 60 seconds will be used.

Use the SYNCDEFAULT option described previously to set the
default deferred write interval for all HFS data sets. Use the SYNC
option within the PARM keyword on the TSO MOUNT command
or the BPXPRMxx ROOT/MOUNT parameters to override the
global default for a specific HFS data set. For example, this
command will set the deferred write interval to 90 seconds for the
following HFS data set:

MOUNT FILESYSTEM(‘HFS.TEST.SYSTEMA’) PARM(‘SYNC(90)’)

A task within the kernel known as the Synchronization Daemon
(Sync Daemon) performs the deferred write process (for those with
OS/390 roots, a daemon is like a started task). It monitors the
synchronization values for each mounted HFS data set and schedules
the writing of the changed data when each interval expires. All
resources consumed by the Sync Daemon are charged against the
kernel address space.

Manageability Enhancements
The following new features make it easier to manage HFS data

sets and reduce the probability of corrupted data:

● HFS data sets are no longer restricted to one volume, but can
expand into multiple volumes. Each data set can now span up
to 59 volumes, with a maximum of 255 total extents for all
volumes, and up to 123 extents per volume.

● Responding to user concerns about the difficulty of managing
HFS data sets with DFSMS, this is no longer a requirement. Keep
in mind that there are some limitations when using non-managed
HFS data sets, such as the requirement that they must be
cataloged and cannot span volumes. (Support for non-managed
HFS data sets is actually implemented by the PTF service applied
in conjunction with DFSMS 1.4 or DFSMS 1.5.)

● Starting with OS/390 2.9, HFS data sets can be shared in
read/write mode between systems in a sysplex configuration.
Before that, HFS data sharing existed for read mode only.

● An internal time stamp associated with each mounted HFS
provides improved data set integrity. The time stamp is set
when the HFS is mounted in read/write mode and is verified
during synchronization and index read operations. If the time
stamp no longer matches the mount time, the system does not
perform updates.

Performance and Tuning Data
All of the HFS performance enhancements added by DFSMS 1.5

would be of little value if there were not a mechanism for displaying
the effectiveness of those improvements. Fortunately, DFSMS 1.5 also
provides an interface that returns performance information and allows
dynamic alteration of storage thresholds and HFS data set sizes.

The pfsctl callable service implements the interface to these new
functions. It forwards a command and argument to a Physical File
System, and then returns the results to the caller. The following five
functions are currently supported through this interface:

● Display Storage Limits for HFS Buffers: This returns the
current virtual and fixed storage limits in effect, as specified
by the VIRTUAL and FIXED parameters.

● Change Storage Limits for HFS Buffers: This dynamically
alters the virtual and fixed storage limits in effect.

● Display Global HFS Statistics: This returns attributes and
performance
statistics relating to the four global
HFS buffer pools.

● Display HFS File System Statistics: When passed a file or
path name, this function resolves that name to a specific HFS
data set and then returns attribute and performance statistics
for that data set.

● Expand HFS Data Set: When passed a file or path name, this
function resolves that name to a specific HFS data set and then
expands the size of that data set by a specified amount. Another
option allows the data set to expand to another volume.

TUNING CONSIDERATIONS

Now that I have presented a brief introduction to HFS con-
struction and some of the significant performance and operational
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Buffer Pool 
Number

Size of 
Buffers

Fixed Storage 
Portion

1 4K 4/7 or 58%
2 16K 2/7 or 28%
3 64K 1/7 or 14%
4 256K None

FIGURE 3: BUFFER POOL CHARACTERISTICS

FILESYSTYPE TYPE(HFS)           
ENTRYPOINT(GFUAINIT)
PARM(‘VIRTUAL(128) FIXED(32) SYNCDEFAULT(30)’)

FIGURE 4: THE USE OF THE NEW
“SYNCDEFAULT” PARAMETER
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improvements that were added by DFSMS
1.5, you should be prepared to examine
some common HFS performance prob-
lems. In Part II, I will outline these perfor-
mance problems and suggest methods for
detecting and correcting them for
improved HFS performance.

The information contained in this arti-
cle is the result of research performed
while developing the Storage Monitor
component of Landmark’s TMON for
UNIX System Services product. The white
paper, from which this article series was
taken, is available in its entirety by calling
(800) 488-1111 or emailing your request
to info@landmark.com.

Clark L. Kidd is a Senior Software Developer at
Landmark Systems Corporation and is one of
the primary architects of Landmark’s new
TMON for UNIX System Services product. He
has spent 13 years in software development.
Prior to that, he was a systems programmer,
applications programmer, and computer
security advisor. He is an active member in
CMG and SHARE, and is a project officer in
the SHARE MVS Open and Distributed project.

TECHNICAL SUPPORT • SEPTEMBER 2001WWW.NASPA.COM


