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In the April 2001 issue of Technical
Support, John Johnston wrote an article
dealing with getting information out of

a database and displaying it on the Web.
This article, the first in a multi-part series,
builds on the basics Johnston examined
and presents a real-world example of a
data-driven site that uses Active Server
Pages (ASPs) to allow or restrict access to
information on a site based on a user’s per-
mission level.

SITE CONCEPT

The basic idea behind the site is to allow
multiple levels of information access with-
out having to create a separate site or page
for each access level. In the case of a day
trading office, for example, the traders need
to access their information, the managers
need to see information about their direct reports, and the owners
need to be able to view it all! Add visitor access to the mix and you
can see that there is a lot of potential coding involved.

You could just create the site with a different set of pages for
each of the groups identified above, but when any updates to the
site (e.g., new features or a graphic re-design) are required, each
area needs to be done separately. Trying to keep things consistent
in this scenario would be a nightmare.

In this real-world site example, the
developers and I used ASP as the technol-
ogy to allow access to the database and to
keep the site manageable when people
need to add new information. Not only is it
fairly easy to learn (relatively speaking), it
runs on Microsoft Personal Web Server
(PWS), a free server that comes with every
release of Windows since 98. A dedicated
server is not required for small office
Intranets. Internet Information Service
(IIS) is the Windows NT/2000 version of
PWS, and offers more scalability and fea-
tures. IIS was actually designed to support
large-scale sites, provided the hardware is
available to support it.

After talking in-depth with the partners
and traders at the firm, we started with the
following assumptions about the site:

◆ All access to the site will be controlled with a logon and
password combination that will send the user to the appropriate
area of the site, based on his/her access level.

◆ An administrative assistant will handle all personnel information.
This person needs access to the database to add and edit the
information about everyone in the company.

◆ All personnel will be able to access their own information
regarding trades, profit and loss, and potential income based
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on their trades. To make it easier for them to see how they are
doing in relation to the other traders, they can see the averages
of all traders, but no individual information other than their own.

◆ Managers can access information about their traders, but not
the individual traders managed by others. They can see how
their traders are doing against the averages of all traders, and
they can see how their trader group is doing against the average
of the other groups and the company as a whole.

◆ The owners will have full access to all information available.
◆ Visitors to the Web site will be able to learn about the company

and get involved in an information exchange through an
optional newsletter and chat sessions. A discussion area will
allow visitors to post questions and answers, and learn more
about the company in general.

◆ Prospective employees will be able to access a special area
that allows limited information about the actual performance
of the current employees.

◆ A browser will handle administration of the whole site so that
the people who are updating information never need to see the
details of Structured Query Language (SQL) and ASP.

SETTING UP THE DATABASE

In order to set things up we needed to determine what information
was going to be collected, and how it would be stored. The design
of the database is critical to the speed of the site. A poorly designed
database can slow things down because the server has to work
harder to find the correct information. Too many people start out by
assuming that a database is like a spreadsheet and all they need to
do is enter data. A poorly designed spreadsheet can be edited
easily, but a poorly designed database often needs to be rebuilt
from scratch.

Designing a database requires examining what information you
want to keep in each table, and how those tables relate to, or join
with, each other. Common elements in each table should relate to
another table, and deciding just what those elements are can be
tricky. The process called “normalization” addresses this issue and
helps to make the most efficient design. You can use normalization
to minimize the duplication of information in a relational database.
If it is not unique information, should you place it in another table
where it will be unique? Most database programs offer a feature that
will help you normalize your database during the design process.

Let’s start with the Employees table and go through the normal-
ization process. You will need to have the following information for
each employee:

◆ user ID (for the database to index)
◆ first and last name
◆ social security number
◆ hire date
◆ address
◆ phone number
◆ login name
◆ login password
◆ position in the company
◆ access level for the database information
◆ profit and loss information
◆ daily trading information
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FIGURE 1: THE FOUR TABLES IN THE DATABASE 

FIGURE 2: THE DATA IN THE POSITION AND ACCESS TABLES
AND HOW THEY RELATE TO THE EMPLOYEE TABLE 

FIGURE 3: THE DIFFERENT FIELDS IN THE NEW TABLES
AND THE RELATIONSHIPS AMONG ALL OF THE TABLES 
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If you put all of this information into one
table, it would soon become unwieldy. It is
time to start normalizing. You know that
several things will remain constant for the
employee — name, social security number,
hire date and login name. (Yes, the name
can change through marriage, but that is not
going to happen too often to any one
employee — we hope!) Therefore, you put
this data into one table. Passwords, phone
numbers and addresses can change, so put
these into another table. I hope that the
employees will grow within the company,
so you can put their position and access
level into another table. The Daily Trading
and Profit and Loss data can go to yet
another table.

NORMALIZING THE DATABASE

As Figure 1 shows, you now have four
tables in the database. Examine how they
relate to each other and see if you need to do
anything more. By putting the user ID in
each table, you can relate all of the tables to
each other. But when you look at the
Position Table, you see that there will be a
lot of redundant information as you add
employees. For example, every time another
trader is hired his user ID will be added and
another position will be added, even though
that position already exists in the table.
Instead of adding a user to the Position
Table, you can add a Position ID to both the
Employee Table and the Position Table. By
joining the tables this way, you eliminate
the redundancy in the Position Table. You
can add new positions and change a user’s
existing position without having to change
many records in the process. By simply
changing the Position ID in the Employee
Table, all of the records relating to that
employee will be updated. You also need to
move Access Level into its own table and
create an Access ID for the same reasons.
Figure 2 shows the data in the Position and
Access Tables and how they relate to the
Employee Table.

The data you will collect about the traders
will include the stocks they traded, how
much they were bought and sold for, what
time each trade was executed, the fees for
each trade, and a myriad of other informa-
tion. The trading program provides this
information and displays it in a variety of
reports. You will take these reports and
import them to the database, so the structure
of the tables will be determined by these

reports. You will join these tables to the Users
Table using the Logon since that is how the
trading program identifies the individuals.

In Figure 3, you can see the different
fields in these new tables as well as the rela-
tionships among all of the tables.
Duplication occurs for a few fields among

the tables, for example, Date and Time, but
these are necessary to identify the data within
each table. If you did not have the date in
each table that holds the trading informa-
tion, the trading information would be
impossible to identify by date. You would
be able to calculate totals for the trading

SELECT * (select all records)
FROM tblEmployees, tblAddress (from these tables)
WHERE empUserID = addUserID (that meet these criteria)

FIGURE 4: A BASIC QUERY TO VIEW EMPLOYEES AND THEIR ADDRESSES 

SELECT * (select all records)
FROM Employees Employees, 

Address Address (from these tables)
WHERE Employees.UserID = Address.UserID (that meet these criteria)

FIGURE 5: ALTERNATE QUERY TO VIEW EMPLOYEES AND THEIR ADDRESSES 
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FIGURE 6: RESULTS OF A BASIC QUERY 

FIGURE 7: THE SQL STATEMENT THAT MICROSOFT ACCESS
GENERATED TO GET THE INFORMATION FROM FIGURE 6
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information, but you would not be able to
look at a daily or weekly total.
Normalization occurs for the database
because the information in each table is
unique, except for the fields that link the
tables together.

NAMING CONVENTIONS

You must address two things at this point:
naming conventions and data types. If the
names of the tables and the fields within the
tables are too similar, writing the queries to
get the information will be more difficult. If
the data within each table is not of the same
type as it is in other tables, the queries will
not work. The worst-case scenario occurs
when the queries appear to work but the
information is not correct because of differ-
ent data types.

For this database, you have used some
basic prefixes to help identify the tables
and the fields within them. The tbl prefix
identifies that the object you are looking at
is a table. Within each table you have
named the fields with a prefix that identi-
fies what table the field is in (emp for
Employee, add for Address, etc.). This
helps when writing the queries in the ASP
code, especially when referencing the rela-
tional information like UserID.

You could write a basic query to see all of
the employees and their addresses as shown
in Figure 4. If you do not write this query
properly, IIS will return an error that indi-
cates what the problem is. With the table
prefix as part of the field name, the error
message can point to which field is causing
the problem. This makes debugging the
SQL query a little easier.

If you choose not to name the tables and
fields in this fashion, the query can still be
written so that the error message will point
you in the right direction, but the query
would look more like Figure 5. There is not
a lot of difference between the two queries
except for the amount of typing required.
The second query is a bit longer, but will
show the same information. The FROM
statement tells the database what table to
use and then names the table for reference.
The WHERE clause uses this reference to
tell the difference between two fields that
are both named UserID. The first query
handles all of that without having to specify
the table every time you reference it. As you
add more tables and filters to the queries, it
will take a lot less room to write if you fol-

low the naming convention as it is in the
first query. Figure 6 shows the results of a
basic query, and Figure 7 shows the SQL
statement that Microsoft Access generated to
get the information. Figure 8 shows the min-
imal query necessary to get the same results.

DATA TYPES

The data type is important because even
though information may be displayed the
same way, if the data types in the tables are
different the queries will not work. Date and
Time are two of the more difficult data
types to work with, because it is easy to
mistake them with other data types. Even
though 08/12/2001 is recognized as a date
by everyone, if it is in the database as a text
field in one table and as a date/time field in
another, there is no way to relate these
tables to one another directly. You see a date
in both tables but the database sees text in
one table and a date in the other and will not
allow you to join these different data types.
If you force the database to accept that the
two fields are supposed to be joined together,
the query will fail. Worse, the query will
look like it is returning information but the
information will not be correct. Keeping
this in mind when creating tables, and
making sure that the data types are the same
for relational information is the easiest way
to keep from having to rework the queries or
the data itself.

QUERY LOGIC

Keeping the query logic consistent is
another concern. It is best to have one person
write the queries, or a group of people
working closely together to keep the logic
the same from one query to the next. There

is a story about a track meet between the
United States and the Soviet Union that the
U.S. won. U.S. newspapers announced that
the United States won the event. The Soviet
papers announced that the Soviet Union
came in second, while the United States
came in next-to-last. To prevent this kind of
distortion of the information, ASP can allow
users to choose many of the filters and
conditions for use in a query, but never
touch the query logic itself. This can be
especially helpful when people from different
locations need to access the information.
Rather than allowing them access to the
database, they can get on the intranet and
find the information presented in the same
way that everyone sees it. The only warning
is that once they see what you have created,
they will have a lot more requests for other
data, or comparisons of data that you have
not covered in your pages. This can keep
you busy for a long time!

Now that you have created the database,
the next step is populating it with informa-
tion. In order to add the information to the
database through a browser, and to see the
information once it is there, you need to create
the Active Server Pages. I will cover this in
Part II, to give you time to create your data-
base. Until then, keep on coding!

Mark Rider is the
Director of Technology
Affairs for a day trad-
ing firm in Forth Worth,
Texas. He has devel-
oped Web sites for five

years and is currently developing a training
program for the traders. He can be contacted
via email at markrider@zdnetonebox.com.

FIGURE 8: THE MINIMAL QUERY NECESSARY TO GET THE SAME RESULTS AS FIGURE 6
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