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Working Smarter

Quick and Simple SORT Tips:
Part II

L ast month’s column ended with the
following questions: If I had a file of

key data and I knew it contained duplicate
values, how would I determine which keys
were duplicated? Further, how could I
determine how many times each key value
was duplicated? Picking up from there, this
is the first sort tip — sum constants.

ADDING A SUM CONSTANT

In the “old days,” if a programmer wanted
to manipulate data being input to or out-
put from a sort, he would have to write
what is known as a “sort exit.” Although
there are many of these documented exit
points in commercial sorting software,
you can still write sort exits. However, for
most data manipulation tasks, they are no
longer necessary.

Instead, there are easy to use sort para-
meters that can replace these exits. One of
the more powerful of these is INREC.
Anything that you do to data records via
INREC processing occurs during the input
phase of the sort. This means that any data
added to or taken away from a record dur-
ing INREC processing is available to the
sort phase. If you have a choice of where to
reformat data, always do it on the INREC
side of a sort, not the OUTREC side.

Figure 1 demonstrates how a sum con-
stant is appended to a 16-byte input
record by using the INREC parameter.
The example uses a packed-decimal value
of positive one (X’0000001C’) with a
physical length of 4 bytes and a logical
length of 7 bytes. If the packed-decimal
value were shown in COBOL notation, it
would look like the following:

05 Sum-Constant         Pic S9(07) Packed-
Decimal Value +1.

If the value was in Assembler, it would look
like the following:

SUMCON   DC  PL4’1’

Note that since INREC is being used to
append the sum constant, the LRECL of
the file being sorted is actually 20 bytes,
not 16 bytes. Read the INREC FIELDS= in
Figure 1 as follows: “For every input
record read, move positions one through 16
to the intermediate sort heap plus append a
packed-decimal value of +1 right behind it
in positions 17 through 20.”

The size of the sum constant should be
proportional to both the number of input
records and the number of potential dupli-
cates. That is, the sum constant must be
large enough to accommodate the “worst
case.” This is because sort SUM processing
will ABEND if a decimal overflow occurs.

For example, if you had a file with 100
million records in it and you wanted to sum
it for duplicates, what if every single record
was a duplicate? Here is a simple rule:
Make the sum constant large enough to
handle the summed total of input records.

Note how the SUM statement in Figure 1
references position 17 for a length of 4.
When duplicate keys are found, the packed
constant of +1 is “summed” into positions
17 through 20 of the first instance of the
duplicate value.

EQUALS

When dealing with duplicate values in a
sort, you should be aware of how the
EQUALS keyword functions. When you
code EQUALS, the physical order in which
the system encounters duplicate keys is the
order maintained on output. When coupled
with the SUM function, this means that the
FIRST duplicate instance found is the one

that is retained (summed into). With the
opposite setting, NOEQUALS, the instance
that is retained is unpredictable. I recom-
mend always using EQUALS because in
some situations retaining the first instance
can be critical.

PART II OF THE SUM
CONSTANT SORT

When the sort described previously is
finished, the duplicated records will be
spread throughout the file. You need one
additional sort to finish the process.

Using the example from last month,
assume that 500,000 16-byte keys were
input to the sort, but after sum processing,
only 499,500 20-byte records were written
to SORTOUT. The result would be a 20-byte
file that is in strict ascending sequence by the
16-byte key. However, some of the 499,500
records would have something other than a
packed +1 in positions 17 through 20.

Figure 2 shows the JCL and sort syntax
used to pull all of the duplicated values up to
the top of the file. For this sort, the direction
is changed. Descending sequence is applied
to the sum constant positions (17,4,D).

Once sorted this way, ISPF browse is
invoked against the 20-byte file. The most
duplicated key value will be the first record
in the file. With HEX ON, you can visually
scan and scroll down until the first record
that still has a packed +1 in the sum con-
stant position is found. From this point on,
down to the end of the file, all of the keys
will be unique.

CLOSING OUT THE SUM
CONSTANT TECHNIQUE

Certainly, browsing data files with HEX
ON is a bit crude for high-level users.

©2001 Technical Enterprises, Inc. Reproduction of this document without permission is prohibited.



TECHNICAL SUPPORT • OCTOBER 2001WWW.NASPA.COM

However, for quick, down and dirty “data
discovery,” it works fine. If I wanted to
produce a report instead of a file, I could
easily do that with sort parameters also.

You can use the INREC/sum constant
technique on any file. Simply isolate the
beginning positions and lengths of all of the
“key” data and then move it, along with the
sum constant, to the sort phase.

ONE INPUT, MULTIPLE
OUTPUT FILES

Sort utilities are great “file splitters.” You
can sort the input and write multiple output
files in one pass. This is the next sort tip.

A sort that splits multiple files differs
somewhat from a “normal” sort. First, the
JCL will require a DD name for each output
file. Second, you will need to code the
OUTFIL parameter. Finally, you will need
the INCLUDE statement. See Figure 3.

By default, the output DD name of a sort
is SORTOUT. When the OUTFIL parameter
is coded, it should be followed by the
FILES=n keyword. The number that is
coded as “n” matches “n” in the DD name
SORTOFn (Sort Out File). If OUTFIL
FILES=1 is coded, there must be a match-
ing SORTOF1 DD name in the JCL. A
FILES=2 would require a SORTOF2, and
so on.

If a FILES=n value is not coded, all val-
ues from that instance of the associated
OUTFIL will be directed to SORTOUT.
When splitting files, I recommend always
using the FILES=n keyword in conjunc-
tion with OUTFIL. In other words, avoid
using DD name SORTOUT when splitting
output files.

The critical code for file splitting comes
on the INCLUDE statement. There must be
data values contained within the input file
that you can use to segregate the data into
the file where you want it to go. In Figure 3,
read the first INCLUDE as: “If the charac-
ter value (CH) COMMAND is present at
position 18 and the first byte of the file con-
tains the letter F, write this record to DD
name SORTOF1.”

All output files that are split will be sort-
ed in the sequence that is specified by the
SORT FIELDS= declaration. If all that is
needed is a file split without a sort, code
only the SORT FIELDS=COPY parameter.

CONCLUSION

Data mining anyone? Give me a fast
machine, a pile of data with knowledge of
its correct context, Syncsort/DFSORT and
I will weave that straw into gold quicker
than you can say Rumpelstiltskin! There
are many, many more uses for modern
sorting utilities. Find them, exploit them,
be a hero!

NaSPA member Jim Moore is the president
of Concentrated Logic Corporation, a
Glendale Heights, Ill.-based software devel-
opment firm specializing in TSO/ISPF/PDF
and database design. He can be reached at
conlogco@ix.netcom.com.

The following sort syntax appends a sum constant on the INREC side of a sort. Then, the entire file is sorted by the first
16 bytes with a sum into the PD (packed-decimal) sum constant in positions 17 through 20 

INREC FIELDS=(1,16,X’0000001C’)
SORT FIELDS=(1,16,A),FORMAT=BI,EQUALS
SUM FIELDS=(17,4,PD)

FIGURE 1: SORT SYNTAX TO APPEND A SUM CONSTANT

Note how SORTIN is written right on top of SORTOUT (the same file is used). A buddy of mine calls this a “suicide sort.”

//**— — — — — — — — — — — — — — — — — — — — — — — — — — — — — — — —**  
//**— SORT THE SUMMARIZED FILE DESCENDING (LARGEST SET FIRST)      **  
//**— — — — — — — — — — — — — — — — — — — — — — — — — — — — — — — —**  
//*                                                                     
// IF RC EQ 0 THEN                                                      
//SORT02 EXEC PGM=SORT                                                
//SORTIN DD DSN=&SYSUID..DB03.SETKEYS.DFGDGI.COUNTS,DISP=SHR          
//SORTOUT DD DSN=&SYSUID..DB03.SETKEYS.DFGDGI.COUNTS,DISP=SHR          
//SYSOUT DD SYSOUT=*                                                  
//SYSUDUMP DD SYSOUT=*                                                  
//SYSIN DD *                                                         
SORT FIELDS=(17,4,D),FORMAT=BI,EQUALS                                   

// ENDIF                                                                

FIGURE 2: SORT JCL AND SYSIN SYNTAX TO PERCOLATE THE
“MOST DUPLICATED” OCCURRENCES TO THE TOP OF THE FILE 

The SMS REFDD=SORTIN keyword is used to inherit the attributes of the file at SORTIN.

//**— — — — — — — — — — — — — — — — — — — — — — — — — — — — — — — —**  
//**— SPLIT ONE INPUT FILE INTO TWO OUTPUT FILES                  **  
//**— — — — — — — — — — — — — — — — — — — — — — — — — — — — — — — —**  
//*                                                                     
// IF RC EQ 0 THEN                                                      
//SPLITTER EXEC PGM=SORT                                                
//SORTIN DD DSN=SHRD.CV15.DMCL256,DISP=SHR                            
//SORTOF1 DD DSN=SHRD.CV15.FILEAREA,                                   
// DISP=(NEW,CATLG,DELETE),                                  
// REFDD=SORTIN                                   
//SORTOF2 DD DSN=SHRD.CV15.SYMBOLIC,                                   
// DISP=(NEW,CATLG,DELETE),                                  
// REFDD=SORTIN
//SYSOUT DD SYSOUT=*
//SYSUDUMP DD SYSOUT=*                                                        
//SYSIN DD *                                                         
SORT FIELDS=(18,26,A,52,8,A),FORMAT=BI,EQUALS                          
OUTFIL FILES=1,                                                        
INCLUDE=(18,7,CH,EQ,C’COMMAND’,AND,1,1,CH,EQ,C’F’)                    
OUTFIL FILES=2,                                                        
INCLUDE=(18,4,CH,EQ,C’SY40’,AND,1,1,CH,EQ,C’S’,AND,                    

40,2,BI,NE,X’0000’) 
// ENDIF

FIGURE 3: SORT JCL AND SYSIN SYNTAX TO SPLIT ONE INPUT INTO TWO OUTPUT FILES 


