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BY CHRIS DELAP 

A casual look at the headlines of industry trade publications
makes it appear that Linux is everywhere. Now it has

come to the world of mainframes. Linux has many things
going for it: It is free. It is open (the source code is available).
It is powerful. It is portable (there are kernels that run on
almost every platform including x86, Alpha, and now S/390).
Many different companies port their products to Linux. With
all of these benefits, you may be asking yourself the following
questions: Is it difficult to install
Linux on an S/390 box? Once you
have it installed, what are the charac-
teristics of Linux? Does it look like
the Linux you can run at home on an
x86 machine? This article will answer
these questions, and provide a sys-
tematic discussion of a Linux for
S/390 install based on my colleagues’
and my experience at a client site.

First, it was a straightforward
installation. It took approximately
eight hours from the time we down-
loaded the Linux version from the
Internet to when we did the first initial
program load (IPL) from tape. This
included reading the installation-
related portions of the Redbook Linux for S/390 (SG24-4987).
A list of other reference materials used for this install is
included at the end of this article. This article covers the
installation basics and describes the effort required for a
vanilla Linux system install to DASD.

HARDWARE CONFIGURATION

Most of the articles I have read describe how to run Linux
as a guest under VM. Many sites do not run VM but are running

in logical partition (LPAR) mode. The site where we conducted
this test does not use VM but did have an available partition.
The hardware at the site is an IBM 2003-225 with three
logical partitions. Additionally, there are two production
partitions and a test partition used for maintenance and
testing. The test partition capped at 10 percent of the CPU, has
64MB of memory (all configured as central storage) and has
all the DASD necessary for a Linux install. The configura-

tion for this test used three volumes,
but you can install Linux on a single
volume. The DASD we used is
internal and configured as 3380Ks.
Though the Redbook refers to 3390s,
they are not required. To install
Linux, 3380Ks are more than ade-
quate. For communication, one port
of the open system adapter (OSA)
card (a standard component of a
2003) configured for TCP/IP with
Ethernet was used. Token Ring con-
nections are also supported.

THE DRIVING FORCE

Why would an OS/390 or any
S/390 shop want to install Linux? The driving force in this
case was a request by management for the support staff at
the site to have a basic familiarity with Linux on S/390 in
the event it was necessary to provide services using Linux
as the operating system. The goal was for the support staff
to know what resources are required to install the operat-
ing system. Though the other team members and I had
some experience with UNIX, which was helpful, UNIX
experience is not necessary. Although the majority of our
experience was MVS and OS/390, we were also familiar
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with UNIX Systems Services (USS)
under OS/390 and Linux on Intel.

DOWNLOADING THE FILES

The Linux system files are available in
multiple locations. For this test, we used the
files available at Marist College in Pough-
keepsie, N.Y. (http://linux390.marist.edu/).
The Redbook we used as a reference is
based on the files available at this Web site.
We used a RedHat distribution (kernel
2.2.15) with the necessary extensions to
support the S/390 platform. To get started,
you will need the following three files: the
tape image (image.tape.bin), the RAM disk
root file system (initrd.bin.gz) and the full
root file system used for the DASD installa-
tion. The DASD root file system comes in
two types: large (initfs_big.tgz) and small
(initfs_small.tgz). We chose the large root
file system only because it consisted of
more pre-installed software. To relate this to
an OS/390 concept, the RAM disk root file
system is similar to a stand-alone restore
program on tape. However, in this instance,
a tape-based kernel loads a memory-resident
kernel and then starts the IPL of the memory-
resident kernel. The large root file system is
a full system. The large and small file system
can take some time to download. The large
file system consists of more than 100MB of
data. The initial step is to create an IPL tape.
For this you will need the tape image, the
RAM disk root file system and the manually
created parameter file.

CREATING THE IPL TAPE

The parameter file is a simple file that
contains basic configuration information.
The parameter file tells Linux what devices
are available (in this case these are all
DASD) and the mount point of the root file
system. The following is a sample file:

dasd=0b01-0b03 root=/dev/ram0 ro

The first set of parameters give the range of
DASD addresses (0b01,0b02 and 0b03)
available to Linux. The second set of para-
meters (root=/dev/ram0 ro) indicates that
the initial image being IPLed is located in
RAM disk (i.e., memory). This parameter
file is similar to the load parameter for
OS/390. The tape used for the initial IPL of
Linux must be non-labeled. It contains
three files. The first file is a binary image of
Linux. This kernel image boots from tape

and loads the memory resident kernel (the
third file). The second file is the parameter
file that describes the target DASD configura-
tion and location of the root file system for
the IPL. The third file is the root file system
that is to be loaded into memory (RAM disk).

DOING THE IPL FOR
THE FIRST TIME

After you create the tape, it is loaded on a
drive that is attached to the test partition.
The tape drive is prepared and the Support
Element test partition is set to load from that
address (on the 2003, the Support Element
is the same as the hardware management
console [HMC] listed in the Redbook). At
this point, you may wonder when you will
learn if something is wrong. The system
activity display on the Support Element
can help answer this question. If you IPL
a partition and there is no activity (or the
partition activity goes to 100 percent and
stays at that level), you can assume that
something is wrong. However, it is a good
sign if the IPL starts and the system activity
display shows the Linux partition is getting
resources and the amount of resources is
fluctuating. Usually, it takes about five
minutes to perform the IPL. Obviously, this
depends on the amount of resources allocated
to the test partition. All messages appear on
the Support Element in an “Operating
System Messages” window. Unlike an
OS/390 IPL where messages start slow,

these fly right by. For the most part, there is
not enough time for you to read the mes-
sages. Eventually, messages about the
DASD defined to this partition will appear
followed by the question: “Is your machine
connected to a network (Yes/No)?” The
answer in this case is “Yes”, and the system
will continue to prompt you for network
configuration information including the
type of OSA card (Ethernet, Token Ring or
a channel-to-channel connection), host
name, IP address, net mask, broadcast
address, gateway address, DNS address and
DNS search domain. Next, the system
displays the configuration information for
verification. If the data is correct, messages
will follow about bringing up the interfaces.
In the initial IPL there was an error. We
specified the wrong OSA-2 address (port 2
on OSA card 2 was the response). However,
it was actually port 1 on OSA card 2. We
verified this by looking on the OS/390 test
system TCPIP configuration.

With the correct network connection para-
meters, we started a second IPL from tape.
Again, the questions related to the network
were answered. We entered the correct infor-
mation at the prompts. When the message
“Bringing up interface eth0” and then “OK”
displayed, this confirmed that the network
connection parameters were correct.

The system proceeds to bring up other
services and then prompts for the root pass-
word. At this point, Linux is successfully
loaded from tape via the IPL process.

VERIFICATION

The RedBook Linux for S/390 provides a
list of commands and files that you can
review to verify that everything is correct.
Be sure not to issue the ping command with-
out the count parameter (-c) and not to use vi
from the Support Element. There is no way
to issue the Ctrl-D command to stop the ping
or to send the necessary control characters to
vi from the Support Element. At this point,
you could access the Linux system via a
telnet session from a PC. We used telnet as
much as possible because it is easier to use
than the Support Element interface and the
control characters were no problem.

SHUTTING DOWN LINUX

Before creating a system that can IPL
from DASD, you should shut down the
Linux system using the shutdown -h now
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command. This will send halt commands to
all the system daemons. The last message
says “Power Down” and thankfully, the
Redbook tells you this is OK, and is not as
catastrophic as it sounds. Once the Linux
system shuts down, it will show a disabled
wait in the Hardware Messages window on
the Support Element.

CREATING THE DASD
IPLABLE SYSTEM

Now it is time to prepare the DASD for the
installation of the root file system. The DASD
naming convention follows the same order it
is in the parameter file: 0b01 - dasda 0b02 -
dasdb and 0b03 - dasdc. If you do not specify
a parameter file, and if the devices are on dif-
ferent channel paths (CHPIDs), the names can
become confusing. The details for how Linux
decides to assign a Linux device name to each
address are beyond the scope of this article.
Specifying the DASD address range in the
parameter file ensures that the first address is
dasda, the next address is dasdb, and so on. To
verify which hardware address is which Linux
device name, issue the cat /proc/dasd/devices
command to list the devices file. In this install,
we formatted all three addresses. In a manner
similar to ICKDSF, the format command
dasdfmt -b 4096 -f /dev/dasda. erases any data
on the pack. It also removes the volume table
of contents (VTOC) and label. This command
says: format the device dasda (see the
/proc/dasd/devices file to see what hardware
address this is) with a blocksize of 4096 (-b
4096). Next, you will be asked if you really
want to do this and the system tells you all the
dire consequences if you choose to take this
action. It took us approximately 10 minutes to
format each 3380K volume. Once you have
completed the formatting, create a file system
on each device.

Naming conventions for the disk devices
and the file systems can be confusing.
Standard Linux can have multiple file sys-
tems on one physical disk (similar to mini
disks in VM). The version of Linux used in
this install did not support more than one
partition per device. A file system is called
/dev/dasd<letter>1 (e.g., /dev/dasda1 —
this is a lower-case L not a numeric one)
and in the case of S/390 will take up the
entire volume. When issuing commands
that deal with an entire DASD device, refer
to the DASD device by using the device
name (e.g., dasda). Formatting a device is
an example of this type of command. When

dealing with the file system, the logical
name is used (e.g., dasda1). With experi-
ence, this will no longer be confusing.

Using the command mkdir /mnt/dasda,
you will create a temporary mount point
(analogous to a pack label). The next step is
to mount the file system on this mount
point. You can do this by using the com-
mand mount /dev/dasda1 /mnt/dasda. Now
comes the big moment of using FTP to
transfer the root file system to the mount
point. This test uses the large file system
(over 100MB) and the transfer takes some
time. The root file system comes com-
pressed using tar. After the FTP completes,
uncompress the file system by using the
command tar xfzBp initfs_big.tgz; xfzBp
represents command directives that tell the
tar program to uncompress the file and to
preserve file paths (in Linux, like all UNIX,
everything is case-sensitive). Now the
DASD resident root file system is ready to
be customized.

CUSTOMIZATION

Customization assumes that a successfully
running Linux system is available; for
example, the Linux system loaded from tape
via the IPL. Many of the files modified during
the RAM disk IPL are the basis for the system
created on DASD. These files are manually
copied from RAM disk (memory) to disk. The
customization is straightforward and the

Redbook does a good job of explaining which
files need to be copied and to where. At this
point, it is much easier to use telnet to access
the Linux system rather than the more cum-
bersome Support Element interface. Use the
“echo” command to create or modify two files
(host and boot parameter file). The echo tech-
nique pipes data from the command line into
a file. You can also use the vi screen editor, but
echo works fine. The hosts file relates the
TCP/IP address to the name to which it
resolves. The boot parameter file is a modified
original parameter file with changes necessary
to support a DASD-resident root file system
rather than a memory-resident file system.

The last customization step is to use the
silo command to write a boot record to the
disk that you are using for the root file
system. The input parameters to the silo
command include the Linux kernel parameter
file, the location of the kernel, and where
the boot record is written (essentially IPL
text). The following example follows the
names used in this install:

/sbin/silo -f /mnt/dasda/boot/image -d
dev/dasda -p /mnt/dasda/boot/parmfile -
b /mnt/dasda/boot/iplckd.boot -t2

(Note: This is all on one line but appears on
multiple lines when printed.)

There are defaults for most of these para-
meters but this lists the explicit file names
used to configure Linux.

HOW TO PERFORM AN
IPL FROM DASD

Now the DASD resident system is ready to
be IPLed. You must shut down the Linux sys-
tem that you loaded from tape via the IPL.
Change the Support Element load address to
the DASD address where the Linux root file
system and boot record are located. Select
load. Once the IPL begins, the DASD IPL
looks very similar to the tape IPL. The first
differences are noticeable when messages
about previously unseen daemons and
process appear. The first new daemon we
saw was the Apache Web server. At this point
the basic Linux installation is complete.

LIMITATIONS

At the time of this installation, the S/390
Linux kernel (based on kernel 2.2.15) had
the following restrictions: only 64 DASD
devices, no disk partitioning, no tape device
support, and no X Windows server. The lat-
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est kernel available from Marist College is
2.2.16 (2.2.18 is currently being tested).
They have removed many limitations
between the time of the original test and
publication of this article.

A BROAD SPECTRUM OF
POSSIBILITIES

The article Linux Scalability Testing Part
1: The “Test Plan Charlie” Scenario by
Adam Thornton in the November 2000
issue of Technical Support showed that up
to 41,400 Linux images can be run under
VM. I can see a broad spectrum of applica-
bility for Linux for S/390.

On one end of the spectrum is a site that
needs a limited number of Linux instances.
They could just add an LPAR to an existing
system. This has advantages over installing
and maintaining additional infrastructure.
On the other end of the spectrum is a need
for many (100s to 10,000s) Linux instances.
The potential cost savings are enormous if
there is a need to run multiple instances of
Linux. One obvious advantage is being able
to consolidate multiple hardware platforms
onto a single hardware platform. This drasti-
cally increases reliability and decreases the
upgrade headaches caused by large numbers
of hardware platforms.

OTHER INSTALL OPTIONS

There are other options for installing and
running many instances of Linux if a site
does not have VM. Of course, you can run
Linux in an LPAR as I have discussed here.
However, the LPAR limit is 15 per Central
Electronics Complex (CEC). Another
option is to use Virtual Image Facility
(VIF), which IBM released in August 2000.
You install VIF in an LPAR and it will
support large numbers of Linux instances

within a single partition. The number of
Linux instances that you can run on a CEC
is dependent on the processors and memory
configuration of the CEC. VIF is limited
to running Linux images. Although I have
not installed VIF, from reading the docu-
mentation it appears to be a simple and
straightforward solution.

SOURCES

We used the following two manuals as the
primary guides for this installation. These
manuals also delve into many areas not
covered by this article.

● Redbook Linux for S/390 (SG24-4987)
● LINUX for S/390 Installation,

Configuration and Use — Though this
is an IBM copyrighted publication, the
only place I could find it was on the
Marist College Linux Web site. It does
not have an IBM document number.

● www.ibm.com/linux/ — This is a good
place to start at IBM. It has many links
to IBM sites (DB2 for Linux and
WebSphere for Linux) and many
non-IBM sites.

● Lionel B. Dyck’s article in the
September 2001 issue of Technical
Support magazine provides a compre-
hensive list of sources and Web sites for
Linux information.
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management. Chris can be contacted via
email at cadelap@bellsouth.net.
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