
Today, data centers are giving a lot of
attention to online systems, client/
server systems, data mining, and,

most recently, the Internet. The batch work-
load is far from the limelight as data centers
search for new ways to increase productivity.
After all, batch applications are all moving
to online or client/server systems and a new-
fashioned “e-something” system can replace
the remaining batch
applications. Right?

Well, no, the reality
is quite different. While
data centers move
some, usually new,
batch applications to
other environments,
most batch applications
are still alive and kick-
ing. A considerable
portion of the workload
for an MVS data center
still includes batch work, and its importance
is actually growing rather than decreasing.

For the majority of MVS data centers,
batch work is largely confined to certain
periods (or windows) when online applica-
tions are either unavailable or, at least, place
lower resource requirements on the system.
However, with most data centers moving
toward 24x7 operations, online applications

must stay up as long as possible; consequently,
the batch windows must shrink in order to
lessen their impact on online services.

A THREE-TIERED APPROACH TO
REDUCING THE BATCH WINDOW

There is no “silver bullet” solution for shrink-
ing the batch window. Instead, the data center

can use several meth-
ods and approaches in
parallel, each with an
associated cost. Usually,
only a combination of
approaches can achieve
the desired results.

Tier #1
The classic solution

is, of course, to buy
more hardware (faster
processor, more mem-

ory, more sophisticated I/O equipment,
etc.). This solution can shrink the batch
window, but cannot eliminate it entirely —
even if your data center has an unlimited
budget for buying more hardware.

There is, of course, a huge price tag
associated with the purchase of more hard-
ware (especially processors). When your
hardware vendor quotes a given price,
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remember to add in the costs for hardware
maintenance, environmental requirements,
rental space, and support staff. Moving to a
more powerful processor also means higher
software costs.

While there is no way for a dynamic and
growing company to eliminate new hardware
purchases, delaying processor upgrades, if
possible, can save your company a great
deal of money.

Tier #2
A substantial amount of batch work such

as data backup and database maintenance
will never go away. To cope with this work-
load, you must exploit hardware and software
solutions to enable this batch work to coexist
with the online work. These solutions must
provide excellent performance with minimal
disruption of online processes.

In the last few years, significant progress
has been made to reduce this batch workload.
For data backup, numerous hardware-
and/or software-based options such as
mirroring, snapshot copy and concurrent
copy are available. For database maintenance,
various vendor product utilities are available
that can greatly enhance the standard data-
base utilities.

Each solution has its advantages and
disadvantages, and each carries a price tag
(e.g., newer disks and disk controllers, more
cache, additional software).

Tier #3
Last, but certainly not least, there is batch

tuning. Recently, I surveyed 25 data centers
and the discussions revealed that, on average,
8 percent of batch processing is not required in
the first place; approximately 10 percent to 15
percent of batch processing is not performed
using the correct tools and utilities; and another
40 percent can be optimized using various
tuning options. A large or mid-size data center
often can reduce up to 30 percent of the batch
window by performing proper batch tuning.

Tuning efforts are not without expense.
The personnel involved in performance
management and in production management
cost money (salary, training, meetings).
Consequently, the data center should use
personnel time to focus on the most effective
and cost-justified methods to cut the batch
window. The use of tuning tools in conjunc-
tion with dedicated personnel can accelerate
the tuning process.

The data center should exploit existing
tools and purchase additional tools when

required. It is also wise to reference available
tuning articles and books (e.g., Technical
Support articles and IBM Redbooks).

The remainder of this article focuses on
the third tier, batch tuning, and describes a
sample tuning exercise. Most elements in
this exercise are likely to be applicable to
your data center.

SAMPLE TUNING EXERCISE

To reduce the batch window, you must
reduce the elapsed time of the batch workflow
in the data center. You must focus on tuning
issues that directly impact elapsed time for
batch processing.

The following sections present a few
key optimization strategies for the batch
tuning exercise as well as some real-life
performance-related observations and tips.

◆ Eliminate Unnecessary Processing:
Certain tasks (jobs, steps or functions)
are actually not required. A good example
is a job that continues to run each day
although the data center eliminated the
requirement for this job. Eliminating
such unnecessary tasks cuts down 100
percent of the system resource utilization
and elapsed time consumed by these
tasks (presumably, we can all agree on
this assumption).

Examples of unnecessary processing
include the following:

◆ data is created but never referenced
◆ a sort is executed when the input data is

already sorted

◆ an unecessary on-the-spot backup is
performed

It is worthwhile to follow up on the flow of
actions performed on data sets. Check for
data sets that the batch flow creates, and, at
a later stage, re-creates or overwrites without
an intervening task that accesses the data
(such as another job, a TSO user, or CICS).
You may discover data sets that are not
necessary or are no longer required. You
also may identify on-the-spot backups that
are not required.

It is also worthwhile to trace the sorts
performed on data sets. Sometimes input
data sets processed by multiple jobs are
mistakenly sorted twice (with the same sort
keys). In other cases, input data sets are
processed multiple times by SORT because
the programmer did not take advantage of
the SORT OUTFIL option that allows the
creation of multiple output files in a single
pass of the input data set.

◆ Optimize I/O: Batch jobs use certain
processor resources (such as CPU,
storage and I/O). When you break
down the elapsed time for the batch
jobs into components, I/O performance
usually consumes the bulk of the time
(60 to 70 percent on average, and 90
percent or more if the job is I/O
bound). I/O optimization, therefore,
often generates the most significant
payback in any tuning project. Many
techniques and options, either hardware
or software, are available to reduce the
number of I/Os (“the best I/O is no
I/O”) and to perform the remaining
I/Os as efficiently as possible.

I/O can be optimized, for example, by
using the following:

◆ ensure that your I/O sub-system is
fairly balanced

◆ use of Data-in-Memory techniques
(e.g., Hiperbatch, data space sorting)

◆ use of fast performing utilities to back
up and copy data 

◆ optimal VSAM buffering and
cluster definitions

◆ optimal sequential data set block sizes
◆ use of data set striping

Optimal VSAM cluster definitions are
highly important. Each time a new cluster is
created in the data center, the person
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responsible tends to reuse the most recent
IDCAMS DEFINE statements rather than
review the relevant VSAM manual. This
may explain, for example, why some
read-only VSAM clusters are defined with
unnecessary free space.

There is a myth floating around that
SMS-managed data centers no longer have
problems with non-optimal sequential data
set block sizes. That is just what this is —
a myth. Each day, most SMS-managed
data centers perform hundreds of thou-
sands of unnecessary I/O operations due to
this problem.

◆ Increase Operational Effectiveness:
When batch tasks (jobs, steps or specific
functions) require certain physical or
logical resources, frequent delays or
slowdowns can occur. Optimizing the
use of resources and eliminating
resource contention can significantly
reduce elapsed time for a job (and, of
no less importance, for another job
requiring the same resources).

Key culprits of operational ineffectiveness
include the following:

◆ a job that allocates more tape drives
than necessary

◆ a wait occurs due to an unavailable
physical or logical resource (such as a
tape drive, data set or initiator)

◆ job-related processes require manual
intervention (such as job rerun/restart
processing, setup of job parameters, or
the open/close of CICS files prior to
job execution)

Data centers often underestimate the cost
of lack of initiator availability. For example,
if 10 jobs belonging to a critical path each
wait an average of three minutes for an
available initiator, you can shorten that critical
path by 30 minutes!

Many users are not aware of how their job
scheduler reserves runtime resources (such as
a tape drive) for a job: The resource is usual-
ly reserved at job submission time (not at job
execution time), and is released only when
the entire job finishes processing. If a job
waits three minutes for an available initiator,

uses the tape drive (in the first job step) for
five minutes, and continues execution of sub-
sequent steps for 50 minutes, the tape drive is
reserved for 58 minutes instead of five!

◆ Improve Job and Application
Efficiency: Many site-developed
programs and utilities are not as
efficient as they could be. This may
cause a significant problem when the
degree of inefficiency is large.

The best opportunity to optimize
applications is during application
development, or when the developers
significantly modify an application due
to changes in the business requirements.

It is difficult to tune and modify an
application after integration into the
production process. Not only are the
costs of optimizing the application
substantially higher at this point, but
also new bugs may appear in the
application that can jeopardize the
production work. Therefore, most users
do not analyze such applications except
in extreme cases (for example, selected
jobs take far too long to run, and there are
no alternative methods to speed them up).

Examples of these inefficiencies include
the following:

◆ a program opens a sequential data set
an excessive number of times

◆ a program performs non-optimal sorting
◆ other inappropriate program logic
◆ non-optimal program compiler options

User-written applications and utilities
sometimes read a sequential file more
than once during job execution. Improved
program design can solve the following
types of inefficiency:

◆ a program has been set up to select
only one type of record in each pass
over the data, so that multiple steps are
required in the job to process different
types of records

◆ a utility needs to know the number of
records in the file before processing
them, so the program reads the entire
input file twice

SORT executions (whether triggered by a
user program or directly by a job step) often
are not as efficient as possible. Several sort
installation (and run-time) parameters can
control sort performance. Values for some
of these parameters may have been deter-
mined several years ago, when memory was
still very expensive. Be sure that small
amounts of data (such as less than 0.5MB to
1.0MB) are always sorted in storage. Also,
determine whether SORTWORK work files
still need to be preallocated prior to SORT
invocation. If so, customize your SORT
product to dynamically allocate the required
SORTWORK work files. This will result in
more optimal files and will eliminate sort
failures due to insufficient workspace.

Job and program failures directly affect
batch workload performance, as they result
in wasted run-time resource utilization.
Examine your job scheduler’s log for the
most common job failures experienced during
the last few weeks, and try to reduce them.
Some failures, such as Sx37 abends (disk
space problems) and sort failures due to
insufficient workspace, can and should be
totally eliminated.

SUMMARY

Data centers need to find a way to execute
their batch workload while moving toward
24x7 online operations. They must eliminate
unnecessary batch processing. The data
center must optimize the remaining batch
workload to work as efficiently as possible
and minimally affect online work. This goal
can be achieved if you are willing to focus
on the task, plan well, and use effective
tools.
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