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IN case you missed it, IBM has announced a new set of
operating systems with a new architecture, called the

“z/Architecture.” The new operating system, z/OS, replaces
OS/390, which replaced MVS, whose lineage goes back to
the days of OS/PCP. z/Architecture is
the predecessor to the S/390 architec-
ture, which goes back to the S/360.

For management types this means
that IBM’s OS/390 V2R10 is appar-
ently the end of the line for OS/390.
This last release of OS/390 makes use
of either S/390 or z/Architecture.

z/OS V1R1 does not support virtual
addressing above the 2GB line.
However, z/OS V1R2 will support
8GB address spaces with later ver-
sions supporting ever-larger address
spaces (planned general availability is
October 2001). This means that you
will be able to use more than 2GB of
RAM (central storage) with one parti-
tion under PR/SM.

Need super powerful Unix-type
boxes so that you can consolidate your
Unix servers and get true scalability
and lower overall costs? Well, the
z/Architecture supports ASCII and UNICODE data natively,
and z/OS takes Unix System Services (USS) to a new level.

Managers, here is the bottom line: z/OS and the z/900 series
machines will allow you to load that large database into RAM
and operate on it without all the delays caused by reading that
database from disk each time you need it. Future releases will
support huge databases loaded into RAM on the mainframe.
Think about it, some day you could have a computer with
18,446,744,073,709,551,616 bytes of RAM (that’s 16 exabytes).

For systems programmers, ALC programmers, and devel-
oper types who want details, well, there are more details than
will fit into this article (why do you think the z/Architecture
Principles of Operations is so large?). To start with a short

synopsis: There are changes that will
affect how you program and use C-
Store, E-Store, cache, and paging.

Obviously, you need the new
Principles of Operations manual
(SA22-7832, z/Architecture, Principles
of Operations, or POO). I recommend
ordering a hardcopy from IBM, but at
least get a PDF version. I do not
recommend using the BookManager
version based on my prior experiences
with a BookManager formatted POO.
The POO is not for those who are
sound-byte oriented, which is how
BookManager formats this highly
technical publication.

Once you have the latest POO, you
will see that there are many two-byte
operation codes (op-codes). Looking
at the appendices, you will see the
unused op-codes, but the POO does
not document some instructions. An

example is the Interpretive Execution Facility, which you can
find in a different set of manuals.

The z/Architecture provides the following new features:

● Dynamic Address Translation (DAT) now has multiple
segment tables for an address space

● Program Status Word (PSW) is now 128 bits
(16 bytes) long

What Does the z/Architecture
Mean to Mainframe Users?

The new IBM z/Architecture, which includes the z/OS and the z/900 series machines, provides
many new features and takes mainframe computing to a new level.
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● all General and Control registers are
now 64 bits

● Prefix Save Area (PSA) is now 8K
in size

● Low Address Protection (LAP) is on
the first 512 bytes of the first and
second PSA pages

● all bits of all control registers
are defined1

● the high-order portion of the general
registers are unaffected by non-64-bit-
oriented instructions2

● new Interrupt codes have been
implemented

● uses 64-bit fixed point arithmetic, so
the VECTOR Facility is gone

● ASCII/UNICODE-oriented instructions

For those of you using z/OS, word is, it will
not currently accept 64-bit based parameter
lists. So, when calling a SVC, or issuing a
PC for OS services, the system expects that
everything is 24/31bit addressable as is the
case with OS/390.

IBM discussed eliminating access registers,
but they provide a very handy way of doing
cross-memory access without authorization.
So access registers are here to stay, and they
are still 32 bits.

Now that address spaces will be larger
than 2GB, you might expect serious code
bloat is being tacitly encouraged. Well, cur-
rently, executables are not supported above
2GB within an address space. Moreover, for
a new experience, z/OS will expect you to
do your own storage management above
2GB. Imagine the “memory leaks” you
could cause!

ASCII STUFF

There are now instructions that allow you
to PACK/UNPACK ASCII and Unicode.
And while you are at it, there are instructions
that allow you to handle the Big Endian and
Little Endian problems. There is now the
Load/Store Reversed set of instructions
where you can decide which bytes you want
to swap while loading and/or storing.

The design for these instructions lets you
communicate with non-EBCDIC-based
systems to make processing of data easier.

DIAGNOSTIC CHANGES

Bit 12 of the PSW is being re-used. Do
you remember back in the S/360 days when
it used to be the bit that told you that you

were operating in ASCII mode? Then it was
changed to being “on” (B’1’) to show that
you were using XA (or above). Well, now if
it is B’0’ (off), it indicates that the PSW is a
true 128-bit version.

What about all the control blocks that you
have come to know, such as request blocks
(RBs) and the System Diagnostic Work
Area (SDWA)? z/OS gives us a pseudo
PSW that is saved in those places and a new
instruction for doing a Load Multiple
Disjoint (the low order 32 bits of the regis-
ters are in one place and the high order 32
bits are in another). Read the POO to see
how this happens (how else would IBM
handle the register save problem for all the
RBs without everyone having to re-write all
their code?).

Also, if you are working with the differ-
ent items kept in PSA, note that the PSA
must now be on an 8K boundary, not a 4K
boundary. Look at the z/Architecture POO
for the new layout. Things have been
moved and will affect where you look for
addresses, and you might want to re-think
your Functional Recovery Routines (FRRs).

While doing debugging, you may need to
know what addressing mode the system was
using at the time of a failure. When
PSW:12=1, then PSW:32 is the old A-Mode
designator. But, when PSW:12=0, then
when PSW:31-32=

00 24 bit addressing

01 31 bit addressing

11 64 bit addressing

Now, you may find this confusing: All the
General and Control registers are renumbered
zero through 63 because now they are all 64
bits in size. Therefore, while using the “old”
instructions, you are operating on the low
order of the register(s), bits 32 through 63,
which were not present in the prior archi-
tectures. This may cause some confusion
when reading the POO, since a branch
address, for example, might be described as
being located in bits 32 through 63 of a reg-
ister even if the instruction is normally used
in 24- or 32-bit mode (where bits 1 through
31 were used in the prior architecture).

ADDRESSING AND MEMORY

DAT has a new twist in that there are four
sets of segment tables to handle storage
above 2GB. Therefore, as IBM adds support
for virtual addresses above 2GB, they will
need to implement some kind of DAT
acceleration to speed things up. While on
the subject of virtual addresses, V=R has
actually run with DAT ON now for several
years. This was done partly because there
are only so many storage keys available and
by running DAT ON, you keep V=R address
spaces from interfering with each other.
Meanwhile, the indication is that more of
the operating system components are using
DAT ON.

IBM has already implemented a new
indirect-data-address words (IDAW) so that
the I/O access methods can get to real stor-
age above the 2GB line. This way the sys-
tem does not have to migrate your pages to
real C-Store below the 2GB line.
Remember when above/below the line
meant 16MB?

Let me explain my earlier comment to
managers. Now, there is only so much C-Store
that you can add to one of these machines.
IBM told me that they can currently support
only 64GB max C-Store because they just
can not get C-Store above this amount
physically close enough to the CPUs to
keep things from being slowed down by
propagation delays. The future goal is to sup-
port more than 1 terabyte of C-Store, but IBM
would not commit to when this will happen.

Now, assuming you can get 8GB of C-Store
today, what would you do with 6GB that
you could fence for a database? What could
that do for performance if you treated this as
write-through cache for your most heavily
used database? Well, using the daisy-
chained segment tables, DAT can now take
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twice as long. While this would still be
faster than an I/O, you tie up that CPU for
the duration of that reference.

While examining virtual addresses and
64GB of C-Store, you should consider pag-
ing. What purpose is E-Store going to
serve? Just how much DASD will we need
to commit to a paging farm (what else
would you call the “strings of DASD” you
have to dedicate to paging for all this real
memory)? Food for thought: Once 16TB is
available, many of today’s shops could load
60 to 100 percent of their DASD farms into
C-Store. What will IBM replace the “3390
Geometry” DASD with? Will there be
something beyond the 3390-9? Will we see
the end of [Extended] Count Key Data-
([E]CKD)-based DASD? Will IBM change
the addressing of pages in a page data set so
that we can dedicate a whole string of 3390-9
(RAID-based) to the paging subsystem?

MISCELLANEOUS ITEMS

L1 cache is now divided into two parts:
the I-Bank is read-only Instruction Caching
and the D-Bank is for Data Caching. This
causes the hardware to be effectively opti-
mized for reentrant code on the z/900
processors. This is a side effect of the size
of the cache lines (256 bytes) and the
operations of the split L1 cache.

This brings up a problem that has been
discussed on one of the newsgroups/
list-servers recently — the I-Bank/D-Bank
performance hit. Because the I-Bank is
read-only, if you have a cache line in the

I-Bank that also includes data that will be
modified (e.g., an instruction), you can
expect an execution time penalty. The reason
is that the I-Bank’s cache line is “invalidated”
upon the “write.” The affected cache line
must be flushed and re-obtained into the
D-Bank. While this is happening, all
“incomplete” instructions in the pipe that
are part of that cache line get flushed.

The cache line is then updated in the
D-Bank, and I think the logic at this point
requires that the cache line be written to
C-Store before it can be returned to the
I-Bank. It is at this point that the processor
can retrieve the “next” instruction and start
loading the pipeline again and re-execute
those instructions.

The moral of the story is do not put
modifiable storage within 256 bytes of your
instructions if you are going to be looping
through this type of code. For those who
know the actual cache line sizes, make sure
that the data and instructions are not in the
same cache line.

IBM and several independent software
vendors (ISVs) have products ready to take
advantage of the z/Architecture. And,
because of non-MVS workloads, the Work
Load Manager will only support Goal
mode. Compatibility mode does not exist
because the machine is now able to tune
itself — just tell it what you want, not how
to do it.

Lastly, for the old timers like me, remem-
ber when a 64KB machine was considered
large? Who says the mainframe is dead? I
think the time has come to order one of

those T-shirts I saw with the huge T-Rex
chewing on a PC, or was that a Sun?

SUMMARY

IBM has just extended the life of the
mainframe. With later models based on this
architecture, you may well see machines
that have more than 16 CPUs within a CEC.
Application tuning may be radically
changed as more and more C-Store gets
added to the system.

The idea that the mainframe can not com-
pete for Internet- or e-based business is not
true. As more and more companies demand
24 hours of operation 365 days a year for
their web sites, we will see more and more
mainframes being used as web hosts. And
we will see more and more databases get
loaded into C-Store for much faster
response times.

Lastly, it is time to wish Amdahl and
Hitachi Data Systems (HDS) well. With
the z/Architecture announcement, and the
expiration of the requirement that IBM
had to disclose the full instruction set of
their machines, it appears that the sun has
set on these two rivals.  

Steve Thompson is a senior consultant for
OSP. He has written articles on various
subjects for Technical Support. In the past
he has worked for Amdahl writing “vertical”
micro-code in support of MDF.
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