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AT this point, you have decided on a design for the LDAP
directory structure representing Acme Widgets, Inc.

You have created your network of OpenLDAP servers,
replicating the repository at each of
your regional offices. Now, it is time
for you to actually load Acme’s data
into the LDAP server.

This basic problem — getting data
into and out of an LDAP server — will
be the theme of the next two articles.
First, I will address loading the server
with an initial data set; this will occupy
the bulk of this month’s article. The
remainder will focus on running simple
searches against that data set. Next
month, I will examine client tools that
allow you to search for and to edit
entries in a populated LDAP database.

REPRESENTATIONS OF DATA
WITHIN LDAP

I have already demonstrated how
objects are referred to with a Distinguished Name (DN) and how
they exist in a tree structure within their LDAP namespace. Now
you have to determine what kinds of objects you wish to track
and what attributes you wish to assign, thereby effectively build-
ing a schema for your objects. Once this is accomplished, you
can place those objects within your directory server.

DEFINING YOUR SCHEMA

You first need to identify what kinds of objects you want to
track. This example will demonstrate how to implement
tracking for your rocket roller-skates and anvil inventory: As

shown in Figure 1, each item has a unique serial number, a
location, and additional item-specific characteristics such as
size, thrust and impulse. For the roller skates, size is the shoe

or paw size onto which the skate
straps (U.S. shoe sizes), thrust is the
maximum motive force in foot-
pounds provided by the rocket on the
roller skate, and impulse is the force
of the rocket integrated over time, or
the total amount of “oomph” provided
by the rocket. Some readers will
recognize this as approximately the
same system used in model rocketry.
A rocket with a high thrust and a low
impulse is a quick-acceleration booster
stage; a high impulse but a low thrust
implies a slow, steady, long burn.

Anvils are slightly simpler: You need
to know the weight in pounds of each
anvil and its drag coefficient (invaluable
for calculating its terminal velocity).

To begin, first you have two pairs of
roller skates and three anvils. The

roller skates are calibrated to a nominal user weight of 150 lbs.
The first pair of skates provides 5Gs of acceleration for one
second, and the second pair 1G for 10 seconds.

As shown in Figure 2, the anvils are 100, 250, and 300
lbs.; their drag coefficients are, respectively, 0.4, 0.25, and
0.4 (that is, two Classic models and the Acme
Aerodynamic model).

Note that, essentially, the serial number representation
consists of a two-digit model number, then a hyphen, and
then the actual five-digit serial number within the model. It is
immediately obvious that you will have an easier time
searching for “all standard anvils in Jiddah” if you separate
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Of course, putting data into
your directory is essential.
However, it is completely

useless if you cannot easily
manipulate that data to

search for objects within
your directory. Being able
to use the data is just as
important has having it

present in the first place.
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the model and serial numbers into two sep-
arate fields. In this case, since Acme has
decided on its serial number format already,
you will simply duplicate the first two
characters of the serial number field and put
those into model number field. This is not
required, but when you begin constructing
search strings, it will make your life a little
bit simpler.

BASIC LDIF

Now you need to enter this data in a form
that LDAP can understand. The appropriate
format for that task is the LDAP Data
Interchange Format, or LDIF. LDIF is
defined in RFC 2849 (more readably in the
OpenLDAP Administrator’s Guide) and is
simply a text-oriented format that LDAP
implementations are expected to understand.
In this example, you should build the LDIF
to encode the five objects as shown in
Figure 3. This is the complete specification
for the five objects defined in this article.

When you examine the file in detail, you
see that the version line is required by the
RFC. However, OpenLDAP would have
worked without it. Each entry has its own
DN. The serialNumber and l attributes are
defined in RFC 2256, “A Summary of the
X.500(96) User Schema for Use with
LDAPv3,” which lays down some pre-
defined object attributes.

You would create this file in a text edi-
tor, save it as “inventory.ldif,” and then
import it into the LDAP server using the
following command:

ldapadd -f ./inventory.ldif

MORE COMPLICATED LDIF

In a real implementation, you would
certainly want to keep track of more
information about your items. You might
want to add a description attribute, so that
you could look at an object definition and
know it was a “Model 01 Standard Anvil,
Medium”, rather than having to deduce that
from the modelNumber and weight. You
might want a more precise locator (“Jiddah,
Warehouse B, Aisle 12, Shelf 37”). You
might want to add a line that identified each
of these as belonging to objectClass device.

If you decided to change this after the
fact, you could simply create the new
attributes by adding lines to your LDIF file
and re-running ldapadd. Alternatively, you

could run ldapmodify with only the changed
attributes. The command man ldapmodify
will give you the manual page explaining
ldapmodify’s various options.

Of course, you would not enter a ware-
house’s complete inventory one line at a time
by generating the LDAP in a text editor. If a
database of the inventory already existed, then
it would be reasonably easy to write a short
script in Perl (or in the scripting language of
your choice) to extract the fields of interest.
This, of course, leads directly to the question,
“Why should I have both an RDBMS and a
directory server?” Fundamentally, the two
serve somewhat different needs. A directory
server is frequently consulted but seldom
updated, while an RDBMS is generally
used if updates are common. An inventory
management system is appropriate for
implementation as an RDBMS; the use of
inventory in this article was chosen because
it is simple rather than because it would be
a very good idea in practice. You can find a
good (though brief) discussion of the topic
at www.stanford.edu/%7Ehodges/talks/
EMA98-Di rec to ryServ icesRol lou t /
Steve_Kille/index.htm. The article is titled
“Why Do I Need a Directory When I Could
Use a Relational Database?”

However, this does point to the most
common way to migrate from a flat-file
database or other storage system to LDAP:
Because LDIF is a simple text-oriented
format, it is generally very easy to write a
one-off script that extracts information from
the old format and constructs an LDIF file
from it. If, for example, you had a list of
names, phone numbers and email addresses
stored as an Excel database, you could save
that database in CSV (Comma-Separated
Values) format, and then use a script to con-
struct LDIF: one DN per row, one attribute
per column. In fact, if you use Perl, you can
directly use the Spreadsheet::ParseExcel or
DBD::Excel modules and skip the CSV
conversion entirely.

LDIF is not suitable for interactive updating
of a directory. The person whose job it is to
update a list of people’s names and phone
numbers should not need to learn LDIF
syntax to perform the task. A much better
option would be some graphical client tool
that hid the process of LDIF generation
from the user. I will examine available options
next month and point the way towards the
development of a custom Web-enabled
application that would function as an
LDAP client.

GETTING DATA OUT OF AN
LDAP SERVER

Of course, putting data into your directory
is essential. However, it is completely useless
if you cannot easily manipulate that data to
search for objects within your directory.
Being able to use the data is just as important
has having it present in the first place.

This article will first look at a com-
mand-line program that allows you to
search within an LDAP directory. This is
handy for testing your implementation, but
is obviously not an acceptable interface for
the vast majority of users. Next month, I
will discuss client options for manipulating
LDAP data; this article simply examines
some of the crude but functional tools
provided with OpenLDAP.

SEARCH FILTER REVIEW

Just as RFC 2849 defines LDIF, RFC
2254, “The String Representation of LDAP
Search Filters,” defines what LDAP search
strings must look like. I briefly touched on
this topic in my first LDAP article, so let’s
examine a few searches in more detail now
to apply the specific cases.

Say you want to find all Classic Anvils
(Model Number 01) with weights between
200 and 375 pounds. You could use the cor-
responding search string:
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Serial Number Location Size Thrust Impulse
23-00042 Jiddah 11B 24000 24000
27-69105 Addis Ababa 9E 4800 48000

FIGURE 1: ITEM TRACKING EXAMPLE

Serial Number Location Weight Drag Coefficient
01-00022 Phoenix 100 0.4
02-09432 Mexico City 250 0.25
01-00436 Jiddah 300 0.4

FIGURE 2: OBJECT ATTRIBUTES
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(& (modelNumber=01) (weight >= 200)
(weight <= 375))

Notice that the Boolean operators go at
the front: LDAP searches always use pre-
fix notation.

Perhaps you want to look up all people
who have “Fudd” as a surname and are not
at the Phoenix office. You could use the
following search string:

(& (!(l=Phoenix)) (sn=Fudd))

Now let’s say you know the name sounds
like “Fudd”, but you do not know whether it
is spelled “Fudd”, “F’hud”, “Phud”, or
something else. LDAP searches provide an
approximate match operator, “~=”:

(& (!(l=Phoenix)) (sn~=Fudd))

You can test for the presence of an
attribute. For example, “any Model 27
roller skate with a description field”
would become:

(& (modelNumber=27) (description=*))

Moreover, this, in turn, implies that the
asterisk is a wildcard. So, if all our anvils
have model numbers beginning with zero,
and no other items do, “all anvils in
Jiddah” becomes:

(& (modelNumber=0*) (l=Jiddah))

If you did not have your modelNumber
attribute, you could take advantage of the
fact that your serialNumber is always of the
form MM-SSSSS, where MM represents
the modelNumber. The following search is
exactly equivalent:

(& (serialNumber=0*-*) (l=Jiddah))

Special characters (the backslash, the
asterisk, the NULL character, non-ASCII
UTF-* characters, and parentheses) can be
represented with the appropriate escape
code, which is a backslash followed by the
two hexadecimal digits which represent that
character’s UTF code. You could use the
following to search for anything with
“(Really Big)” in its description:

(description =\28Really Big\29)

Finally, there is a whole set of extend-
ed match attributes; you can define par-
ticular matching rules in your LDAP
schema and access them via searches.
However, implementing that is beyond
the scope of this article and is usually not
needed for relatively straightforward
directory implementations.

APPLYING SEARCH FILTERS

Now that you know how to specify a
search, how can you tell LDAP about it?
You can use the command line tool
ldapsearch. It, too, has an extensive manual
page, but the essential syntax is the following:

ldapsearch filter

All of the other options define the host and
port of your LDAP server, specify authen-
tication parameters, and the like. If you
have /etc/ldap.conf set up appropriately,
most of those parameters should get filled in
automatically, so you will not have to specify
them on the command line. Remember that
you will probably need to enclose your filter
in single quotes so that the shell does not try
to expand wildcards, use ampersands for
job control, or substitute variable values
when it finds a dollar sign. Thus, “Find me
everyone with a name something like Fudd
who doesn’t work in Phoenix” is represented
by the Linux command:

ldapsearch ‘(& (!(l=Phoenix)) (sn~=Fudd))’

This will print its results on the standard
output stream.

You can specify the attributes you want at
the end of the command; if all you care

about is the common name of the person,
then you could use:

ldapsearch ‘(& (!(l=Phoenix)) (sn~=Fudd))’ cn

That would show you only the cn attribute of
the matching objects. This would actually be
enough to build a simple web-enabled CGI
script that performed a search. You could
take the search request string from the user
and pass it to ldapsearch, capture the output,
and format it as HTML. Next month, I will
demonstrate how to essentially do this; how-
ever, rather than using ldapsearch, I will use
Perl’s Net::LDAP interface.

SUMMARY

This month, I have examined the LDAP
Data Interchange Format (LDIF) and shown
how to define objects in your directory
using LDIF. I have also reviewed LDAP
search strings and run some simple LDAP
searches from the command line. Next
month, I will not present any new information
about LDAP itself; instead, I will present
available options for interactive client tools
and sketch the implementation of a simple
web front end to allow you to perform
LDAP searches and updates. In short, now
that I have covered the administrative side
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version: 1
# LDIF Files should specify a version as their first
# line; version “1” is the only one currently supported.
# Anything after a “#” on a line is a comment in LDIF.
dn: serialNumber=23-00042
modelNumber: 23
l: Jiddah
size: 11B
thrust: 24000
impulse: 24000
dn: serialNumber=27-69105
modelNumber: 27
l: Addis Ababa
size: 9E
thrust: 4800
impulse: 48000
dn: serialNumber=01-00022
modelNumber: 01
l: Phoenix
weight: 100
dragCoefficient: 0.4
dn: serialNumber=02-09432
modelNumber: 02
l: Mexico City
weight: 250
dragCoefficient: 0.25
dn: serialNumber=01-00436
modelNumber: 01
l: Jiddah
weight: 300
dragCoefficient: 0.4

FIGURE 3: THE LDIF TO ENCODE OBJECTS 
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of LDAP, you will want to consider it from
the user’s perspective.
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