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TODAY, many data centers have myriad platforms,
from Unix to NT to MVS to AS/400, all

running a variety of business applications that perform such
functions as financials and billing, manufacturing production
control and customer relationship management. This is a
complex enough scenario without the fact that companies are
growing exponentially through mergers and acquisitions,
greatly increasing the number of
mixed platforms and applications and
the need for integration.

So, how can data centers efficiently
control and manage production
workload with such heterogeneous
environments and reduce operational
costs at the same time? Today’s busi-
ness environment has created a
demand for a new era of enterprise
job scheduling to control production
job workload and schedule complex
business processes across multiple
applications and platforms.

THE OLD METHOD: FLAT
FILES AND MANUAL JOB
SCHEDULING

Many traditional methods of job scheduling are no longer
sufficient or acceptable in today’s data center environments.
Manual job scheduling is extremely inadequate due to the
increased number of machines, jobs, and scheduling
dependencies. Furthermore, human intervention can cause
an abundance of errors. Don’t look to traditional solutions,
since launching jobs using command-line interfaces, such as
CRON or JCL, does not provide the functionality needed in
large IT departments, such as dependency checking between

tasks, audit trails of executed jobs, and automated
restart/recovery of scheduled tasks, to name just a few.

One tier above manual job scheduling and command-line
interfaces were distributed scheduling solutions that companies
developed in the 1980s using flat or index files. This
approach made sense at the time given the lack of reliable,
high-performance distributed database software available to

manage scheduling repositories.
Although the flat file structure was
highly portable and fast, it still lacked
standards for data access from appli-
cations, which limited interoperability
and reporting capabilities. Traditional
schedulers completely ignore business
application data as a source for
automating business processes. These
schedulers are unable to remove pro-
cessing latency and do not respond
dynamically to the changing needs
of the business. As a result, tradi-
tional job schedulers do not satisfy
the increased need for automating,
integrating and accelerating complex
business processes.

THE NEW METHOD:
AUTOMATED JOB SCHEDULING

Because today’s organizations rely heavily on data derived
from their business applications to make informed business
decisions, modern scheduling solutions leverage relational
database technology to store scheduling data. In state-of-the-art
data centers, the enterprise-scheduling tool must go beyond
traditional scripting and time-based events and venture into a
new realm where companies can drive applications and

How to Manage Job
Workload Across Multiple
Applications and Platforms

Today’s business environment has created a demand for a new era of enterprise job scheduling
to control production job workload and schedule complex business processes across multiple

applications and platforms.

TECHNICAL SUPPORT • AUGUST 2001

As many organizations
are constantly developing

interfaces from legacy
applications to new

packaged applications,
enterprise schedulers are

seen as a solution to
simplify the interface

design process.

©2001 Technical Enterprises, Inc. Reproduction of this document without permission is prohibited.



events dynamically in response to changing
business conditions.

Application data found in flat files, reports
or relational databases represent the current
state of the organization. Cash balances fluc-
tuate, inventories rise and fall, and invoices
are paid on a day-to-day, hour-by-hour basis.
To accelerate application processing, sched-
uling tools must respond dynamically to the
changing state of the business as represented
by the changes in corporate data. Instead of
using scheduling tools that rigidly schedule
system events or scripts, a more intelligent
scheduler is required to interact with multiple
applications and use its underlying data to
achieve a complete solution. A true enterprise
scheduler should be able to manage a multi-
tude of packaged or custom applications
across various platforms to leverage the data
stored in the databases to accelerate and
automate application processing.

EVALUATING ENTERPRISE-
SCHEDULING TOOLS

Beware of the claims by most packaged
software applications that there is a “built-in”
scheduler. This might be true, but most likely
the scheduler only schedules processes within
its own application. This built-in scheduler
does not take into account the other applica-
tions running throughout the enterprise.
These types of schedulers usually still rely on
extensive manual intervention to complete a
business process. This manual intervention
typically involves supplying data necessary
for processing and validating the results of
each step in the business process, such as
checking date ranges, generating additional
reports, or validating file arrival and file
content. By using a true enterprise scheduler,
organizations can automate these previously
manual processes by combining scheduling,
conditional business processing and an
awareness of application data.

Another important factor to keep in mind
when evaluating an enterprise scheduler is
its ability to automatically perform job
processes based on conditional business
rules using application data. Using dynamic
application data to automatically perform
business processes with real business rules is
key to improving efficiencies and reducing
errors throughout an enterprise, regardless
of the number of applications and platforms
that the company uses. However, make sure
the enterprise scheduler’s creation of these
conditional business rules is straightforward

and is supported through a graphical user
interface. The last thing anyone wants is to
learn another scripting programming language
or spend time maintaining scripts. Ideally,
the business will adopt an object-oriented
“scriptless” approach.

HOW TO ACHIEVE SCALABILITY
AND HIGH PERFORMANCE

Finally, one of the most critical components
for an enterprise scheduler for today’s
growing organization is scalability. Premier
performance and scalability for organizations
in our competitive world is essential. Large
IT environments must have real-time web
access to their operations environment in
order to run global production schedules on
a 24x7 basis. Using technology such as Java
to create a platform-independent web-enabled
operations console that can run on any
machine within a distributed enterprise is a
critical success factor for many organizations.
Using Java technology, organizations are
able to maximize productivity without
needing additional staff. Growing organiza-
tions can continue adding applications
without worrying whether their job scheduler
can handle the increased workload.

HOW AUTOMATED
SCHEDULERS WORK

Traditional schedulers not only involve
the burden of creating scheduling rules, but
also the creation of scripts for each program
to be executed. When organizations are
implementing and/or integrating new appli-
cations within their IT infrastructure, the
reliance on scripts, rigid scheduling rules
and complex application programming
interfaces (APIs) is a complete nightmare,
often slowing down the implementation
process. True enterprise schedulers provide
a more “scriptless” approach. The use of
object-oriented technology rather than
writing scripts, drastically saves time,
reduces errors, and eliminates the burden of
maintaining tens or hundreds of scripts.
Another benefit to a “scriptless” approach is
the efficiency of seamlessly migrating from
a test to a production environment.

With the automation rules stored in a data-
base, objects can be freely imported and
exported across multiple applications and
platforms. In addition, export/import func-
tions within the scheduler allow for quick
migration of automation rules through the

entire application lifecycle — development,
test, quality assurance, and production. As
many organizations are constantly developing
interfaces from legacy applications to new
packaged applications, enterprise schedulers
provide a solution to simplify the interface
design process. Companies are leveraging the
power of enterprise schedulers to extend
beyond normal file system capabilities, such
as FTP, to drive events based on real-time
data that effectively minimize the batch
component of new applications. Whether you
must move the file between servers or appli-
cations, or even send the file to the desktop,
leading enterprise schedulers will provide a
built-in FTP capability. This function will
allow programmers, systems personnel, and
end users to transfer files without the need for
coding. You can create conditions to automat-
ically check for the arrival of a file before
executing the business process. This process
is extremely convenient when consolidating
data transferred from disparate locations.

HOW AUTOMATED SCHEDULERS
BALANCE THE WORKLOAD IN
YOUR ORGANIZATION

Because of the great number of platforms
and applications running throughout an
enterprise, organizations constantly struggle
with workload balancing and optimization.
IT departments must ensure that they allocate
scarce computing resources appropriately
among competing tasks and applications.
So many tasks within an application
demand resources that ignoring the work-
load balance could negatively impact an
organization’s processing capabilities.

The leading enterprise schedulers provide
solutions for creating and managing queues,
changing queue priorities and assigning pri-
orities to processes and schedules, and even
establishing a maximum number of threads.
When the scheduler launches a chain of
jobs, it immediately starts executing enough
jobs to fill up the available threads, but does
not exceed the limit. As soon as the first job
finishes, the scheduler immediately fills the
newly vacant thread with another job. This
optimizes application throughput and bal-
ances the load across platforms and applica-
tions throughout the enterprise.

Another way to optimize workload with
an enterprise scheduler is to leverage its
ability to easily create an invisible reporting
instance and thereby process reports on a
separate server. This lets end users run report
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jobs previously defined as “hog jobs” to the
dedicated reporting server. Enterprise sched-
ulers can simplify this process and make it
seamless to the user, so end users do not
have to remember to log into another server
to run these reports. The IT staff will have a
greater handle on resources within the
application and can easily distribute the
load, attaining greater efficiency levels, and
the end user will be free from the burden of
remembering multiple logins and permis-
sions. The result is that the organization uses
the available computing resources fully,
processing proceeds at a rapid rate, and
online users can access reserved resources.

Controlling and managing workload
across applications and platforms is critical
especially when end users are empowered
to submit their own requests, generate their
own reports and are free to make demands
on the system around the clock. The ideal
enterprise scheduler allows end users the
freedom to maximize their use of the system,
streamlining their daily business process-
ing. However, the scheduler must contain
proper security features to control, manage
and authorize various uses of the system to
prevent undue system load and resource
contention. The scheduler must be able to
set the correct processing and prioritization
policies for managing user requested jobs.
Finally, the scheduler must be flexible and
easy enough for end users to use. This control
relieves the IT staff from having to handle
ad hoc user requests via phone or email.
Involving end users with managing and
monitoring their requests increases user sat-
isfaction and reduces help-desk calls.

HOW AUTOMATED SCHEDULERS
MANAGE THE OUTPUT

Another key point to efficiently managing
job workload across applications and plat-
forms is to have flexible output management
capabilities. To automate business processes,
it is imperative that the data and reports
move at a rapid pace through the system and
are delivered to the right systems and per-
sonnel. Using an intelligent enterprise
scheduler with an object-oriented approach,
you can create printer definitions for each
output device and you can assign printer
definitions to one or more jobs. This way,
you can create a printer definition once and
reuse it for multiple tasks.

Printer definitions can specify a single
printer or an entire distribution list. A
printer definition can include output
devices such as laser printers, plotters,
faxes, pagers, and email. Also, to effective-
ly manage and control disk space, the
scheduler should be able to create policies
to determine how long output should
remain on the system, and how many
copies of a given piece of output should be
retained. This alleviates users and adminis-
trators of housekeeping chores and ensures
that identical reports are not run repeated-
ly. A major ingredient in top-level output
management is online viewing capabilities.
Online viewing results in significant cost
savings over printed output, since it allows
users to either skip the printing process
entirely, validate report contents prior to
printing and/or print only selected parts of
desired reports.

SUMMARY

To achieve maximum efficiencies manag-
ing job workload across various applications
and platforms, a premier enterprise job sched-
uling tool is required. A tool is needed that
can leverage real-time data to automate
processes, efficiently balance workload
throughout your enterprise, eliminate manual
batch processing procedures, deploy new
applications in record time, and result in
reduced IT operating expenses. Additionally,
the tool must be easy to use and responsive to
change. End users need to be able to easily
adopt the scheduler so their company can
leverage their skills and free up IT staff to
focus on other critical initiatives. Finally, the
scheduler must be much more application and
data-aware, as well as have utilities to access
the underlying application’s data to dynami-
cally automate business processes.  
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