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Storage Strategies

What’s Real? Device
Formats and Data Types

I n the early days of computing, data
was kept on a variety of formats on a

variety of devices, some of which, like
cathode-ray-tube storage units, might
seem rather bizarre by today’s standards.
In the modern data center, DASD units
such as the EMC Symmetrix, IBM and
StorageTek RAMAC, and others use
redundant arrays of independent disks
(RAID) to provide the extremely large
capacity and high reliability required for
enterprise-scale data processing.

HOW ARE THESE DEVICES USED
BY OS/390?

Important to the efficient use of DASD
storage is an understanding of how these
devices are used by OS/390 and how the
physical media can differ from what is seen
by the operating system. When used in an
OS/390 environment, these devices appear
to be traditional 3380 or 3390 volumes that
use the Count-Key-Data architecture. In
fact, all of the new devices introduced in
recent years have used the 3390 CKD format,
which provides for a maximum of 56,664
bytes per track. This standardization of
device geometry has eliminated many of
the problems that plagued storage adminis-
trators when moving applications to new
devices on which the track length was
different. Anyone who remembers the 3350
device (which had 30 tracks per cylinder and
a maximum data length of 19,069 bytes)
can attest to that.

When formatted with the Count-Key-Data
Architecture, each track on a disk volume is
divided into records, which are the smallest
unit that can be written to the device.
Somewhat confusing for new users, a
record on the device (a “physical record”)
actually consists of multiple logical

records. It is these logical records that the
application is usually concerned with. To
minimize the number of I/O operations
required, and to improve the utilization of
disk space, the access method (the OS/390
component called by the application to
perform I/O) combines the logical records
into blocks, which are written to the device
as physical records. Thus, what is referred
to as a “block” in BSAM or QSAM is
actually a “record” in hardware terms.

Preceding the user data records on a
count-key-data device are two special fields
— the Home Address and the first record,
or Record 0. These two fields can only be
accessed using special device commands
such as Read Home Address, and are
normally not changed once the device is
formatted. The Home Address is a five-byte
field indicating the cylinder and track (or
head) number for the track and some

additional data such as flags that indicate
whether the track is defective, and if so,
whether an alternate track has been
assigned. The Home Address is followed by
Record 0 (which has little use other than to
indicate the location of an alternate track
and to serve as the target for a Search-ID
channel command) and then by the user data
records (i.e., the application’s data blocks).

Each user data record consists of one to
three parts — a required eight-byte count
field, an optional key up to 255 bytes in
length, and a data field. Although the count
field can theoretically contain any data, in
OS/390 systems it always consists of four
bytes for the cylinder and track number
(CCHH), one byte for a sequentially
ascending record number, one byte for the
length of the key field, and two bytes for the
length of the data field. A two-byte data
field allows a maximum record size of
65,535 bytes, although the 3390 device
geometry limits the actual record size to
56,664 bytes. A zero-length data field indi-
cates end-of-file. The use of key fields,
common in the past, is rare now except for
partitioned datasets, which include keys as
part of the PDS directory. Figure 1 shows
the structure of a count-key-data track con-
taining user data.

On a genuine 3380 or 3390 volume, the
physical contents of the tracks are exactly
as just described. However, now there are
very few of these devices left, as RAID
arrays have replaced nearly all of the old
devices. On the newer devices, data is
stored using Fixed-Block Architecture
(FBA), in which the disk tracks are divided
into fixed-length areas, each preceded by an
ID-area. Data from an OS/390 volume is
spread across the FBA disk volumes in the
array, but emulation performed by the
control unit allows the volume to appear to

Important to the
efficient use of

DASD storage is an
understanding of how

these devices are
used by OS/390 and

how the physical
media can differ from
what is seen by the
operating system.

©2001 Technical Enterprises, Inc. Reproduction of this document without permission is prohibited.



TECHNICAL SUPPORT • APRIL 2001WWW.NASPA.COM

OS/390 to be a CKD device. In some of the
array devices, there is a one-to-one mapping
between OS/390 CKD disk volumes and a
group of FBA disks. In others, such as the
RAMAC Virtual Array (RVA), array tracks
and cylinders do not correspond one-for-one
to OS/390 devices, but instead are mapped
into “functional” tracks and volumes
which appear to the operating systems to
be traditional 3390 CKD devices.

The emulation of 3390 CKD devices in
control units allows the actual disk architec-
ture to be independent of OS/390 access
methods. “Extended” channel commands
(ECKD) allow channel programs to take
account of the fact that the gaps between the
count, key, and data fields and between
CKD records no longer exist on the emulated
devices. Other channel commands, specific
to the particular type of device, implement
instant-copy technologies such as Snapshot,
Timefinder, and FlashCopy. As these
channel commands are included within the
operating system’s access methods, or
within program products, no application
changes are necessary in order to take
advantage of them.

The format of the data written by appli-
cation programs, of course, is what defines
the content of disk tracks. Blocksize, for
example, affects utilization, with larger
blocksizes allowing more logical records to
be stored in the same physical record, and
increasing the percentage of each track
used. In some cases, the data actually placed
on the CKD track may be larger than the
specified blocksize. For example, extended-
format datasets (SMS-managed datasets for
which DSNTYPE=EXT is specified in the
data class) have a 32-byte suffix appended
to each data block. This suffix does not
change the blocksize, and is not accessible
to the application, but does increase the
amount of disk space required. Similarly, a
three-to-five byte record prefix may be
added to each logical record when the

data class specifies compression (COM-
PACTION=YES).

The format of the data (fixed or variable
length) also has an effect upon the use of
disk space, since each logical record in a
variable-length dataset requires a four-byte
record descriptor word (RDW) and each
block requires a four-byte block descriptor
word (BDW). Occasionally, it is desirable
to convert variable-length records to fixed-
length. One way to do this is with the sys-
tem SORT, using the CONVERT and OUT-
REC operands to allow the output dataset to
be fixed-length while the input dataset is
variable. Since it is likely that there will be
a number of variable-length records that are
shorter than the desired fixed record length,
the VLFILL operand can be used to pad the
records (the default fill character being
blanks). Figure 2 shows an example of the
use of the sort to create fixed-length output
data from variable input.

WHAT’S NEXT?

Standardization on a single (emulated)
device geometry has allowed a great deal of
innovation and advancement in disk storage

technology while eliminating the need for
disruptive application changes to support
new device types. However, as the need for
more and faster storage continues, there is
pressure to eliminate some of the restric-
tions imposed by the CKD architecture.
What’s next? Perhaps such developments as
the removal of the 59-volume limit for disk
datasets, or allowing physical record sizes
greater than 64KB, or perhaps even the
eventual elimination of the concepts of
“tracks” and “volumes” altogether.
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//SYSIN DD *
SORT FIELDS=(1,100,BI,A)
OUTFIL NAMES=OUT1,CONVERT,OUTREC=(5,96),VLFILL=C’ ‘

FIGURE 2: CREATING FIXED-LENGTH RECORDS FROM VARIABLE

FIGURE 1: COUNT-KEY-DATA TRACK FORMAT


