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FEW areas in information technology have advanced as
rapidly as storage management. Many of these

advances have positive implications on your security man-
agement policies, often giving you the ability to advance your
security controls.

To fully appreciate the changes that have occurred in storage
devices, it is necessary to first examine a bit of storage history.

STORAGE FROM A HISTORICAL
PERSPECTIVE

Direct access storage devices
(DASD) are hardware data storage
devices that store data on rotating
metallic platters. These platters are
attached to a spindle one on top of
each other and are read and written
by sensors, or heads. Data on disk
is stored in units called blocks, also
known as records. Records are col-
lected in concentric equal-capacity
rings called “tracks.” All user data is
written in collections of one or more
tracks called data sets. A data set is similar
to a file on operating systems other than MVS
or OS/390.

Located on the DASD volume is the Volume Table of
Contents (VTOC). The VTOC contains a directory of all of
the data sets that are located on the volume. Deletion of a data
set causes the appropriate entries in the VTOC to be updated.
Actual data is not overwritten unless the system is told to do
so by RACF. RACF tells the system to erase the data based
upon information contained within data set profiles (which
includes an access control list [ACL]), installation exit routines
and SETROPTS ERASE (a RACF specification). Note that

the reallocation of a previously “deleted” but not overwritten
track allows the track to be read when someone later creates
a new data set but does not write data to it.

With the introduction of redundant array of independent
disks (RAID), the addressing mechanism that the system
uses to identify data locations on a disk becomes a logical
addressing mechanism. The storage subsystem (RAID
device) maintains an internal table that maps the relationship

between where the operating system considers it
to be on the disk and the real location on the

real disks. The storage subsystem may
split the content of a record over sev-

eral physical volumes. This splitting
of the data provides a significant
performance advantage as well as
possible advantages in data
recovery in the event of a failure
of a single DASD device. In fact,
certain types of modern RAID

DASD are able to tolerate the failure
of any single DASD element without

interrupting the availability of the data
stored on the RAID device.

Another innovation in DASD storage is the
introduction of log structured array technology.

With log structured array technology, records are split
across multiple devices, just as with RAID technology.
However, whenever a record is updated, the logical track is
rewritten to a different location on the device. The storage
subsystem updates a table in controller storage and on the
disk that records the physical location of each logical track.
All of this is independent of any actions taken by the pro-
grammer or by any software. RAMAC Virtual Array1 (RVA)
devices from IBM are an excellent example of log structured
array technology.

Erase-on-Scratch in the
Modern DASD World

Few areas in information technology have advanced as rapidly as storage management. Many
of these advances have positive implications to an installation’s security management policies,

often giving installations the ability to advance their security controls. In this article, the authors
discuss the implications of advanced data erasure features and how they interact with erase-on-
scratch support in RACF.
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With virtual array devices,
in many cases you can
enable erase-on-scratch
processing in RACF for

data sets without incurring
a performance penalty.
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From a security viewpoint, RVA devices
from IBM provide the following key features:

● The physical location of each logical
track on the real device is random.

● The storage subsystem provides no
mechanism for any software to
retrieve data on tracks that have been
logically erased.

● Data is automatically compressed when
it is stored. Note that this is a data
compression process, not a data
encryption process.

Working together, these features provide
additional security to your data and enable a
more widespread use of the erase-on-
scratch feature in RACF.

WHAT IS ERASE-ON-SCRATCH?

For many years, RACF and DFSMSdfp
have provided an erase-on-scratch facility.
This facility allows the security administrator
to designate that specific data sets, data sets
with a particular security level (or higher),
or all data sets are to be physically erased
when the data set is deleted or when some
of the space that was allocated to the data
set is released. Erasure is performed using
the ERASE channel command word
(CCW). Erasing data in such a manner
causes device contention as the ERASE
CCW is executing. Note that RACF doesn’t
perform the erasure. RACF simply tells
the space release function that data erasure
is required.

The RACF erase-on-scratch facility
provides a defense against two types of
attack. The first, and most common attack,
is attempting to read residual data by simply
allocating a new data set, opening it for
input, and then reading records. This
requires no exotic tools or insider knowledge
and can be done quite easily using JCL and
an IBM-provided utility such as IEBGENER.
The second attack that erase-on-scratch
defends against is attempting to read data by
acquiring physical access to a device and
attempting to read its data directly. This
attack requires physical access to the DASD
device so that the DASD platters themselves
can be closely examined. The process usually
results in the destruction of the DASD platters.

This type of attack is rarely attempted due
to its cost and the destructive nature of the
attack. Installations that have data of such
extreme sensitivity usually require the
physical destruction of the DASD device,
which is the ultimate form of erase-on-
scratch. The erase-on-scratch facility in
RACF is not universally used because of the
performance implications. Many users think
that RACF erase-on-scratch takes too long
because it waits for erasure to complete.

RVA TO THE RESCUE

The introduction of logical data erasure
with RAMAC virtual array devices from IBM
means that data is now being logically erased
automatically by the storage subsystem
without performance penalty. However, this
logical erasure is not guaranteed. In this case,
“logical erasure” refers to the process of the
storage subsystem marking the internal tables
to show that the logical track is empty at the
time space is released. This function is called
Deleted Data Space Release (DDSR). There is
no software mechanism to recover data that
previously was on the track. There are certain
environmental factors that can interfere with
this logical erasure. The DADSM (Direct
Access Device Space Manager) function of
DFSMS/MVS 1.4 checks the “erase” results
from the RVA device. If the data is to be
erased, DADSM checks whether DDSR
already erased it. Generally DDSR erased the
data but if it was not erased, DADSM uses
other, possibly slower, means to ensure that
the data gets erased. With either type of
erasure, DADSM ensures that the erasure
is successful before releasing the space.

THE BOTTOM LINE

With virtual array devices, in many cases
you can enable erase-on-scratch processing
in RACF for data sets without incurring a
performance penalty. Data sets that are
erase-on-scratch candidates should be
placed on RVA devices, and dynamic
DDSR should be enabled to ensure good
performance by eliminating the need to
physically erase data. In those rare cases
where the storage subsystem was not able to
erase the data, DADSM will erase the data
using ERASE CCW if it is told to do so by

RACF. This erasure will be much faster on
RVA devices than on older devices because
it will not have to wait for disk rotation.  
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1. Contrary to conventional wisdom, the word “RAMAC” as it applies to IBM’s modern storage devices is not an acronym. IBM chose to pay homage to “RAMAC,” the Random Access Method of
Accounting Control, which when introduced in 1956 as the first computer disk drive, revolutionized the IT industry. IBM scientist and inventor Reynold Johnson was awarded the National Medal of
Science in 1986 by President Reagan for this innovation.


