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Size Does Matter
Dataset Size Limits

I ’m out of space! What do I do? What is
the cause? As data centers continue to

consolidate and applications deal with
increasing volumes of data, the storage
administrator is often faced with answering
these questions for very large datasets.
Databases in large installations have grown
to the point that it is not unusual for large
files to occupy several complete DASD
volumes. Datasets of this size present
unique challenges in storage management.

To ensure that sufficient space is available
when it is needed, especially for large
datasets, it is important for the storage
administrator to be aware of the architectural
limits imposed on datasets by OS/390.
Unlike UNIX or similar systems, where
disk space is forever obtained a sector at a
time, the space requirements for OS/390
datasets must be specified when the dataset
is created. Based upon the estimated size
and requirements for performance and
availability, the DFSMS ACS routines
direct the placement of the dataset.
Typically, databases are placed in the disk
pools for “large” datasets, while TSO
datasets, temporary files, and the like are
placed in “small” pools. Different manage-
ment criteria, such as backup frequency and
the amount of free space that must remain
in the pool, are established for each of the
different pools.

Space for OS/390 datasets is obtained in
“extents,” an extent being a contiguous area
of space on a single disk volume. How
many extents can be obtained depends on
the type of dataset, the level of OS/390
installed, how much unused space is available
on the volume, and how it is distributed on
the volume. These factors, plus limits on
the total number of extents and number of
volumes that may be used, determine the
maximum size of a dataset.

OBTAINING SPACE

When an OS/390 dataset is allocated,
values are specified for “primary” and
“secondary” space in the data class, JCL,
or IDCAMS control statements. The primary
amount is obtained when the dataset is
created. For non-VSAM datasets, this value
is not saved anywhere and thus is not
available after allocation has occurred. The
secondary amount is obtained as records
are written to the dataset, once the primary
space has been exhausted. Both primary
and secondary amounts must be obtained in
five extents or fewer, or the job attempting
to obtain the space will fail. For example, if
60 cylinders are requested, and 100 cylinders
are available on the volume, but only in 10
discontiguous chunks of 10 cylinders each,
the request cannot be satisfied because
more than five extents would be required.
The only exception to this rule applies to
SMS-managed datasets that have been
assigned a data class with the “space error
constraint relief” attribute, which allows
requests for space to be satisfied using
more than five extents. Vendor products can
also prevent such errors by automatically
reducing the amount of space requested to
that actually available within five extents.

EXTENT LIMITS

In addition to the five-extent limit, which
applies to all types of datasets, other
restrictions limit the size of a dataset. The
most basic restriction is that ordinary, run-
of-the-mill sequential datasets are limited
to no more than 16 extents per volume.
(There is no distinction as to whether the
extents are primary space or secondary
space. The dataset cannot grow beyond 16
extents per volume). Partitioned datasets

(datasets with multiple members, somewhat
similar to the files in a UNIX directory) are
limited to a single volume even if they have
not reached the 16-extent limit.

Datasets managed by DFSMS can be
defined as “extended-format,” an attribute
of SMS data class that lifts some of these
restrictions. Multi-volume extended-format
(or striped) sequential datasets can occupy
up to 123 extents per volume, on a maximum
of 16 volumes. The number of volumes, or
stripes, is fixed when the dataset is created,
and I/O is done in parallel to all volumes at
the same time, rather than in the traditional
manner of filling up a single volume before
moving to the next one. Single-volume
extended format sequential datasets, unlike
striped datasets, can span to additional
volumes. Another advantage of extended-
format datasets is that, unlike ordinary
datasets, which are limited to a maximum
of 65535 tracks per volume, they can use all
of the available space on a volume.

Two other types of non-VSAM datasets
may exceed the 16-extent limit: Partitioned
Datasets-Extended (PDSEs) may occupy
up to 123 extents, but like ordinary partitioned
datasets, may not span to additional vol-
umes. Hierarchical File System (HFS)
datasets, used by OS/390 UNIX Systems
Services (USS), may also use up to 123
extents per volume, and beginning with
DFSMS version 1.5, may extend to multi-
ple volumes. Also with DFSMS version
1.5, PDSEs and HFS datasets are no longer
required to be SMS-managed.

VSAM datasets prior to OS/390 release
2.10 cannot be striped (that is, the dataset is
created on or extended to only a single vol-
ume at a time), but they can have attributes
of extended format and extended address-
ability. Ordinary VSAM clusters are limited
to 123 extents across all volumes and no
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more than 4GB in total size (the latter being
due to the use of a 4-byte relative byte
address, or RBA). Extended-format datasets
may occupy up to 256 extents across all
volumes, each component having a maximum
of 123 extents. Extended-addressability
datasets may grow beyond 4GB in size, to a
maximum of 4GB worth of control intervals
(thus 128TB, using a 32K control interval).
In OS/390 release 2.10, striping of VSAM
extended-format datasets will be allowed.
The number of stripes for a VSAM dataset
will be fixed when the dataset is DEFINEd,
but unlike sequential striped datasets,
each stripe may be layered, or extended to
additional volumes.

For some types of datasets, such as
VSAM, a maximum of only 119 extents
will sometimes be obtainable, rather than
the limit of 123 extents. This occurs because
if the dataset occupied 120 extents, and the
remaining free space was fragmented into
five extents, the dataset would then occupy
125 extents, more than the maximum allowed.
Therefore, the system will only extend
datasets that occupy 118 extents or fewer.

VOLUME LIMITS

In OS/390, the number of volumes a
dataset will occupy may be specified in the
data class or in the JCL at the time it is cre-
ated, or additional volumes may be explicitly
specified in the JCL when it is extended.
The IDCAMS ALTER ADDVOLUME
command can also be used to provide addi-
tional volumes. As records are written to the
dataset, these candidate volumes are used as
needed, or if no additional volumes were
specified, they may be supplied by vendor
products. This does not apply to certain
types of datasets, such as multi-volume
sequential striped datasets, PDSes and
PDSEs, and HFS datasets prior to DFSMS
version 1.5, which cannot obtain additional
volumes. For any multi-volume dataset
however, there is a limit of 59 volumes. This
limit is imposed by the fact that the volumes
associated with a dataset are represented by
4-byte device (UCB) entries in a control
block called the Task I/O table, or TIOT,
which has enough room in each dataset entry
for 256 bytes, or a maximum of 59 volumes.

SUMMARY

One of the important tasks for storage
administrators in today’s corporate data
center is determining when and whether
sufficient disk resources will be available to
meet the enormous space needs of today’s
large databases. For the storage administrator,
this also means understanding the way in
which disk storage is used in OS/390 and
the many different factors that affect the
size to which datasets can grow.  
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