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Storage Strategies

The Mystery of
Automatic Recall

T he fall in the price of disk storage over
the past few years has been dramatic.

Because of this rapid drop, it sometimes
appears that DASD might become an
unlimited resource, like the “electricity too
cheap to meter,” promised by the introduction
of atomic energy in the 1950s. Just as with
atomic power, however, reality sometimes
inconveniently interferes with the fondest
hopes. Although the cost-per-megabyte of
DASD storage today is far lower than in the
past, the amount of data stored on disk in a
large data center makes the aggregate cost
of storage anything but cheap. The rise of
data mining, e-commerce, and globalized
operations has lead to an explosion in the
amount of data to be managed, which has
easily kept pace with the falling price of
disk storage.

One strategy that has long been used by
storage administrators to balance the essen-
tially unlimited demand for disk space with
the physical limits of the storage available
is to temporarily move the data elsewhere.
Different vendors use different terms for
this process (with Innovation’s FDRABR it is
called “archiving” while under DFSMShsm
it is referred to as “migration”), but the
purpose is the same — to save disk space by
moving unneeded data to a less expensive,
higher-capacity (though usually slower)
medium. Typically, in an OS/390 system, this
is a tape cartridge in a robotic tape library.

Determining what constitutes “unneeded”
data varies from one installation and one
type of dataset to the next, of course, but
generally the most important criteria is the
age of the file, i.e., how long it has remained
unused. The length of time a dataset must
remain unreferenced before being migrated
may be specified in a number of ways: in the
SMS management class, in control state-
ments, or in the DASD management system

defaults. Once an infrequently used dataset
has met the age criteria, it becomes a candi-
date for migration. Periodically, usually
once a day, the DASD management system
“‘sweeps” the disk volumes, selecting those
datasets that have not been used recently
and which presumably will not be needed.

Just because a dataset is infrequently used,
however, does not mean that it will never be
needed. Datasets that are migrated to free up
disk space may eventually need to be
recalled, such as during month-end or year-
end processing. Sometimes users may even
demand that their data not be migrated, or
may intentionally restore it because they feel
that it is somehow less safe than it would be
if it occupied space on a DASD volume.

RECALL OF MIGRATED DATA

To prevent unnecessary disruptions to
production processing, and to promote user
acceptance of migration, an important task
for the storage administrator is to establish
the smooth and automatic recall of migrated
data. It should appear to the user that, other
than a short delay in accessing the data
(which may not even be apparent now that
nearly all installations have automated tape
libraries), that the data never left the disk.

The “automatic recall” function present
in all of the major DASD management sys-
tems allows datasets that have been migrated
to be recalled merely by reference. With auto-
matic recall, no set up of a recovery job or
other manual operation such as an HRECALL
command is necessary to restore a migrated
dataset to DASD. For end users, and even
for some storage administrators, this
process is often somewhat mysterious.

During migration processing, the dataset
is backed up to tape, and a record is made of
where the backup copy resides. For systems

with DFSMShsm, this record is the MCD
record, and resides in the Migration Control
Dataset, or MCDS. For FDRABR systems,
an entry is made in the Archive Control
File. Once the dataset is safely backed up, it
can be scratched, releasing the DASD space
for use by other datasets.

The “trick” to automatic recall is the fact
that, although the dataset no longer resides
on primary DASD, it still remains cata-
logued. For migrated datasets, using ISPF
option 3.4 to show the volume serial number
results in a display of MIGRAT (for
FDRABR) or MIGRAT1 or MIGRAT2 (for
DFSMShsm). The existence of a catalog
entry allows the dataset to be recalled, without
user intervention, whenever the dataset is
referred to in JCL or by a dynamic allocation
request such as that performed by a TSO
user attempting to browse the dataset.

How does this occur? In order for a
dataset to be successfully allocated and
opened, the system must eventually create a
TIOT (Task I/O Table) entry which associates
the DD name in the JCL with the device
(the UCB) on which a dataset resides. The
DCB in the user program then indicates the
DD name to be opened and the dataset can
then be accessed. This cannot take place,
however, unless the system can determine
the volume serial number of the DASD
device on which the dataset resides.

For any dataset, migrated or not, the system
attempts to determine the volume serial
number for the dataset so that a TIOT entry
can be built. For this purpose, allocation
processing issues SVC 26 (the catalog
LOCATE SVC), which, among other
things, returns the volume serial number for
a given dataset name. When this LOCATE
is issued, the DASD management system
intercepts it and examines the volume serial
number in the catalog entry. If the dataset is
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catalogued to a ‘MIGRAT’ volume, then it
must be recalled before allocation processing
can be allowed to continue. Depending on
which DASD management system is in use,
FDRABR, DFSMSdss, or another subtask
is attached by the initiator to restore the
dataset. Restore processing then takes place
just as if an explicit request to bring the
dataset back had taken place. That is, the
ACS routines are invoked to determine
whether the dataset should be SMS-managed
or not (with the &ACSENVIR variable set
to ‘RECALL’), a target volume is chosen, a
VTOC entry is created for the dataset, and
the data is restored from the backup tapes.
The newly restored dataset is then cata-
logued to the proper volume serial number
(the one to which it was restored), and the
MCD record or Archive Control File entry
updated or removed. At this point, the
DASD management system can return control
to allocation processing, which is unaware
that anything other than a normal catalog
lookup took place.

The FDRABR archive control file and the
DFSMShsm MCDS are critical resources
for automatic recall. Once a dataset has
been migrated, these control files contain

the only record of where the dataset can be
found. Ensuring that a current backup of
these files exists is therefore vital.

WHAT HAPPENS IF A DATASET
CANNOT BE RECALLED?

Sometimes, datasets that have been migrated
cannot be recalled, and the catalog entry must
be removed. This might occur, for example, if
the MCD record in the DFSMShsm control
dataset has been damaged. There is no point
in retaining the entry in the catalog, and
indeed, it must be removed to re-create the
dataset. However, it is impossible to uncatalog
the dataset, because DFSMShsm must
recall the dataset (something it cannot do)
before it can be uncatalogued. In order to
remove the catalog entry for a DFSMShsm-
migrated dataset without triggering a recall, the
user must be logged on to TSO with a userid
belonging to the special group ARCCATGP.
Automatic recalls for uncatalog, recatalog, and
DELETE NOSCRATCH requests are
bypassed for users assigned to this group.

There are actually quite a few issues that
must be considered when implementing auto-
matic recall of migrated data. How the target

volume for a non-SMS-managed recall is
chosen, for example, depends upon the value
of several SETSYS and ADDVOL parameters
for DFSMShsm, and upon the default restore
rules and the Restore Allocation List for
FDRABR. Whether a TSO user is allowed to
recall in the foreground or whether the recall
is performed in the background is dependent
upon the setting of DFSMShsm PATCHes or
FDRABR installation options in the FDROPT
module. An understanding of the recall
process, and how allocation processing
invokes automatic recall, as well as the
options that control the way in which recall is
performed, is important for the storage admin-
istrator who wants to set up an effective and
efficient migration and recall scheme.  

NaSPA member Steve Pryor is a senior
software developer with DTS Software, Inc., a
vendor of enterprise storage management
products. Steve has been involved in software
development, storage management, and
disaster recovery for more than 20 years. He
can be contacted at pryor@atlanta.com.


