
TECHNICAL SUPPORT • MAY 2000

BY STEVE PRYOR
Storage Strategies

Managing More Than Storage
VSAM System-Managed Buffering

I n today's data-driven economy, the
growth in storage resources that must

be managed continues to be explosive. As
the "keeper" of gigabytes, and usually ter-
abytes of DASD hardware, the storage
administrator must be concerned not only
with where his or her data is stored and how
reliably it can be backed up and recovered,
but also how efficiently the data can be
used. The implementation of storage policies
often determines the level of service that
various types of datasets will receive and
how well they will perform.

Some types of data may deserve special
consideration from the storage administrator.
VSAM datasets, for example, usually rep-
resent a large percentage of the total
amount of an installation's data — often the
bulk of it — and they are particularly prevalent
in highly visible online applications such as
CICS. Improvements in VSAM performance
are therefore particularly desirable since
they may improve the throughput of the
entire system. Until recently, however, the
storage administrator has remained largely
uninvolved in the tuning of VSAM appli-
cations, other than perhaps to direct the
placement of datasets to volumes that were
likely to offer the best performance.

ENHANCEMENT FOR VSAM
DATASETS

Recent releases of DFSMS have intro-
duced some important new features for
VSAM datasets that become available only
when the necessary storage administration
policies are in place. One of the most
potentially important of these enhancements,
introduced with DFSMS Version 1.4, is
system-managed buffering of VSAM
datasets. With system-managed buffering,
the system itself can determine how many

index and data buffers and of what size to
obtain. Although the buffering determination
is made only at OPEN time (it is not
dynamically re-evaluated during processing),
and thus may not approach the performance
of vendor products, the use of system-
managed buffering will very likely result in
more efficient values than the VSAM
defaults, which have remained mostly
unchanged since they were established in
the 1970s.

System-managed buffering can be per-
formed only for extended-format VSAM
datasets, which, of course, also means that the
datasets must be SMS-managed. The datasets
must use the NSR buffering option (i.e., the
LSR, GSR and UBF options cannot be used)
and Record-Level-Sharing cannot be used.

To invoke system-managed buffering, the
VSAM cluster must be assigned a data class
that specifies RECORD ACCESS BIAS=
SYSTEM (the default is USER, i.e., system-
managed buffering is not performed). The
corresponding JCL parameter, which like
all JCL parameters overrides the value in
data class, is the ACCBIAS=SYSTEM sub-
parameter of the AMP parameter.

Of course, in order to decide how many
buffers to allocate and how they should be
divided between data and index use, the
system must decide how the dataset is to be
accessed. One of four algorithms is chosen
for buffering: Direct Optimized, used when
accesses to the file are completely random;
Direct Weighted, used when most accesses
are random, but some are sequential;
Sequential Optimized, used for reading
records in sequence, and Sequential
Weighted, which allows for mostly sequential
processing, with some random requests.

How does the system decide which
buffering algorithm is appropriate? It
depends first upon the MACRF specification

in the ACB as to what type of processing is
to be performed (DIR, SEQ, SKP, etc.), and
secondly, upon the values in the SMS storage
class for direct or sequential BIAS and
MSR. For example, if the ACB indicates
random access (MACRF=DIR) and the
storage class BIAS is "direct," then the
Direct Optimized (DO) algorithm will be
used, since it is fairly certain that the
dataset will be accessed entirely randomly.
However, if the storage class indicates that
the dataset has a sequential bias, while the
MACRF indicates direct access, then the
Direct Weighted (DW) option will be used.
If system-managed buffering is invoked
through the ACCBIAS parameter rather
than the RECORD ACCESS BIAS data
class attribute, a particular buffering algorithm
can be forced. That is, ACCBIAS=DO, DW,
SO or SW may be specified in the JCL.

There are actually two additional system-
managed buffering algorithms that cannot be
explicitly specified, but which are used with
ACCBIAS=SYSTEM during "load-mode"
processing to speed the initial loading of an
empty VSAM file with records for the first
time. The Create Optimized Recovery (CR)
algorithm sets aside about a megabyte of
virtual storage for buffers when loading
records into a cluster defined with the
RECOVERY attribute, while the Create
Optimized algorithm uses twice as much
virtual storage for those clusters defined
with the SPEED attribute. (Unfortunately,
RECOVERY, which requires preformatting
each control interval before loading, is the
1970s-era default for the IDCAMS
DEFINE command.)

A larger number and size of buffers, of
course, may mean an increased need for
virtual storage. Each dataset for which
system-managed buffering is allowed, for
example, will add to the total storage
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required, a consideration if many such
datasets are to be open at the same time.
Although system-managed buffering obtains
its virtual storage above the 16MB line, the
actual amount of storage used depends upon
the type of buffering algorithm (DO, DW,
SO, or SW). The DO (Direct Optimized)
algorithm is the most problematic, for in
this case, the dataset is also automatically
switched to use Local Shared Resources
(LSR) buffering, and an LSR pool is
acquired for each component based upon
the current size of the dataset. The LSR
pools thus acquired are not shared with
other datasets. If not enough virtual storage
is available, the attempt to use the DO algo-
rithm is abandoned and the DW algorithm,
which requires less virtual storage, is used
instead. To limit the virtual storage used by
the DO algorithm, a couple of additional
AMP parameters, SMBVSP (amount of
storage for data buffers) and SMBHWT
(amount of hiperspace buffers) are available.
Some additional considerations for the use

of the DO algorithm (datasets that use it
may not have alternate indexes defined, for
example) can be found in APAR OW41269.

Under DFSMS Version 1.4, system-
managed buffering could be used only for
key-sequenced clusters, since these were the
only type of VSAM datasets for which the
data class allowed DSNTYPE=EXTended.
Under DFSMS Version 1.5 (included with
OS/390 Release 2.7), all types of non-RLS
VSAM datasets may be extended-format,
and thus may also use system-managed
buffering. In addition, under Version 1.5,
extended-format datasets may also take
advantage of extended addressing (sizes
larger than 4GB) and idle (unused) space
release. A number of other changes to
VSAM processing, such as the elimination
of the IMBED attribute and an increase in
the number of LSR pools also appear in
DFSMS 1.5.

One function many of the attributes in the
SMS data and storage classes has been to
ensure that datasets are placed so as to obtain

the hardware resources, such as high-speed
copy facilities, that are required. Other
attributes, such as those used for system-
managed buffering of VSAM datasets, can
indicate requirements for software resources
that are needed to achieve the high levels of
service that are called for in today's data
center. For the storage administrator, part of
achieving that level of service includes an
understanding of the availability of such
features, and the ability to discuss them
with the application users and implement
them where appropriate.  
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