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PREPARINGfor and testing disaster recovery
scenarios is an important part of

every IS professional's responsibilities. Designing and imple-
menting a suitable disaster recovery solution is not a simple
task. It requires the development and testing of many new
frequently changing procedures. Without proper mainte-
nance, these procedures become outdated and/or obsolete
by the time the next disaster test or disaster rolls around.

It's obvious that preparation is key, but if we
begin to prepare weeks or even months
before the next test, we've already failed.
Disasters don't arrive on a specific
calendar date. When notice is given,
it's usually not more than 48 hours
in advance. Given this, how can we
prepare for and measure the success
of disaster recovery testing? Success
begins in the day-to-day activities of
every IS professional.

DOCUMENTATION

On any given day, the storage adminis-
trator adds a few new DASD volumes, defines
a new alias to a user catalog and changes
DFSMShsm parameters. The systems programmer installs
new scheduling software, upgrades the current tape management
system and applies maintenance to OS/390. The applications
programmer completes testing the new job going into production
and submits a request to create four new generation data sets.
The DBA creates two new DB2 databases in support of the
new accounting application. Each one of these daily activities
affects disaster recovery; however, recovery documentation is
typically only updated a couple of times a year, depending on
how often you test. Updating recovery documentation each

time a change is made to the environment is an essential part
of recovery success. A centralized recovery document is an
important means of maintaining a record of changes.

The recovery document must be championed by a docu-
mentation analyst or group of analysts who are responsible
for the format, continuity and availability at the disaster site.
The document must be easily updated by everyone making

changes to the environment. All IS employees should be
educated in the format and instructed to write

detailed, step-by-step procedures that a non-
technical person can follow. The procedures

should be tested at the home site by
management or other non-technical
personnel. In addition to recovery
documentation, each IS team member
should create and maintain desktop
procedures detailing the actions
performed to complete their day-to-
day activities. For example, there

should be a procedure detailing how
the storage administrator adds new

DASD volumes to storage groups.
Desktop procedures are not typically

part of a recovery plan. However, if desktop
procedures or a similar activity need to be per-

formed at the disaster site, procedures must be available to
support the functions.

SENIOR-LEVEL MANAGEMENT SUPPORT FOR
DOCUMENTATION IS CRITICAL

Requiring IS professionals to write and maintain desktop
and disaster recovery procedures isn't an easy task, especially
when disaster recovery is viewed by both management and IS
staff as a periodic nuisance. Commitment to disaster recovery

Successful Disaster
Recovery Testing

Recovery plans riddled
with technical jargon and
dependent on technical
personnel from multiple
departments are prone

to failure.

BY COLLEEN GORDON

Disaster recovery planning and testing are critical to business continuity. Businesses that commit
to a systematic approach to disaster recovery testing are well positioned to quickly return to

normal business operations when disaster strikes. 

©2000 Technical Enterprises, Inc. Reproduction of this document without permission is prohibited.



must begin with senior management and be
instilled within all management levels down
to the unit level manager. It must be viewed
as an accountable project by which manage-
ment is held responsible for its success or
failure. When disaster recovery is viewed in
a positive light, the necessary tasks, including
documentation, become part of the job, not
an unnecessary evil.

LESS RELIANCE ON TECHNICAL
SKILLS REDUCES RISK OF
DISASTER RECOVERY FAILURE

One reason is the questionable availability
of technical staff members after the disaster.
Environmental disasters cause havoc to
roadways, homes, cars and trains. Concerns
for home and loved ones outweigh concerns
for business recovery and can prevent or
delay staff availability. Backup and recovery
plans centered on as few processes as nec-
essary are generally more successful
because much of the recovery can be per-
formed by available staff or non-technical
staff if necessary. For example, a plan using
volume recovery for the IPL'able system,
DB2 utility software for DB2 database
recovery, and Aggregate Backup and
Recovery Support (ABARS) for all other
data is simple to document, easier to support
at the backup site, and swiftly recovered at
the disaster site with minimal or non-
technical staff. Conversely, a plan using
volume recovery for system and software
volumes and other technical, supplemental
procedures is complicated, requires additional
staff, and/or time to complete, is laden with
errors, and is difficult to document. For exam-
ple, some plans require DB2 utility software,
IEBGENER and IDCAMS for recovery of
applications data from backup tapes, ABARS
or DFDSS, and more. This over-reliance on
technical utilities can be problematic.

Design the plan to minimize or eliminate
manual intervention at the disaster site.
Manual intervention requires more technical
expertise and far more time to recover, and
errors are commonplace. In addition, manual
intervention is often undocumented and dif-
ficult to validate after a disaster recovery
test. For example, if business application
data is recovered and applications must
manually manipulate the JCL in order for
the job to successfully execute or add and
remove jobs from the automated scheduler,
more time and technical expertise is
required to recover and the process is prone

to error. When application data is backed up
and recovered so jobs can be run without
manipulation using the same automation
tools as at the backup site, recovery requires
less time and minimal staff. Since the
schedule of production jobs is run as it
would be at the backup site using the same
automation, the process is more likely to be
error-free and is easily validated by the suc-
cessful run of each job.

AUTOMATION SIMPLIFIES
THE RECOVERY PROCESS

Any task that can be automated at the
recovery site, such as submitting jobs using
a scheduling system, simplifies the recovery
process and frees staff members to perform
concurrent recovery tasks. Recovery batch
JCL can be coded and placed in jobs that are
run using the scheduling software. The jobs
should be scheduled in order of priority so
the data with the highest priority is recovered
first. The jobs should be designed so that no
manual intervention is required. Be sure to
fully test the automation at the backup site
and have documentation describing how the
task would be done manually should the
automation fail or not be available at the DR
site. Do not rely on in-house written
"automation" that requires technical staff to
maintain. Use third-party software vendors
with 24x7 support. 

Another important undertaking that can
be automated is the selection of critical data
sets required to support IS business applica-
tions. Products, such as ASAP from Mainstar
Software Corporation, use a real-time selection
process that tracks production jobs and
reads SMF records as they are created. The
SMF records contain information describing

how the data set is accessed by the applica-
tion: READ, DELETE, DEFINE, UPDATE,
for example. The product performs analysis
based on the installation's recovery method-
ology and user-defined filters. There are two
typical types of recovery methodology,
rerun and forward. Rerun methodology is
used for minimizing the amount of data
backed up on a daily basis at the backup
site. It is also used to allow applications an
opportunity to review the output from the
batch cycle after it has been rerun to ensure
that data is in sync and in balance. When
rerun methodology is used, only input data
sets are considered critical.  The input data
sets must be included in the backup and
recovered so the application can be rerun at
the disaster site. No output data sets are
required because they are recreated during
the rerun. Forward methodology is used to
minimize the amount of time required to
recover and begin the batch process. It is not
necessary to rerun the last successful cycle.
Data is recovered and the next processing
cycle is run. When forward methodology is
used, both input and output data sets are
critical and must be backed up and recovered.
Once recovered, the application can
progress forward into the next processing
day at the disaster site. Critical data sets are
automatically placed in a backup selection
data set used by the installation's selected
backup process, such as ABARS or DFDSS.
This type of automation is essential because
of the ever-changing IS environment.
Almost daily, new jobs, steps and data sets
are added and removed from JCL. Without
the automation, the lists of data sets to be
backed up must be manually maintained.
The list is often incomplete or outdated and
critical data sets are not backed up, resulting
in missing data sets at the disaster site.

NAMING CONVENTIONS ARE KEY
TO SUCCESSFUL DISASTER
RECOVERY

Naming conventions should be documented
and enforced using DFSMS/MVS Automatic
Class Selection (ACS) routines, JCL scanning
software, or other means. Naming conven-
tions impact the disaster recovery process.
In DFSMS/MVS environments, naming
conventions determine where data sets are
placed on DASD storage. During recovery,
each data set is allocated on a storage
device. The naming convention drives the
ACS routine and determines where the data
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Successful disaster
recovery testing begins

with the proper preparation.
Preparation is a daily task
and must be viewed by all IS
employees as an important,

accountable element of
each working day.
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set is placed. The name of the data set also
affects which user catalog the data set is
cataloged in. When ABARS or DFDSS is
used as a backup utility, the data set name is
used to determine what data are backed up
and subsequently recovered at the disaster
site. These data set names can be masked
using the high-level qualifier and/or addi-
tional portions of the name followed by an
asterisk to indicate all data sets matching
the convention. Critical data sets can be
inadvertently omitted from the backup if
they don’t match the convention. Missing
data sets contribute heavily to failed
recoveries. Another classic case of naming
conventions effecting disaster recovery is
the vault pattern description used by tape
management systems. The vault pattern is a
data set naming convention or a portion of
a data set name entered into a vault pattern
description data set provided by the ven-
dor. All tapes to be sent to the vault must
match a data set convention in the vault
pattern description. 

TESTING AT THE BACKUP SITE
OFFERS REFINEMENTS TO THE
DISASTER RECOVERY PLAN

Testing at a hot site is expensive. Most IS
organizations contract for one or two hot-site
tests per year. Testing at the backup site is
significantly cheaper and can be accomplished
in a shared DASD and JES environment. The
use of a test or Y2K testing LPAR that isn't
shared with another system is best, allowing
for almost an exact testing scenario as an
off-site test. 

Testing at the backup site allows the orga-
nization to exercise recovery procedures
repeatedly and make corrections as they go.
Multiple staff members have the opportunity
to experience the recovery procedures and
ask available support staff questions. The
result is a fine-tuned recovery plan and an
abundance of staff members exposed to the
recovery scenario.

RECOVERY PRIORITIZATION GETS
YOU QUICKLY BACK ON TRACK

The identification of critical systems usu-
ally involves an environmental analysis, a
business impact analysis (BIA), or a risk
analysis performed by an external agency or
in-house expert. An environmental analysis
reviews selected business functions, outlines
application interdependence and timing

considerations, reviews data management
practices, and evaluates recovery capabilities.
A BIA identifies and prioritizes business
processes, assesses the business impact of a
potential outage, determines required recov-
ery time frames, and recommends recovery
objectives. A risk analysis identifies the
likely causes of failure to your business and
recommends mitigation actions. Senior-level
management and business owners often
make the final decisions on priority of busi-
ness functions and their associated recovery
requirements. The responsibility and liability
rests with them. 

Once these steps have been completed,
each IS business application is given a
recovery time objective (RTO) and a recovery
point objective (RPO). The RTO is the
amount of time an application can remain
unavailable before it begins to adversely
impact the business. The objective is to
recover the application and make it available
to other business partners and customers
within the RTO. The RPO represents how
much data loss can occur before it severely
impacts business. A RPO drives the frequency
of the backup and synchronization with
supporting databases. A RPO may be "at the
close of onlines" or "as of the last image
copy" or "within the last 24 hours," for
example. Once the analysis is complete, and
the RTO and RPO assigned, the organiza-
tion can begin to assign recovery priorities
to the data. 

IDENTIFY RECOVERY OBJECTIVES
BEFORE YOU SELECT YOUR
BACKUP METHOD

The backup method you choose may
provide benefits for backup resources and
opposing effects on recovery. For example,
performing online image copies while
allowing updates to the database provides
for application availability because the
application is not stopped during this
process. Recovery, on the other hand, is
elongated because all logs created during
the image copy process must be applied in
the recovery of that database. Conversely, to
shorten database recovery time, the frequency
of the image copies can be increased,
requiring more processing time and output
devices. This benefits recovery by decreasing
the time and amount of log data that must be
applied to recover the database. Thus, frequent
backups increase data currency and reduce
recovery time, but require more resources at

the backup site. Backup time and resources,
data currency, data availability, and recovery
time are interrelated, tugging and pulling at
one another. In addition to understanding
the type of backup taken and the data recovery
requirements, you must also ensure all data
is captured and synchronized if you are to
recover the critical data successfully. Not
only is the database itself important, but the
logs, catalogs, inventory data (such as the
RECON data set in IMS), and recovery soft-
ware are also important in recovering the
database and restoring it to a logically correct
form. Identifying data for backup demands
an understanding of all the components
needed for that application to function
properly after it is recovered. 

The data factors paired with backup and
recovery requirements present challenges to
any IS organization. Both storage software
and hardware technologies have stepped up
to meet these challenges. Data growth is
increasing at an incredible rate coupled with
increased data availability requirements and
the need to reduce use of backup resources.
Therefore, we need to understand the envi-
ronment before we can choose backup and
recovery methods that meet both RTO and
RPO requirements and provide for applica-
tion availability without using excessive
system resources.

If we can perform the backup without
interrupting the availability of the data, the
visibility of the backup window is reduced.
Time is still required to perform the backup,
yet if the data remains accessible, the length
of the backup window seems less intrusive.
Several hardware and software vendors
provide solutions that allow access to the
data while a backup is made without sacri-
ficing data integrity. For example, IBM's
Concurrent Copy, a function of DFSMS/
MVS and the 3990 Storage Controllers; Snap
Shot, a feature of RAMAC Virtual Array;
Backup-While-Open (BWO); and Remote
Copy all provide the functionality to perform
backup without severely impacting the
availability of the data.

MEASURING SUCCESS

Successful disaster recovery testing
begins with the proper preparation.
Preparation is a daily task and must be
viewed by all IS employees as an important,
accountable element of each working day.
Success can and should be measured by the
overall commitment IS departments and
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senior-level management have toward business
continuation. This commitment is evident in
budget preparation, staffing, and the overall
attitude of senior level management. A
recent example is the success of the world-
wide Y2K project. Y2K had the proper
management backing, budget, publicity,
attitude and commitment necessary to
ensure that the new year launched with a

yawn from a technology point of view.
Disaster recovery planning and testing are
critical to business continuity. Businesses
that commit to a systematic approach to
disaster recovery testing are well positioned
to quickly return to normal business operations
when disaster strikes. And that is the most
critical measure of success.  

Colleen Gordon is a senior consultant special-
izing in disaster recovery with Mainstar
Software Corporation. Colleen co-wrote the
IBM Redbook DFSMShsm ABARS and
Mainstar Solutions and is currently managing
DR projects for several Midwest accounts. She
can be contacted at colleeng@mainstar.com.


