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Storage Strategies

The Quest for Better
Storage Management

S torage administrators make use of a 
wide variety of tools in their work.

From sophisticated DASD management
systems that migrate unused data as it ages,
to reporting products that describe the
characteristics of datasets and volumes, to
hardware-specific tools such as SRDF and
PPRC that create and maintain duplicate
sets of geographically separated data, storage
administrators rely on software to automate
the management of immense amounts of
data, a process that is no longer possible to
perform manually.

THE INTERACTIVE STORAGE
MANAGEMENT FACILITY

One of the standard tools used by storage
administrators in most shops is, of course,
ISMF, the Interactive Storage Management
Facility. An essential instrument for main-
taining the SMS storage management
subsystem, this set of ISPF panels allows
the user to perform such critical functions
as creating and updating the SMS constructs
(the data, management, and storage classes
and storage groups) and ACS routines. For
example, if the backups of a particular type
of dataset must be retained for a longer
period of time than originally planned,
ISMF is used to change the management
class characteristics for that type of data or
to add a new management class. If DASD
volumes are added to the system, they must
be defined in the appropriate SMS storage
group. If any data at all is to be SMS-
managed, it must be assigned a storage
class by the ACS routines and the SMS
configuration updated. All of these tasks
must be performed through ISMF.

ISMF is relatively easy to use and intuitive,
since it is an ISPF-based, panel driven utility.
Yet there are times when it might be more

useful to perform some ISPF functions in
batch, rather than interactively. The ACS
testing facility, for example, often goes
unused, since it requires that all of the
attributes necessary to allocate a dataset
(name, size, disposition, volume, DCB
characteristics, etc.) be specified for each
individual test case. Similarly, it might be
useful to add volumes to a storage group or
alter the attributes of data or management
classes, particularly when many classes
must be changed. Under DFSMS Version
1.4 and higher, this is possible under ISMF
option 11, (Enhanced ACS Management),
also known as Naviquest. Prior to DFSMS
Version 1.4, Naviquest existed as a separate
product. However, it's now included as part
of ISMF.

NAVIQUEST

Naviquest provides both ISPF-driven and
batch functions. One of its primary functions
is to automate the generation of ACS test
cases and the analysis of the test case output.
ACS test cases are used to verify that the
ACS routines produce the correct data,
storage, and management class and storage
group names when a dataset is allocated.
Using input from DCOLLECT, from saved
ISMF lists, or SMF data produced by an
ACS routine exit when datasets are created,
Naviquest ISPF panels can generate large
numbers of test cases (actually PDS mem-
bers). Once a "baseline" set of test cases is
established, they can be rerun after an ACS
routine change, and the Naviquest ISPF
panels can be used to identify those cases
where a different (and thus, possibly
incorrect) SMS class or storage group has
been assigned. This sort of regression testing
can be particularly useful in installations
with large or complex ACS routines, where

it is likely that even a minor change could
produce unexpected results. 

Test cases can also be generated from
data produced by VMA, the Volume Mount
Analyzer, usually for the purpose of imple-
menting Tape Mount Management, the
redirection of small tape datasets to disk in
order to reduce the number of tape mounts
required in an installation. 

Another function of the Naviquest is to
allow the execution of ISMF functions,
such as generating lists of datasets or vol-
umes, translating the ACS routines, or
validating the SMS configuration to be per-
formed in batch, instead of interactively.
The generation and execution of ACS test
cases can also be run in batch, of course.
Naviquest batch jobs are actually an execution
of TSO in batch (PGM=IKJEFT01), and
the particular menus and sequence of ISMF
operations must be specified in detail, making
the facility a bit cumbersome to use.
Fortunately, a large number of sample JCL
members, REXX execs and CLISTs are
provided that can be used to perform most
of the ISMF storage management functions
desired. Since these execs and CLISTs are
quite complicated, IBM does not recommend
altering the samples other than to change
the selection criteria. The following high-
lights some of the types of functions that
can be performed in batch:

● translate ACS routines, validate SCDS
● generate test cases from DCOLLECT

data
● alter storage group volume status
● generate list of datasets 
● generate list of DASD volumes
● generate list of mountable tape volumes
● display SMS configuration data
● display Aggregate Group names 

and characteristics
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● define storage group
● compare output of ACS test cases

If you frequently perform the same ISMF
queries over and over again to obtain infor-
mation on datasets or volumes, you may
want to consider using the QSAVE and
QRETRIEVE commands, which were
introduced as part of Naviquest with
DFSMS version 1.4.  On the ISMF dataset
selection and volume selection panels
(ISMF options 1 and 2) there is a new field
titled QUERY NAME TO SAVE OR
RETRIEVE. After entering all of the
desired selection criteria, a name is specified
in this field and the QSAVE command is
entered on the command line. The query,
along with all of the ISMF variables used to
create it, is saved in an ISPF table. To
retrieve the query, the query name is again
specified in the QUERY NAME TO SAVE
OR RETRIEVE panel and the QRETRIEVE
command is issued.

Two other functions of Naviquest may
also be worthy of investigation — the ability

to use "model" commands to generate the
same command for a each item in a list of
datasets or volumes and the COPYFILT
facility, which allows the use of a common
set of filter lists for the ACS routines. The
model command facility, like most of the
other Naviquest functions, uses either
DCOLLECT data or a saved ISMF list as
input. Once the data has been collected, a
command is entered on the ISPF panel
using the '/' character as a mask for the
dataset name and the '@' character as a
mask for the volume serial number. A
command is then generated for each dataset
or volume in the input data. This allows, for
example, mass changes such as altering the
management class or storage class for large
numbers of datasets to be performed.

COPYFILT is an edit macro that looks
for a special set of /*****/ delimiters in
specified members of the ACS routine
source library. A specified member contain-
ing FILTLISTs is then copied into these
members, replacing any data that was 
previously present. In this way, a single

FILTLIST member can be maintained
separate from the other ACS source members.
DFSMS version 1.5 has extended the 
capabilities of Naviquest to allow the data
class, storage class and aggregate group
constructs to be displayed or altered in
batch, and to allow non-DASD storage
groups, such as VIO and Object, to be handled.
Although it requires some effort to become
familiar with the use of ISMF in batch, the
existence of another tool that allows storage
administrators to maintain today's complex
systems is always welcome. 
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