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BY STEVE PRYOR 
Storage Strategies

Solving the Backup Dilemma
New Hardware Provides

New Technologies 

S torage administrators, especially those
managing large installations, are faced

with a serious problem. Driven by a heated
economy, corporate consolidations and
technological advances, the amount of
DASD storage in place in many data centers
is growing by 25 to 30 percent or more per
year. At that rate, disk storage more than
triples every five years. Without proper
backup, these terabytes of critical corporate
data are at risk. Yet the same factors that
drive DASD growth also cause the window
of time available for backup to shrink. This
month, I'll discuss StorageTek's High Speed
Data Mover, or HSDM, one of the new
technologies that address the problem of how
to back up what seems to be an unlimited
amount of data in a limited amount of time. 

Before getting into the details of HSDM,
it's necessary to know something about the
platform for which it is designed, namely
the log-structured-file architecture of
devices such as the Strategic Virtual Array
or the IBM Ramac Virtual Array (the SVA
or RVA). 

As in other disk arrays, data on the
RVA/SVA and the StorageTek Eclipse actu-
ally resides on a series of small disk drives
behind a large cache, all of which is invisible
to the OS/390 host system. In these devices,
however, the disk tracks on the “back-end”
drives do not correspond directly to those
on the 3380 and 3390 devices seen by
OS/390. Rather, a series of tables (the
Functional Device Table and the Functional
Track Table) are used to provide the appear-
ance of conventional DASD to the host
while allowing the data to be arranged in
what is logically a long sequential stream of
data. Whenever data is written to the
device, it can thus always be placed in a
new, unused location. A garbage collection
procedure (Deleted Data Space Release, or

DDSR) reclaims space and makes it available
for reuse as datasets are deleted.

One of the most important features of
this architecture is its inherent compression
of data. Because existing data is never over-
written, data going to the device can be
compressed without concern for whether a
new record might be of a different size than
an old one and therefore might not fit prop-
erly on the track. All data written to the
RVA/SVA is automatically compressed by
the hardware, using an LZ1-type compression
algorithm that eliminates repetitive data.
Because the back-end devices use FBA
(fixed-block architecture), the hardware
compression routines convert the data from
CKD (count-key-data) format, compacting
it and removing interblock gaps before
storing it. The data is actually compressed
in the cache (with the exception of the
Home Address and Record Zero fields,
which must remain uncompressed in order
to allow searches to be performed by CKD
channel programs). The efficiency of the
compression varies, of course, with the type
of data stored — data consisting mostly of
repeated characters can reach compression
ratios of as much as 25:1, while more com-
mon, garden-variety files commonly
compress at about 3:1 or 4:1.

DECOMPRESSION 

Whenever data is read from a device that
uses such a log-structured architecture, it
must naturally be decompressed before
being returned to the host. Decompression
is performed in the hardware and is normally
invisible to the host. One exception to this,
however, occurs when a volume is moved
using PPRC (Peer-to-Peer Remote Copy).
In this case, data moves directly from one
RVA/SVA to another, without host involve-
ment, so there is no need to decompress
the data.

A new feature that can be implemented
in the microcode of the StorageTek SVA,
High Speed Data Mover, extends this facility
to backup and restore processing. (Level
K5.2.07 is the minimum required microcode
level for this facility.) Since data on backup
tapes is never accessed directly by applica-
tions, it is wasteful to decompress the data
as it moves from the disk to the host and then
recompress it again when it is transferred to
tape. HSDM, which is also available for
some later models of the IBM Ramac
Virtual Array that support 1024 virtual
devices, allows data to be read by backup
utilities in its "native," compressed format.
Special bit settings in the Define Extent and
Locate Record channel commands indicate
to the RVA/SVA that the tracks being read
are not to be decompressed, but are to be
moved directly to the host without change. 

The first (and currently the only) product
to make use of HSDM is Innovation Data
Processing's FDR system. In order to use
HSDM for backup, users must be licensed
for the InstantBackup facility of FDR or
FDRABR, and must specify DCT=YES
(for DUMPCOMPRESSEDTRACK) on
the FDR DUMP control statement. If the
RVA or SVA microcode supports HSDM,
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the tracks will move from the disk through the host to the tape with-
out decompression. If other volumes that are not HSDM-capable
are to be backed up at the same time, they are backed up normally,
i.e., the data must be decompressed as it is read.

The advantage of moving data to backup tapes in its native, com-
pressed format, of course, is a significant decrease in elapsed time.
(There is no change in the number of backup tapes required, since
the backup data is normally compressed by the tape control unit
anyway). On average, the amount of data that must move is only
one-half to one-fourth the amount that would otherwise be necessary.
Users have reported dramatic savings in backup time with HSDM
of up to 50 to 75 percent.

The log-structured-file system of the RVA/SVA allows the use of
another technique, SnapShot Copy, which can be combined with
HSDM for still faster backup processing. Because the view of the
devices by OS/390 is a virtual view, an "instantaneous" copy of a
dataset or an entire volume can be made merely by duplicating the
pointers in the Functional Device Table. No data is actually moved,
but a logical duplicate of the dataset or volume exists (duplicate
volumes are placed offline), which can be accessed independently
of the original. Both FDR/FDRABR and DFSMSdss can invoke
SnapShot to create these point-in-time copies, which can then be
backed up asynchronously, allowing application access to the
original logical volume to resume almost immediately. FDR
InstantBackup, required for HSDM, can back up the offline copy of
the volume directly.

The reason for any backup, of course, is to perform restore if
necessary. If an HSDM-capable volume is backed up by FDR, the
restored data need not be decompressed if the target of the restore
is also an HSDM-capable volume, so that restore time is also cut
dramatically with HSDM. Restore can also be performed to a
volume that does not support HSDM, but is somewhat slower than
a normal restore (anywhere from 7 to 20 percent), since a software
decompression routine must be called rather than simply restoring
the compressed tracks.

The problem of providing reliable and timely backup for the large
and growing DASD farms present in many installations is a difficult
one. Faced with a problem created by improved technology, storage
administrators must turn to other, newer technologies such as
HSDM and SnapShot to address the challenges that come with the
ever-increasing volume of data to be managed. Next month, I'll
discuss another such technology for improving backup throughput,
ExHPDM, the Extended High Performance Data Mover.  
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