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Going with the Flow —
Streaming Backup

One of the most common, resource-
intensive storage administration tasks

performed in any data center is nightly
backup. To ensure that a copy of data is
available in case of error, the contents of
hundreds or even thousands of DASD
volumes are moved to tape every night.
Even incremental backups, which select for
copying only data that has changed since
the most recent backup, usually require the
movement of hundreds of gigabytes of data.
Since applications are often quiesced to
ensure the integrity of the backup, it's
important to perform this critical task as
quickly as possible. It is not uncommon for
an installation to commit nearly all of one
hardware resource — tape drives — to
nightly backup processing in an effort to
provide concurrent backup processing and
therefore decrease the time required to
complete the backups.

Last month's column discussed a unique
method of speeding backups, StorageTek's
HSDM (High-Speed Data Mover), which
allows the backup and restoration of com-
pressed data on devices such as the
RAMAC Virtual Array (RVA) without the
need to decompress the data as it is backed
up and recompress it as it is restored. This
month, I'll examine another new technology,
also from StorageTek, for improving backup
processing, the ExHPDM (Extended High-
Performance Data Mover).

LIMITATIONS

In most installations, the number of tape
drives available is limited, and competition
between applications for the available
drives is sometimes intense. Nightly backup
processing, with its immense appetite for
tape resources, often is the largest con-
sumer of tape drives and tape volumes.

However, because each backup task
requires a dedicated tape drive and can
copy the contents of only one disk volume
at a time to tape, backup is a very inefficient
use of tape resources. Recent advances in
tape hardware technology have allowed
tape drives and channels to become much
faster than disk. Backup processing, how-
ever, has not been able to take advantage of
the new, higher tape speeds, because it is
limited by the speed with which data can
be transferred from disk and the need to
back up a single disk at a time to a single
tape drive.

A SOLUTION: EXHPDM

ExHPDM is a software system which
allows processes that move data to tape
(particularly backup processes) to do so by
writing to a tape "stream" rather than
directly to a particular tape drive. Coding
the SUBSYS=SOV parameter on the DD
statement that allocates the tape drive causes
a tape stream to be opened instead. The
ExHPDM server task manages these
streams, directing the blocks from several
backups to a single tape drive. While it
appears to the application that it is still writing
in an ordinary manner to a dedicated tape
drive, the blocks being written are actually
being interleaved with other blocks from
other tasks that are using the same stream.
In addition to writing data from several
applications to the same tape, ExHPDM
also buffers the data in the application's
address space into 256K "superblocks,"
which allow the data to be streamed still
more efficiently. All of this processing,
which is transparent to the backup applica-
tion, allows the tape and drive to be used to
their maximum capacity, something that is
not possible when each backup task does its

own copying from one disk to one tape
drive at a time.

Once a backup file is written using
ExHPDM, it resides on tape volumes that
are shared with other backup files. While
the backup file itself is catalogued as usual,
the volume serial number placed in the
catalog is '***SOV*'. The "stream file,"
which is the actual dataset to which the
backup file, along with other backups, was
written, may also be catalogued, but is
managed by ExHPDM through the use of a
VSAM key-sequenced database. The data-
base contains records that describe the
"client" files, such as the file name, expira-
tion date, volume serial numbers, and the
name of the stream file to which the client
belongs. The database also contains infor-
mation that describes the "streams" — the
performance objectives for each stream,
the type and number of tape devices that
may be allocated to the stream, and so on.
Using this information, ExHPDM can
perform load balancing, and adding or
removing devices from streams as the per-
formance needs dictate.

ExHPDM can be used by either
Innovation Data Processing's FDR or
FDRABR simply by changing the JCL to
include the SUBSYS= parameter.
DFSMSdss can also make use of
ExHPDM for output, although the pro-
gram name must be changed to SOVDSSU
in order to allow ExHPDM to use the
DFSMSdss User Interaction Module
(UIM). Programs that copy backup tapes,
such as FDRTSEL or the COPYDUMP
command of DFSMSdss, can also use
ExHPDM to stream their output.
DFSMShsm, however, because it must
know the actual volume serial number on
which backed-up data resides, cannot
make use of ExHPDM.
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CONSIDERATIONS FOR USING
EXHPDM

While ExHPDM can provide a significant
improvement in backup processing speed,
there are some considerations that must be
taken into account at restore time. While
data from multiple backups is never mixed
within a tape block, each block on a tape
created using ExHPDM may contain data
from a different backup. To restore data
from a single backup, therefore, ExHPDM
may need to read through and discard a
large amount of data in order to read the
blocks required for restore. When restoring
a single dataset or single volume, therefore,
the cost of a faster backup is a somewhat
slower restore. If data from only a few vol-
umes is to be restored, and multiple restore
tasks are started concurrently, then
ExHPDM may need to backspace and
rewind the tape several times in order to
allow the concurrent restore tasks to “catch
up” with one another. Once this is performed,
however, or when a number of volumes must
be restored, and several restore tasks, which
mirror the tasks used for backup, are submitted

at the same time, ExHPDM can again
"stream" the restores.

Because the ExHPDM database is the
only place where the names of the client
files are associated with the stream file volume
serial numbers, it is a critical resource for
disaster recovery. If the ExHPDM cannot
run, or if the database is lost, there is no way
to restore data backed up with ExHPDM.
The SOVADM utility needs to be run peri-
odically to back up the database as well as
to perform expiration-date processing to
delete client files that have reached their
expiration date. In addition to backing up
the ExHPDM database and journal files, the
SOVADM LIST command should be run
periodically to obtain a list of actual volume
serial numbers on which the client files
reside. This list of volume serial numbers
can be used to recover data if the ExHPDM
database is unavailable, but ExHPDM can
be started. With ExHPDM started in "disaster
recovery" mode, that is, with no database
available, the SCANSTREAMFILE com-
mand of SOVADM can be used to determine
what client files are contained in the stream
file and create a temporary database that can

be used to recover them. However, this is a
time-consuming process and is best avoided
by ensuring that a back up of the ExHPDM
database is always available.

SUMMARY

Advances in both tape and disk hardware
continue to be made in both capacity and per-
formance. Traditional backup methodologies
and architectures are limited in the face of this
rapid advance. New backup technologies,
such as those discussed here, however, give
the storage administrator a chance to continue
to provide reliable, data-center-wide backup
that is a necessity for modern business.  
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