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INthe IT world, and in particular the support of large-scale,
high-volume application systems, response time and

system availability have always been two of the key measures
in assessing system performance. 

Advances in technology have pushed the speed of process-
ing and the scalability of such systems to new highs. Yet,
when it comes to performance management, the underlying
support issues remain the same — the system must be up and
running and it must respond quickly to user requests. When
problems do occur that affect the key measures of response
time and system availability, it seems the technology used to
solve these problems has not advanced at the same pace. The
basic support structure is still a very manual process and
remains reactive — investigating problems after they happen.
The situation is addressed by tuning or changing the system
configuration once problems have occurred. Prevention has
been limited to hoping that the same problem won't happen
again. In an ideal world where all technology moved at an
even pace, not only would the system hardware be faster and
more powerful, but also the applications would learn to run
themselves, reacting to the workload instead of being man-
aged by it.

SYSTEM CHANGES

Whatever the type of application and whatever the system
infrastructure, there are certain elements that always have an
effect on system performance. This is because those elements
cause a shift either in the volume of workload a system has to
cope with or because they change the composition of that
workload, such as changing the emphasis from query to
update and vice versa. Such elements of change can be due to
a change (usually an increase) in the user base or the addition
of a new application. Alternatively, periodic influences, such
as month-end or seasonal variations, can cause enormous

swings in the amount and type of activity. Such unexpected
volume can cause problems with system and configuration
settings that were established only for "expected" peak
volume and which are not reviewed on a regular basis. The
situation is further exacerbated by the introduction of new
web-based applications.

TRADITIONAL MONITORING

Standing back and watching system problems impact
users, and ultimately the business, before taking any direct
action is obviously not an option in this day and age. The first
step toward being aware of problems is to install some kind
of monitor, one that provides alerts, trends and information
on system behavior. Despite the fact that this does provide
some benefit in the sense that it brings more of an awareness
of problems as they happen, essentially all it provides is a list
of symptoms that are evident after the system has already
been affected. The bottom line is that it is still up to one or
more individuals to analyze this information and then make a
decision and take the follow-up action deemed necessary.

Though far from satisfactory, this situation remains preva-
lent in much of today's support environment. It is further
compounded by the fact that support personnel with relevant
experience are a scarce and highly recruited resource, leaving
more and more (relatively) inexperienced people in charge of
more and more critical applications.

NEW TECHNIQUES

In order for systems to keep pace with technology, why not
let the "system" take care of itself? Surely, it must be possible
to look at certain key areas within any type of application and
make decisions, in advance, that will allow system software
to take appropriate action, based on changes within key areas,
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to immediately reduce or remove the impact
of any potential problem. In essence, this
would put the intelligence and experience
inside the system, 24 x 7 x 365, allowing all
of the necessary data to be analyzed and
any potential problems to be acted upon
before they have any detrimental impact
upon the system.

The basis of this type of analysis is to
constantly look at key areas, indicators and
individual circumstances or combinations
of events and then to be able to assess the
effect of the workload changes. The next
step is to take these decision points and,
utilizing existing system capabilities for
making changes, adapt and activate certain
key system/configuration parameters directly.
It is important that all changes are made in
the same way as if they were being made
manually, using the same commands, keys
etc., to prevent any potential integrity prob-
lems that could occur if changes were being
made "on the fly." 

In essence, this technology is already
with us. As you look around you will see
many "self-regulating" systems — a simple
temperature gauge is perhaps the most
obvious example. The only problem is that
it has not been particularly well applied
when it comes to computer applications.
There have certainly been many advances
made in the hardware field, with server
RAID devices, database fail-over mechanisms
and "hot-swap" disk drives. However this,
again, points us back to the problem within
the applications themselves — they are not
self-regulating but need manual intervention.

HOW WOULD IT WORK?

Turning the theory into practice would
require a number of things to happen, the first
of which is to look at the current environment
in order to perform the following functions:

● create a complete list, per product
release, of all of the configuration
parameters

● create a list of their default value and
range of values 

● create a list of the circumstances when
changes should take place

● create a list of interrelated and depen-
dant parameters

Once this basic groundwork has been
laid, the next step is to look at the real life
issues affecting the performance of a given

system and its configuration. Unfortunately,
no system exists where the workload is either
constant or predictable — the prerequisites to
being able to tune a system to perfection. The
realities of business generally create a vari-
able workload that changes over time or one
that is dependent upon the time of day, or
day of the week or month. This does have
some predictability in the sense that the
peaks and lows of the time interval can be
estimated. This has led to the general belief
that a system should be configured to per-
form well during its peak workload.

To make such a solution effective, it
needs to store all of the associated startup
parameters together with all of the value
ranges per parameter and the mechanism
required to alter the value in real time. This
then needs to be coupled with the circum-
stances or thresholds when the changes
need to come into play, and at which point
their values may need to be reversed.

Once all of this is in place, the final part
of the equation is a method to monitor the
values of each of the parameters in real
time. This would then have a direct link to
the thresholds and relationships, and suddenly
a once statically controlled system becomes
a dynamically managed one. By breaking
down associated parameters into groups, it
could be made into several components,
allowing individual, several or all components
to be activated or deactivated at any given
time. This provides much greater freedom
in making the solution adaptable to different
system environments and circumstances.

THE NEXT LEVEL

Once the basic model is in place it can
be refined and improved on over time. The
real-time analysis needs to take into
account the differences and changes over
time; that is, it needs to look at interval
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Dynamic Management in Action
One company that has put the theoretical analysis presented here into

practice is OptiSystems.With the development of their Energizer technol-
ogy, the company's goal was to allow a system to be self-adjusted, thus
minimizing the impact of any problems that occur while freeing up the
valuable resources of support personnel to address other tasks. Energizer
for CICS is the theoretical systems programmer, armed with the knowl-
edge, wisdom and commands to take immediate corrective action to
ensure a smooth level of performance is maintained.This solution allows
system tuning to be adaptive; a dynamic process, rather than a reaction
to a problem that has already impacted the user base and the business
as a whole.

American Express Financial Services (AEFS), based in Minneapolis, runs
their main accounting, investment and insurance applications on more
than 35 CICS systems.These total some 3 million transactions per day.Due
to the scale of processing and the critical nature of availability and
response, AEFS chose to evaluate Energizer for CICS in both SIML and
PROD mode during days with comparable workload throughout this peri-
od.The results were as follows:

● throughput (number of transactions processed during a given interval)
increased by almost 13 percent

● CICS CPU was reduced by almost 20 percent (the systems run on an
IBM Group 100 processor)

● CICS wait time (the time taken before a transaction is processed) was
cut in half

● optimization of performance with respect to VSAM calls
● optimization of the use of the CICS Trace function to minimize

impact on CPU usage
● significant reduction in manual support activities
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processing between regular points of time. This information can
easily be stored in a statistic file, allowing access to a full range
of information that may never before have been readily available,
yet could be stored in an easy to use format. This file could also
be used to store information about the reason for a dynamic
change in value, why a threshold value was reached and what the
consequences were before and after the change.

To develop this idea even further, the statistics file can be used
not just for a "before and after" scenario when parameter values are
altered, but could also be used to compare the complete level of
activity for such a product over two different days (of similar work-
load). The benefit of this is clearly the ability to show how effective
dynamic management is when looking at the same system with the
same workload, only one configured for peak activity and one which
dynamically adjusts the configuration to match the workload.

The price and relative speed of hardware, memory, etc., has
meant that relatively small systems can get away with "over-allo-
cating" resources, safe in the knowledge that this deliberate over-
capacity will be able to cope with the ensuing peaks. However,
there must exist a need in large-scale, highly active systems for
such dynamic management.

THE RIGHT ENVIRONMENT

Although this approach could be used on any type of system or
environment, one that has been "ripe" for such a tool is that of the
applications supported by IBM's CICS Transaction Server. As a
Transaction Processing (TP) monitor, CICS forms the backbone for
many high volume, high availability applications all over the world,
where its use is typical in finance or at the IT support centers for
many of today's global companies. It is here that CICS applications
continue to form the foundation of their core businesses. Many of
these companies have been using CICS applications for several
years and have watched the rapid rise in technology alongside the
continued support and upgrade of their CICS environments.
Successive releases of CICS Transaction Server have added a variety
of new aspects to its functionality, but the underlying feature is that the
support and maintenance is still very much based on manual proce-
dures and actions utilizing the (in)experience of the support personnel.

This dominant human factor in the whole business of system support
became even more of an issue during the time leading up to the Year
2000. Companies scrambled to find people with "old" mainframe
skills in order to be able to cope with all of the associated coding
and testing of so-called legacy applications, to ensure that they
became Y2K certified. Much of the ongoing maintenance of existing,
but nevertheless critical, applications was put on hold while all
issues related to the date change were addressed, sometimes in
projects lasting for two years or more. The end result has been that
many, if not all, major companies came through unscathed but with
systems that have not been tuned or adjusted to cope with the
previous 18 months of activity.

CICS offers the systems programmer a multitude of possibilities
when it comes to changing and activating parameter settings directly
by the use of certain online commands. This means that, in theory,

an experienced systems programmer could watch every movement
of the CICS system parameter values, each minute, each hour, each
day. The settings could then be adapted when faced with a changing
workload and activated immediately to allow the system to maintain
the same, consistent level of performance. The reality is that no one
would ever do this due to the time, effort and experience required
— the real world relies instead on "monitors" that flag changes and
their impact in the hope that someone notices and takes some kind
of corrective action.

THE FUTURE AND E-BUSINESS

Today, companies large and small are using the web to communicate
with other business partners, to connect with their back-end systems
and to transact commerce. This is e-business — where the strength and
reliability of traditional information technology meet the Internet.

Despite all of the advantages surrounding a company's ability to
conduct e-business, the danger is to try and treat the infrastructure
supporting this type of business in the same way as other non-web-
based applications. There are fundamental differences in certain
key areas that need careful consideration when applied to web-enabled
applications. The fact that the Internet is available 24 x 7 means that
the application needs to be available as well. Additionally, the
workload generated via the web can be unpredictable from one
moment to the next and peaks may occur at any time, day or night.
The major problem generated by this variation in size and timing of
the workload makes it almost impossible to accurately tune a system
to cope with the changes.

IBM has tried to address a company's variation in workload by
introducing CICSPlex Workload Manager, which effectively will
clone and activate additional "lookalike" CICS systems as and
when they are needed to cope with bottleneck situations. However,
the drawback is that these systems have identical parameter and
system configuration settings that are not necessarily the best to
deal with systems under stress in one particular area or another.

This is where the need for a solution that dynamically adjusts sys-
tem settings to deal with the workload is a must. The key advantage
of such a product would be its ability to dynamically adjust system
settings to the workload. This makes it an ideal candidate for supporting
CICS environments that are used as the backbone for e-business.

As advances in technology have pushed the speed of processing
and the scalability of systems to new highs, here, finally, is a
potential solution for effectively managing performance, both for
legacy-style applications and for the latest Internet-enabled high
performance systems.  
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