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Charting the New 
Oceans of Storage

Although it's been said that the only two 
things that are certain in life are death

and taxes, for storage administrators, another
certainty is the never-ending introduction of
newer, faster hardware with larger capacities
and the added responsibility for managing
it. On July 27, 1999, IBM introduced its
Enterprise Storage Server (more widely
known by its code name "Shark"). As these
devices appear more commonly in data
centers, they bring some unique capabilities
and challenges to storage administrators. 

The Shark, or ESS, is a follow-on to the
earlier Virtual Storage Server or VSS. The new
E-models of the 2105 device (as opposed to
the B-model VSSes) include an extremely
large storage capacity (up to 11 terabytes) and
have a number of features aimed specifically
at OS/390. While the VSS was an open-
systems data box, the ESS can connect
directly to the mainframe via ESCON
channels. The ESS can also connect to an
existing VSS to use its storage capacity,
although this requires reformatting the VSS
drawers and thus backing up and restoring
the VSS data. 

Like all new DASD introduced these days,
the Shark is an array device, using up to 384
disks as large as 36GB each in a RAID-5
scheme. Plans call for IBM to triple this capac-
ity and increase the current 6GB cache and
384MB of NVS (non-volatile storage).

For large systems shops, the most
important features of the Shark are those
involving performance. A number of signif-
icant changes have been made to various
OS/390 components, notably IOS and WLM
(I/O Subsystem and Workload Manager)
in order to accommodate the unique features
of the Shark. IBM boasts, in fact, that the
Shark will provide the biggest improve-
ments to I/O performance since caching
was introduced.

The key to this claim is the introduction
of a facility known as Parallel Access
Volumes, or PAVs. For years, the I/O sub-
system in MVS has been restricted to a
single active I/O, or channel program, per
disk volume. This restriction is actually a
holdover from the days of real "round,
brown" disks that could handle only one
I/O per actuator. In order to accommodate
this physical limitation, IOS would queue
channel programs from different applications
that required access to the same volume. Thus,
only one I/O could take place on a volume
at a given time. If an I/O came from another
system, that system would get a "device
busy" indication and would have to retry
the I/O. These two types of delay are known
as IOSQ time and PEND time, respectively.

With the introduction of the virtual or
logical volumes of the RAID devices now
in widespread use, there is no longer a real
need for restricting I/Os to one at a time per
volume. Many read I/Os will be satisfied
from cache anyway, and if two simultaneous
reads or writes occur on a "logical" device,
they may not need access to the same set of
physical disks. The only types of I/Os that
still need to be queued, therefore, are those
that write to the same logical tracks (those
within the same extent domain, i.e., I/Os with
overlapping extents).

Within OS/390, the UCB (Unit Control
Block) is the resource that represents a disk
device. The Parallel Access Volumes facility
alters the “serially reusable” nature of the
UCB through the use of "alias" UCBs. A
single OS/390 volume is now represented
by a "base" UCB and a new device type,
3390B, and may be accessed either through
the base or through the "alias" UCB and
device type (3390A). 

The alias UCBs must initially be defined
in both the Shark (via the "ES Specialist" web-

browser based software used to configure it)
and in the OS/390 HCD. The aliases, which
are visible only to IOS, are not permanently
associated with a particular base UCB,
however. They may be moved about and
reassigned "on the fly" by the storage
administrator. Providing at least one alias
UCB for the busiest devices may dramati-
cally reduce device contention by allowing
I/Os to take place that would otherwise
have been delayed. Also, it may now be
possible to run differing workloads, such as
batch and online, simultaneously on these
devices, since the relatively long-running
batch channel programs will no longer lock
out the shorter, but perhaps more important
online I/Os. Although up to 255 aliases can
be defined for each device, more is not
necessarily better, since some virtual storage
is used for each UCB and there is no per-
formance benefit once queuing has been
eliminated. The D M=DEV(nnn) or the new
DEVSERV QPAVS console commands can
be used to display the base and alias UCBs
associated with a device. 

An extension of this facility, called Multiple
Allegiance, extends the use of PAVs to I/Os
from other systems. Thus, the number of
concurrent I/Os to a logical device on the
Shark is limited only by the number of logical
and physical paths to the device. Of course,
this does not prevent applications from
contending for a device or dataset through
RESERVEs or enqueues, so JCL coding
and job scheduling are still important 
contention factors and may need to be
examined to take full advantage of PAV.

The Shark device also finally provides a
reason for many installations to finally
implement Workload Manager Goal Mode,
acceptance of which has been fairly slow
because of a perceived lack of tangible
benefits and the fact that many installations
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have other fish to fry. Under OS/390 Release
2.7, WLM can measure the length of queues
and dynamically call IOS to allow devices
with low queuing or that are offline to give up
alias UCBs to those with longer queues or
those which are not meeting their service
class goals. This "dynamic PAV management"
is available only in Goal Mode. WLM in
Goal Mode can also take advantage of a Shark
facility called Priority I/O Queuing, which
allows the favoring of I/Os from systems
running important workloads over other
systems with a sysplex. The WLM support
for these features is documented in APAR
OW39854, which also contains cautions
and recommendations for installation.

A number of other features are planned
for the Shark, though some are not yet
generally available. Although it is a RAID-5
device, with "virtual" OS/390 volumes for
which custom sizes can be defined, the
Shark does not employ a log structured file
architecture, as does the IBM RAMAC
Virtual Array or StorageTek Iceberg. Unlike
those systems, the Shark stores allocated-
but-unused data on the back-end storage

and does not automatically compress the data
stored on the disks. For the same reason, it
cannot perform SnapShot copies by copying
only the pointers to data. Because the
Shark emulates a 3390-6 controller, the
Concurrent Copy feature of the 3390-6 is
available to provide a fast logical copy of
datasets and volumes. One drawback to this
scheme, though, has always been the
potential performance impact of a sidefile
in the cache, and the loss of the point-in-
time if the physical backup fails after the
logical copy is complete. IBM has released
statements-of-direction that a log-structured
file system is in Shark's future. A feature
called FlashCopy is scheduled for availability
this quarter — this facility allows copying
of OS/390 volumes (or open-systems LUNs)
more-or-less instantaneously through the
use of a background task that copies tracks
from the source volume to the target. If a
record must be read that has not yet been
written to the target, it is read from the
source volume. If a write must be performed
on a track that has not yet been processed, it
is immediately copied to the target. The

source and target volumes for FlashCopy
must reside in the same Logical Subsystem,
which the Shark maps to an LCU (Logical
Control Unit).

As device capacities continue to increase,
today's storage administrator needs to rapidly
understand the new capabilities of the hard-
ware and software under his or her control.
Extensive online information on the Shark
can be found at www.storage.ibm.com/hard-
soft/product/ess/refinfo as well as in various
online Redbooks. Whatever the source,
access to the latest information is vital for
the storage administrator who wants to
swim with the Sharks. 
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