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When Data Goes Bad:
Duplicate Datasets, Null

Datasets, and Residual Data

Corporate data is a vital asset, and the
most vital property of data is its

accuracy. When the wrong data is used as
input to an application, the results can range
from the merely annoying to the near cata-
strophic. Storage administrators who are
responsible for the timely availability of
data often find themselves concerned with
its reliability as well as integrity.

Sometimes the use of invalid data can be
attributed to simple human error — the
wrong dataset name was specified, or jobs
were run in incorrect sequence. However,
when this is not the case, the storage
administrator is often called upon to find the
cause of the error, and to fix any systemic
problems that might allow it to occur again.

Improperly catalogued datasets are one
possible source of error, particularly if they
are not SMS-managed. Unlike SMS-man-
aged datasets, non-SMS files are catalogued
at the end of the step in which they are
created. If a catalog entry already exists for
such a dataset, then obviously it cannot be
catalogued when the step completes.
Message IEF287I NOT CATLGD 2 is
issued and appears in the job log, but there
is no other indication of error. Subsequent
steps, unaware that the new dataset was not
catalogued, then use the (old) catalogued
version of the dataset. The error may not be
discovered until much later.

SOLVING THE PROBLEM

One solution to this problem is simply to
modify the DFSMS ACS routines to assign a
storage class to the dataset, making it SMS-
managed. Because SMS-managed datasets
are catalogued at the time they are created,
any attempt to create a new dataset with the
same name as an existing one will fail with
the message “IGD17001I DUPLICATE

DATA SET NAME”. This is somewhat
better, since at least the error is obvious and
later processes cannot use the wrong file.
Another possible solution is to use the
CATLG_ERR policy that can be specified in
the ALLOCxx member of SYS1.PARMLIB.
If the values for FAILJOB and ERRORMSG
are set to YES in this member, then non-
SMS datasets are treated in the same way as
SMS-managed datasets — that is, an attempt
to create a duplicate name will result in a
JCL error. (The new non-SMS dataset is still
created, and still remains uncatalogued,
however.) A third, more flexible alternative,
is to use one of the many vendor products
available that will recognize the creation of an
identically-named dataset (whether or not it is
SMS-managed) and scratch or rename the old
file according to a customizable set of rules.

Another data-integrity problem in non-
SMS environments occurs when programs
attempt to read files that do not contain a
proper EOF (end-of-file) mark. In the
count-key-data format used in OS/390, an
EOF mark is a disk record for which the
count field (an 8-byte field which is always
present) indicates that the length of the key
and data portions of the record are zero, i.e.,
a zero-length record. The EOF mark is
normally written at the end of the file when
it is CLOSEd. Ordinary access methods
cannot read past an end-of-file mark.

If a non-SMS dataset is allocated but
never OPENed and CLOSEd, the system
never has the opportunity to write an EOF
mark. This commonly occurs when
IEFBR14 is used to allocate datasets, since
IEFBR14 does not perform an OPEN or
CLOSE. If the dataset is then used as input
to IEBGENER or some other program, the
residual data on the tracks where the
dataset lies may be read. Depending upon
the values specified for record length,

blocksize, and so on, and the characteristics
of the residual data, the program may
encounter an abend at OPEN time, an I/O
error, or may actually read data until an
EOF mark is finally encountered.

To prevent this situation, an EOF mark
must be written for all newly allocated
datasets, so that any attempt to read the
dataset will immediately encounter an end-
of-file indication. Since DFSMS 1.1, any
SMS-managed dataset (with either a null
DSORG or DSORG=PS specified) automat-
ically receives an EOF mark when it is
created. Thus, it is not possible to uninten-
tionally read residual data for SMS-managed
datasets. For non-SMS datasets, however,
this exposure still exists, and can be
addressed only by ensuring that unopened
datasets are never used for input, or by using
vendor products that cause an EOF mark to
be written when the dataset is created.

A distinction can be made between
“empty” and “null” datasets. If data charac-
teristics (logical record length, blocksize,
record format, and DSORG) are available,
either from the JCL, the DSCB, or the
program, then the dataset is not a null
dataset and may be opened and its contents
read as far as the EOF mark. Some programs,
notably sorts, perform other checks to
determine if the dataset is empty before
attempting to read it (and possibly reading
residual data or performing unnecessary
work). Both IBM’s DFSORT and SyncSort,
for example, examine the DS1LSTAR field
in the DSCB to determine the location of
the last-used track in the dataset. If this is
zero and the DS1IND80 bit is on, indicating
the dataset’s last volume, then the dataset is
assumed to be empty. DFSORT processes it
as a zero-record dataset while SyncSort
warns the user with message WER400A
(error due to empty dataset) unless the
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UNINITDS installation option is enabled. For multi-volume empty
SORTIN datasets, DFSORT will open/close the dataset to force
creation of an EOF mark before reopening it for input.

MIGRATING UNOPENED DATASETS FROM
PRIMARY DASD

What is perhaps a more significant difficulty occurs when it is
time to migrate unopened datasets from primary DASD. Since these
datasets are sometimes quite large, it is useful to eliminate them
from disk in order to maintain sufficient systemwide free space.
However, DFSMShsm will not migrate datasets that do not have a
DSORG (i.e., the DSORG in the dataset’s DSCB is binary zeroes,
or null), since although it is unlikely, it is possible that they could
contain location or device-dependent data and might not be able to
be properly recalled by DFSMShsm. An attempt to migrate a dataset
with a null DSORG, whether SMS-managed or not, results in message
ARC1299I UNSUPPORTED DATASET FOR MIGRATION. This
is unrelated to the existence of an EOF mark — it can occur for both
SMS-managed and non-SMS datasets if the DSORG is null.

Usually, it is not necessary to migrate such datasets, since they
have never been used, and they can simply be deleted, either explicitly
or by assigning a management class, which allows the datasets to

expire. If such datasets must be migrated by DFSMShsm, however,
then one way to accomplish this is to supply a DSORG (usually PS)
at the time the dataset is allocated. This can be performed by vendor
programs that can also enforce other installation standards for
naming, size, location, and other characteristics. If these are not
available, then simply assigning a null data class — one with no
characteristics specified — will force the datasets to be created with
a DSORG of PS. This can be used as a “catch-all” test at the end of
the DFSMS ACS routines, and works for both SMS-managed and
non-SMS datasets, since data classes can be supplied for either.

Besides “null” datasets, DFSMShsm will not migrate empty, multi-
volume SMS-managed datasets with a blocksize of zero, since it
cannot always guarantee that they can be properly recalled as multi-
volume. Patches introduced some time ago by APAR OW16705, as
shown in Figure 1, can be used to allow these datasets to migrate.

One of the strengths of the traditional mainframe environment
is its high reliability and extreme concern with data integrity. The
expertise of systems programmers and storage administrators in
establishing systems such as DFSMS, which minimize the
chance of error, has been an important reason the large-systems
environment continues to be the best choice for mission-critical
data processing.
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PATCH .ARCCVT.+3D5 BITS(1.......)

NAME ADRDSSU ADRPATCH
VER 0014 00          
REP 0014 FF

FIGURE 1: DFSMSHSM/DFSMSDSS PATCHES


