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Finding Your Limits:
Utilization Thresholds

How much DASD will we need in the
future? When will we need it? Will

we encounter problems if we add a new
application to the system today? Storage
administrators who are responsible for
managing the massive disk farms present
in many installations today are often
confronted with these kinds of capacity
planning questions.

Answers to these questions depend in part
upon knowing how efficiently the DASD on
the floor are being used. The utilization
level — the ratio of device capacity to the
space actually occupied by data — is one of
the most useful measures of efficiency and
one of the few measures largely controlled
by the storage administrator.

Utilization thresholds are important
because they determine how much unused
space is kept available for the expansion of
existing datasets and the creation of new
ones. Threshold values must be carefully
chosen so that the utilization level stays
within the desired envelope. Too low a
threshold results in wasted space. For
example, a utilization level of 75 percent
means that the equivalent of one of every
four devices is unused. Too high a threshold
can result in dataset allocation failures and
out-of-space abends.

CONTROLLING SPACE
UTILIZATION

Under DFSMS, the primary means of
controlling utilization levels are the allocation/
migration threshold values in the SMS storage
group definition. Because the thresholds are
defined at the storage group level, they
apply to all of the volumes in the storage
group — there is no facility for setting a
different utilization level for individual
volumes within a storage group.

The allocation/migration threshold values
can be confusing because they are used for
two different purposes. The "high" threshold
represents the maximum level of utilization
that can occur before SMS starts directing
new datasets to other volumes within the
storage group. Thus, the space between the
high threshold and the actual capacity of
the volume represents reserved space that
can be used for the expansion of existing
datasets on the volume or for new datasets
if there are no other volumes in the storage
group that are still below the threshold.

The second purpose of the high threshold
is to trigger migration processing by the
storage management software. If a volume
contains a large amount of data that has not
been referenced in some time, then migration
processing will back it up to a less expensive
media (usually tape), and delete the dataset
on DASD in order to free up space and keep
the volume utilization below the high
threshold. Both DFSMShsm and FDRABR
default to performing migration only on
those volumes that exceed the high threshold.

The "low" threshold is also used to control
migration processing. For DFSMShsm,
daily space management migration process-
ing on a volume stops when the low threshold
is reached. FDRABR always migrates all
eligible data on a volume, although the
MAXBTRKS= operand can be used to limit
the amount of data backed up in a single pass
over the volume, and if the volume falls

below the desired threshold on the next
pass, then migration processing stops.

Storage groups can be enabled for
DFSMShsm "interval migration" processing
(the AM=I parameter), in which migration
processing occurs every hour. This is usually
used in Tape Mount Management (TMM)
DASD buffer pools, which are expected to
fill up rapidly, perhaps several times a day.
For these storage groups, the midpoint
between the high and low thresholds, rather
than simply the high threshold, is the trigger
for interval migration. This prevents
datasets from going to "spill" or "overflow"
storage groups if the high threshold for the
interval-migration storage group is exceeded.

Although not originally designed into
SMS, the use of overflow storage groups
and volumes is documented in the Storage
Management Library publication Managing
Storage Groups, SC26-3125. This concept
takes advantage of the fact that volumes or
storage groups in QUINEW or QUIALL
status are not considered candidates for the
allocation of new datasets until the utilization
level all of the other eligible volumes
exceeds the high threshold. Thus, newly
created datasets can "spill" to volumes or
storage groups in quiesced status when uti-
lization gets high. Overflow storage groups
can only be used in JES2 environments
(QUINEW status means the volume is
never considered for allocation in JES3)
and cannot be used for striped datasets.

CHOOSING THRESHOLD VALUES

Choosing the proper high and low
threshold values for a storage group
requires an understanding of the type of
devices belonging to the storage group and
the type of data that will reside on the
devices. While it is not possible to mix

How much DASD will
we need in the future?

©2000 Technical Enterprises, Inc. Reproduction of this document without permission is prohibited.



TECHNICAL SUPPORT • AUGUST 2000WWW.NASPA.NET

device types, such as 3380 and 3390 within
a storage group, it is possible to mix device
capacities, such as 3390 model 2s and 3s.
Mixing devices of widely varying capacities
in a storage group may lead to some unex-
pected results, since the thresholds are
applied individually to each volume when
decisions are made about the placement of
new datasets and the migration of old ones.
Ten percent of unused space on a 3390-3
represents about 284MB, while the same
percentage on a 3390-9 is 851MB. In general,
storage groups that are expected to hold
very large datasets must have fairly small
values for the high threshold, perhaps as little
as 50 percent, in order to allow for the cre-
ation or restore from backup of large files.
Storage groups which hold mostly smaller
datasets, on the other hand, are usually
defined with a larger value for the high
threshold, sometimes as much as 90 percent or
95 percent, especially if an overflow volume
or storage group is available, or if out-of-space
abend prevention software is in place.

Because the utilization levels of non-SMS
pools and SMS storage groups can act as an

early warning of impending errors, it is useful
for the storage administrator to be able to
easily determine the current space utilization
levels. Tools for this purpose are usually avail-
able with the DASD management system, or a
"home-grown" tool can be created, using data
such as the "V" records from the IDCAMS
DCOLLECT command, or the LSPACE SVC
(SVC 78). A snapshot of utilization levels can
also be obtained from the ISMF Volume
Selection application, from Chicago-Soft's
QuickRef, or any number of other vendor
products. In the March 2000 “Storage
Strategies” column, I discussed Naviquest,
now included in DFSMS, a system that allows
many of the ISMF functions to be run in
batch. The Naviquest User's Guide (SC26-
7194) includes information about a number of
different types of reports that can show the uti-
lization levels for volumes and storage groups.
Many of the products that provide monitoring
of utilization levels also have facilities which
allow them to take actions when thresholds
are exceeded. Such actions might include
running a REXX exec that notifies storage
administration staff of problem conditions via

a pager, or submitting a batch job to perform
volume reorganization or dataset migration.

CONCLUSION

While the cost per megabyte of disk stor-
age has fallen rapidly in recent years, it is
still one of the most significant costs in any
data center. Senator Everett Dirksen's
famous quote, "A few billion here, a few
billion there, pretty soon you're talking real
money," applies as well to DASD storage as
to congressional spending. For the storage
administrator responsible for keeping costs
in check, understanding and controlling the
level of disk utilization is an important part
of running an efficient data center.  
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