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THE introduction of new applications and supporting
platforms into the enterprise places additional

challenges on the data center in terms of resource utilization.
Today, there are far more processes running in the total
system and the system consists of a much wider variety of
processors than in the past. Many of the processes are ad hoc
and are often driven by users initiating business transactions
from the company's web site. These users must be served
in a quick and efficient manner. The key to success in
this demanding environment is the efficient use of exist-
ing resources.

To effectively utilize the existing resources, data center
managers must optimize their production batch environment
and overcome the challenges brought on by increasing
business demands. Meeting these challenges in a batch
environment requires a combination of integrated technology
products that can handle performance and capacity manage-
ment, resource utilization and production management on a
widening diversity of servers. What are the requirements for
the implementation of such an interface? What are some of
the issues that production managers will encounter? This
article will address these questions from the viewpoint of one
vendor's architecture, suggesting one valid scheme for
managing such diverse resources.

WHY THE NEED FOR WORKLOAD
BALANCING?

Data centers today use multiple servers to support
numerous applications that include homegrown,
Enterprise Resource Planning (ERP) and e-business,
among others. There are shops that host thousands of
servers to support the increased number of online users.
These servers vary in size, ranging from small to midrange
to large mainframes. The variety of servers allows organizations

to tailor their systems according to their business needs.
However, one problem is the workload balancing between
the different servers, which is a growing problem for the
following reasons:

1. Tools can perform workload balancing of the online
transactions. However, it is not enough. The batch
and deferred processes play an important role in
overloading the systems so it is necessary to take
these into consideration.

2. New e-business applications that demand a high quality
of service are now being engaged by users from all over
the world, in all time zones. This makes unpredictability
a factor that has great impact on data centers.

3. The standalone batch window has disappeared. Real-time
transactions and batch processes must be simultaneously
active, sharing resources and utilizing them in the best way.

The batch processes play an important role in the data center's
ability to provide high quality service. They are used for
backups and file transfers, and to support the online applications.
Many of the online applications accumulate transactions that
are periodically conducted by a deferred process. In many
cases, it has proved to be the most efficient and reliable
way to perform the needed task. Many implementations of
the new e-business applications also show that using
deferred processing, in many cases, provides better results
and service.

Implementing a comprehensive workload balancing solu-
tion can therefore help data center productivity by avoiding
potential production bottlenecks, maximizing the utilization
of existing resources, and avoiding unnecessary server
upgrades or purchases based on batch workload processing.

Dynamic Workload Balancing
in the New e-Conomy

Workload management has been dealt with on individual platforms for a long time; today,
however, there is a need to manage workloads on multiple platforms. The most efficient way

to do this is with a single point of control. This not only consolidates workload management from
a business point of view, but it also frees up valuable technical resources.
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WORKLOAD BALANCING
REQUIREMENTS

Workload balancing, one of the key fac-
tors that differentiates a common batch
scheduler from a true production manage-
ment system, should have the following key
characteristics (ADOBE):

● Automatic — A true production
management system should make
regular scheduling decisions based on
resource availability. That same
mechanism should be used when
implementing the workload balancing.
Based on pre-defined rules and
parameters, the system should optimize
the workload balancing process without
any need for manual intervention.

● Dynamic — The workload of the
different systems and the utilization of
the existing resources constantly
change. Making accurate scheduling
decisions depends on using the most
up-to-date data. Therefore, any workload
balancing solution must be dynamic
and have the capability to decide where
to send the process for execution,
based on real-time and constantly
updated data.

● Open — The production management
solution should be open and capable of
being integrated with any external
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One SolutionONE SOLUTION
To demonstrate an implementation of the architecture suggested in the accompanying article, let's take

a closer look at a solution from BMC Software that addresses the ADOBE (Automatic, Dynamic, Open, Built-in,
Easy to implement) requirements. The CONTROL-M product provides the scheduling capabilities. The PATROL
product provides the performance and capacity management data.

CONTROL-M, with its three-tier architecture, provides the tools to balance the workload between multiple
machines running the CONTROL-M/Agent. Using an open interface, information about the resource utilization
in the different servers can be passed to CONTROL-M. This information may then be used to determine where
to execute a process. PATROL provides a solution that accumulates such information using sophisticated agent
technology. The CONTROL-M and PATROL interface utilizes the fault-tolerant, intelligent agent that is installed
on each managed system.

The integrated solution uses open APIs on both ends to update CONTROL-M with valuable information
from PATROL about the CONTROL-M/Agent machines' resources availability.

The resource utilization information feeding into CONTROL-M is managed and controlled using CONTROL-
M's scheduling capabilities. It is a cyclic task that is composed of three stages:

1. PATROL's API ("printudr") produces information about the resource utilization from all the necessary
machines.

2. The resource utilization information is filtered and analyzed.
3. CONTROL-M's API ("ctmloadset") is used to update its quantitative resources based on the information

gathered by PATROL.

With the above process in place, resources utilization information is constantly updated into the CON-
TROL-M quantitative resources. This is all what is needed. Jobs and processes will be automatically submit-
ted to the servers that have enough resources for their execution as part of the built-in scheduling algo-
rithm of CONTROL-M.

Implementing a
comprehensive workload

balancing solution can help
data center productivity

by avoiding potential
production bottlenecks,

maximizing the utilization
of existing resources, and

avoiding unnecessary
server upgrades or

purchases based on batch
workload processing.

FIGURE 1: THREE-TIER ARCHITECTURE 
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component that can provide information
about the resource utilization in the sys-
tem. Resources can vary from CPU uti-
lization to software license count to the
size of temporary disk space. As such,
the workload balancing solution should
be open to retrieve the information from
these different sources using the same
mechanism and infrastructure.

● Built-in — Workload balancing should
be an integral part of the solution. It
should be built into the product and
based on its standard infrastructure. A
production system should be able to
manage different resources, and using
that same mechanism, to balance the
workload. Implementing a workload
balancing solution is preferable to
buying another component. 

● Easy to Implement — It should be
easy to define, maintain and monitor.

ARCHITECTURE FOR TOTAL
CONTROL

When making investments in automation,
data centers require technologies that
minimize complexity while delivering
results and maximizing resource utilization.
To implement workload balancing, one
effective approach is a fully multi-tiered
architecture supporting configurations
driven by business requirements, as shown
in Figure 1.

A consolidated view of an organization's
enterprise is a key step in better manage-
ment and control of the business processes.
In the top enterprise tier, a consolidated
view is required. A Graphical User Interface
(GUI) provides a common look and feel to
all platforms while easily managing cross-
platform dependencies. The consolidated
view of scheduling information, task statuses
and exception situations allows staff mem-
bers to manage and control any environ-
ment. This eliminates the need for platform-
specific experts and cross training, as well as
other associated costs. This enterprise view
will also provide the monitoring tool for the
workload balancing mechanism.

The middle tier consists of the different
servers. These are the full-function schedulers
available for all popular platforms. Each
server has its own self-maintaining database.
The database consists of scheduling infor-
mation for that platform and the different

agents. Real-time scheduling and execution
information on each server environment is
communicated to the enterprise tier for
inclusion in the consolidated view.

The bottom tier consists of the agents,
which are managed by the server's layer.
These agents include functionality of task
submission, tracking and results analysis.
The agents eliminate the need for a local
database and routine administration since
the scheduling decisions are made by the
servers and are communicated to the agents
for actual execution.

JOB SCHEDULING
AND RESOURCE MANAGEMENT

The resource management of the sched-
uling system provides the bricks and walls
for the workload balancing process. The
scheduling system tracks the resources
needed for each process execution as well
as the overall availability of these resources
in the system. Processes are released for
execution only when all the required
resources needed for their execution are
available. This prevents resource queuing
while allowing for application control
through resource management.

It is important to use quantitative
resources that are logical entities. This
enables the scheduling to be based on any
resource that is critical to the site by
tracking the usage of these resources in
the system. Physical resources such as
CPU, memory, disk space and I/O rates,
as well as logical resources such as float-
ing licenses, can be used. Each process
can be assigned to use a specific subset of
the available overall quantity. In the sample
screen shot shown in Figure 2 one can see

how such resources and their required
quantities are defined per job in the job
details screen.

The scheduling process is utilized to
increase the efficiency of workload through-
put. All the resource management can be
monitored through a GUI, which reflects
the complete list of resources currently
being managed across all platforms.

SCHEDULING AND OPEN
WORKLOAD BALANCING

Quantitative resources are constantly
used to track the resource availability in
each agent platform. An open API must be
available for integration with any source of
information about system resources, such as
external performance management tools.

Thus, the workload balancing feature is
used to distribute processes for execution
only to the agent machine that has the
available resources. Through the use of
workload balancing algorithms, the
scheduling component determines which
platform is best suited to handle the execu-
tion of a process at any given time. In this
manner, efficient utilization of all available
resources is assured and the data center can
achieve maximum production throughput.

INTEGRATING PERFORMANCE
AND CAPACITY MANAGEMENT
INTO PRODUCTION

To accurately process the workload bal-
ancing, a production management system
should be able to integrate other components
that can provide information or input on
resource utilization. Such a system can
constantly update the scheduling tool about
the availability of resources. The ability to
easily integrate with such tools is key to
implementing open workload balancing.

The agent technology is designed to collect
all system metrics possible with minimum
impact to the system resources. The collector
(agent) allocates a memory area to store
metrics. It reuses the area throughout the
collection period. The stored metrics are
read via a kernel memory read that consumes
very little resources. Duplicate collections
are minimized and very few OS Application
Programming Interface (API) calls are used.

The data collected by the agent includes:

● Configuration metrics — system, disks,
LV, network, userid/groups
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As data centers re-evaluate
their e-nfrastructure, they

carefully look at batch
scheduling as a critical

component to support their
e-business applications.
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● Performance metrics — processes,
disks, file systems, network, logins,
swap statistics, tty statistics, partition
statistics, and many system-related
performance metrics

Once this data is collected, it becomes
available, on request, through an API on a
real-time basis.

SUMMARY

E-business applications stretch the produc-
tion environment to its limits by introducing

massive numbers of ad-hoc processes around
the clock. The production environment must
be managed so that all resources are efficiently
utilized. To accomplish this goal, a true
production management system is required.
This system must offer open, built-in
dynamic workload balancing and provide
the tools to manage the new complex envi-
ronments in an automated way. The open
workload balancing mechanism should use
input from any resource monitoring system.
The implementation of integrated technologies
is a major step forward in meeting the chal-
lenges of the new production environment.

As data centers re-evaluate their e-nfrastruc-
ture, they carefully look at batch scheduling as
a critical component to support their e-business
applications. Providing the tools to perform
reliable and scalable workload balancing is
one of the key requirements for such systems.
Addressing the ADOBE requirements
(Automatic, Dynamic, Open, Built-in, Easy to
implement) is a major step forward to provid-
ing the needed e-nfrastructure.  
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FIGURE 2: SAMPLE DEFINITION OF THE REQUIRED EXECUTION RESOURCES FOR A PROCESS


