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ASwith most technologies, understanding what it is and
how it works is usually the easy part, whereas

installing, configuring, administering and managing it makes
the panacea a little less spectacular. Managing a Virtual
Private Network (VPN) can present many new challenges for
already overworked IS shops. Rather
than look at all aspects of manage-
ment, let's focus on performance,
since this is a primary concern as you
move to VPN technology. 

When I first started working with
VPNs, I was fascinated by their
potential for easing the day-to-day
drudgery of managing and running a
wide area network (WAN). Having
worked in a worldwide data network,
one of the first areas I began to
investigate was how to deliver the
performance that many applications
and users expect. In an organizations'
network, a lot of time, people, money
and resources are focused on making
sure that the applications have the
bandwidth needed to meet the
response time requirements. This was
easy, since the organization owned or
controlled all the resources. More bandwidth could be added
where needed, application paths could be controlled to pro-
vide additional resources, and the network topology could be
optimized as needed. As many companies move to VPNs and
turn over their WANs to ISPs, how can they ensure that appli-
cations receive the resources needed and users are provided
with the response times that provide them true productivity
improvements? 

This article examines the following three main areas:

� Quality of Service (QoS) and how this is a system issue
� the different technologies which are used in LAN and

WAN environments
� the resources and response times ISPs must make available 

PERFORMANCE IN VPNS

Performance and quality of service
(QoS) are linked together when you
discuss VPNs. QoS technologies will
provide the potential for ISPs to deliver
information as required by each appli-
cation or end user’s needs. In an
Internet world, there are four key areas
that need to be addressed in order to
meet performance or QoS needs:

� Bandwidth: This relates to how
much data per second is available
to the application.

� Delay: This indicates how much
time the components in the
network add to the end-to-end
response time. 

� Error tolerance: This specifies
whether dropped packets (or

frames) can be accepted. 
� Jitter sensitivity: This represents whether there needs to

be a smooth delivery of information. 

For example, traditional data is bursty in nature (jitter-
insensitive), greedy (will use all the bandwidth it can,
whether or not it is needed), error sensitive and delay insensitive.
Voice applications, on the other hand, require smooth delivery
of information (are jitter- sensitive), are benign (don't need
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much bandwidth), error-insensitive, and
delay-sensitive. So how do we provide QoS
performance support in an IP world? How
do I guarantee these network traits when a
variety of different ISPs are involved? How
does IP handle this when it is a best effort
delivery protocol?

What do we mean by best effort delivery
protocol? IP delivers information analogous
to the postal delivery system. It is a best
effort delivery system not a guaranteed
system, however, most of our mail reaches
the destination with just general delivery
services. A postal letter requiring guaranteed
delivery needs to utilize the postal registered
letter services. In an IP world higher layer
protocols like TCP (Control Protocol) provide
the guaranteed delivery options.

The answer again to providing defined
levels of quality (QoS) over the IP best
effort network is to utilize standard tech-
nologies. This time we need to look at a
system solution.

THE QOS SYSTEM

Many of us have focused on our business
networks. We know that there are differ-
ences in the LAN and WAN and how you
approach bandwidth allocation, traffic
analysis, trouble shooting and overall network
design. As we move to implementing QoS
performance on both the LAN and WAN,
there are also differences in product tech-
nologies used and system design for both
worlds. In the LAN QoS is primarily a
router or layer 3 management issue. Buffers
overfill because of speed mismatches,
aggregation points and funnels. In the
WAN, focus is not only on buffer manage-
ment, but also bandwidth (we do pay for
this monthly) and traffic shaping, which
conserves bandwidth.

A QoS performance model has six com-
ponents. While a bit complex at first, the
plan should provide the support needed and
allow for different levels of support
depending on the underlying infrastructure.
The six components of the model are
defined as follows:

1. Admission Control: allows or disal-
lows packets based on application type 
or policy

2. Input Classification: assigns a label
based on headers — 802.1 or DifServ

3. Input Scheduling: assigns the packet
to a queue

4. Policing: checks policy rate and drops
excess packets or mark down priority

5. Re-classification: assigns a new label
based on configuration or policy

6. Output Scheduling: assigns packets to
an output queue

When implementing a VPN, the first
thing to understand is that performance is a
system issue. The application, protocols,
link layers and network components must
all be involved. The application needs to
indicate the QoS performance required, and
the protocol layer needs to provide the level
of support and ask the network layer and
components to fulfill its needs. How is this
going to work in the Internet world?

THE APPLICATION LAYER

Windows now has the Winsock II API
that supports QoS. This is available for
Windows 98 and 2000 but not for any other
releases of Microsoft products. Some Unix
systems have this function available; contact
your Unix systems providers for details.
Applications can be written to request
services depending on their individual
needs. Gaming applications may set a low
prioritization whereas business order entry
applications may request a high prioritization.
Using the Resource Reservation Protocol
(RSVP), the Windows-based application
can request from the network components
the level of support needed and determine if
the resources can be provided. If not avail-
able, the application can then have error
routines determine how to proceed. RSVP
is not an all (I have all resources available)
or nothing (I won't send if resources are not
available) system. RSVP can be implemented
so that if the requested resources are not
available, the sender (either user or applica-
tions) can be informed and allowed to
decide whether or not to continue.

Now comes the complex piece to the QoS
system. Once we have a mechanism for the
application to ask for a given level of QoS,
how do we provide that in the diverse pub-
lic Internet world? Unfortunately, there is
not just one solution, but rather two very
different ways of providing the network
framework of QoS.

QOS PERFORMANCE IP FRAMEWORK

Two frameworks are currently being
implemented in the Internet and on 

organizations’ private networks. The first,
differentiated services (DifServ), allows
data transfer to begin without an under-
standing of whether the Internet network
can provide the requested services. Data is
marked requesting various levels of service
and is transferred across the Internet. As the
data reaches various network components,
they attempt to meet the requested service
levels; however, there are no guarantees.
The second framework, integrated services
(IntServ), uses RSVP to request the
required services through the Internet
before the data is sent. Routers and other
network devices signal that data transfer can
begin. The data is then managed as it travels
across the Internet.

DifServ
DifServ uses bits in the existing IP header

to identify that a packet/frame needs a special
level of service. The bits used are the Type
of Service (TOS) bits. These bits are in all
IPv4 headers today, but have not been used.
The developers of IPv4 knew that in the
future there may be a need for a way to 
distinguish packets that are included in the
TOS field. The TOS bits are a one-byte field
and can be set by the source (the device
initiating the packet/frame) or at any location
along the way. This means that if you have
an application that is not QoS-enabled,
routers connecting your organization to the
Internet or some other network device can
request QoS. This means that network
devices such as routers and switches need to
be DifServ-enabled. The TOS bits are a queue
identifier and can identify different levels of
delay, bandwidth and error characteristics.
The routers and switches in the Internet use
buffer management subsystems to allocate
resources based on the information in the TOS
bit. While this will attempt to provide the level
of QoS requested, it is not guaranteed.

IntServ
IntServ relies on the RSVP protocol to

request services before any data is transmitted.
Using RSVP, it is guaranteed that the QoS
levels requested are available to the applica-
tion. In order for this system to work, hosts
or end-user devices and routers or other
network devices need to be RSVP-enabled.
The systems will communicate, utilizing the
RSVP protocol to set up the path for the
information flow. This will include admission
and control policy, classifiers to map packets
to service classes, and packet schedulers.
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This will use the weighted fair queuing
method, so every application (even the lowest
priority) is provided service by every
resource. This mechanism introduces a
major change to IP. When the RSVP path is
established, the packets will use this path
for all communications between the two
hosts. If a problem occurs, IP will not auto-
matically reroute the information, since the
alternate paths may not have the appropriate
levels of service. If a problem occurs, RSVP
will be initiated to re-establish the path with
the correct levels of service.

If I use IntServ, can I improve the
movement of this information through
routers? It seems if I have a defined path
between my endpoint, that going to the IP
layer of routers now adds a level of delay to
the service provided.

WAN QOS 

Multiprotocol Label Swapping (MPLS)
is a tag switching mechanism that many
ISPs are now implementing in their WANs.
Rather than having each IP packet passed to
the IP layer in the router to determine its
next path, tags are used on the header of an
IP packet. This header will be used to
quickly move packets through the network
to reach endpoints. Edge routers have tables
that indicate IP devices and the various tags
to use as the packets move along the path.
Note that MPLS also uses RSVP to set up
the paths through the network. There is a
major advantage to both IntServ and MPLS
now using RSVP since we now have an
end-to-end signaling protocol.

LAN QOS SUPPORT

Let's focus on the LAN support for QoS.
Since LANs are owned by the organization,
you have a lot of control over the network
and in essence can solve QoS by adding

more bandwidth. Moving from 10Mbps to
100Mbps Ethernet and also 1Gbps is easy to
do compared to making sure that all appli-
cations, operating systems, and devices
have the necessary technologies to support
QoS. With the decreasing cost of LAN
hardware, for many throwing higher
bandwidth at the QoS issue is the answer.
But for some of you, it still might be
advantageous to add some layer of QoS.
The easy answer is to move to ATM
(Asynchronous Transfer Mode). This has
built-in QoS and can provide the robust
needs for any high performance network;
however, it is more complex and expensive.
Because of the cost and complexity, ATM
has been relegated to organization backbones
and ISPs, with fewer ATM installations
occurring in organizational networks desktop
systems. For switched Ethernet networks
look for products that implement 802.1 p/q.
The 802.1-p/q standards were developed for
supporting VLANs, but can also be used to
indicate the need for specific levels of service
or QoS. VLANs, virtual LANs, were
developed to allow LAN administration to
control with which LAN segment a given
device was associated. The 802.1 p/q
standard uses a four-byte field after the
source address that allows the priority to be
set. You can have your application set this
and 802.1 p/q supported routers and switches
will provide the services requested. Many
products are now using this support. If you
are still using shared Ethernet LANs, vendors
may talk to you about shared bandwidth
managers (SBM); however, the easiest thing
to do is just move to a switched LAN and
implement 802.1 p/q.

SUMMARY

I've covered a lot of territory and much
needs to happen to get the QoS performance
system in place, but it will, and the ISPs will

drive that implementation. Already, backbone
ISPs have implemented MPLS to provide
fast data movement through the core of the
Internet. Access ISPs are beginning to
implement MPLS to offer new services with
guaranteed levels of response times. Today,
many of these are based on either user ID
(so they increase the users traffic no matter
what it is) or network device (so all traffic
coming from that device is upgraded —
again with no application differentiation). As
applications implement QoS, the requests
can be on an application basis, which is the
ultimate goal for most organizations. RSVP
has emerged as an end-to-end signaling system
used to set up and confirm the resources in
the network. In the local LAN, organizations
tend to throw bandwidth at the problem. For
robust control, 802.1-p/q is available if the
organization desires to actually manage the
QoS services. The pieces are in place, and
the services are coming to market — maybe
the panacea is real!  
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